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About This Course

Overview

The primary objective of this course is to train the student in required
skills for installing, configuring, and managing the SPARCstorage™
Array disk subsystem using the Volume Manager 2.x utility.

This course is intended for the following audience:

● Students with at least one year of recent, intensive Sun system
administration experience on a Sun server using the Solaris™ 2.x
operating system.
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Course Objectives

Upon completion of this course, you will be able to:

● Install the packages and patches required for starting the Volume
Manager utility

● Upgrade the firmware on the SPARCstorage Array unit

● Install the Volume Manager and create the basic Volume Manger
objects for a newly installed system

● Create, use, and remove Volume Manager objects both by using
the command line interface (CLI) and the graphical user interface
(GUI)

● Make a backup tape of a file system mounted on a volume

● Solve two major disk problems that can occur while using the
Volume Manager 2.x utility

● Control some of the basic performance issues



About This Course xiii
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Course Prerequisites

You should be familiar with the following before attending this course:

● Custom installation of a Solaris 2.x server

● The Solaris 2.x device naming conventions

● Adding peripheral devices to a Sun system

● Using the format utility to repartition a disk

● Editing system files

● Adding and removing software packages using pkgadd and pkgrm

● Administering disks and file systems

● Backing up and restoring file systems

● Performing basic recovery and troubleshooting procedures

● The SPARCstorage Array hardware, either the 100 series or 200
series units
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Typographical Conventions and Symbols

The following table describes the typographical conventions used in
this course:

The following table shows the symbols used to indicate shell prompts:

Typeface or
Symbol Meaning Example

AaBbCc123 The names of
commands, files, and
directories; on-screen
computer output

Edit your .login file.
Use ls -a to list all files.
system% You have
mail.

AaBbCc123 What you type,
contrasted with on-
screen computer output

system% su
Password:

AaBbCc123 Command-line
placeholder: replace
with a real name or
value

To delete a file, type rm
filename.

AaBbCc123 Book titles, new words
or terms, or words to be
emphasized

Read Chapter 6 in the
User’s Guide.
These are called class
options.
You must be root to do
this.

Symbol Type of Prompt

% UNIX C shell prompt

$ $ UNIX Bourne and Korn shell prompt

# Superuser prompt, all shells
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SPARCstorage Array Overview 1

Purpose

This module is an overview of the SPARCstorageTM Array product
line.

Objectives

After completing this module, you will be able to:

● Describe the features and benefits of the SPARCstorage Array

● Identify the key components and technologies employed in the
SPARCstorage Array

● Discuss host configurations that can support the SPARCstorage
Array

● List the storage capacity options of the SPARCstorage Array

✓ The SPARCstorage Array device driver software is now bundled in Solaris™.
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Background

The SPARCstorage Array, a mainstream storage solution, answers the
need to supply ready access to data by increasing storage capacity.

In this module you will review the SPARCstorage Array and be
introduced to its key technologies.
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SPARCstorage Array

The SPARCstorage Array incorporates high performance and
reliability, low cost, flexible configuration, excellent scalability, and
revolutionary ease of use.

● Over 3300 uncached, 2-Kbyte I/O operations per second

● Greater than 19-Mbyte-per-second sustained transfer rate

● Tested capacity to 10 Tbytes

● Full duplex, 25-Mbyte-per-second Fibre Channel interface

● Simultaneous support for RAID 0, 1, 0+1, 5, and independent
spindles through software

● Availability of graphical user interface (GUI)-based volume
management

✓ This module provides an overview of the entire product line and its key technologies. The
next two modules discuss the hardware details of the SPARCstorage Array models 100,
200, and 200 RSM (remote switching mode).
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SPARCstorage Array Models

The three SPARCstorage Array models are:

● Model 100 Series

This series is packaged in a desktop enclosure suitable for both
small workgroups and data center environments.

● Model 200 Series

This series is larger. It is targeted for installation in data centers
needing high capacity at lower cost.

● Model 200 RSM Series

The newest member of the SPARCstorage Array product line is an
ideal solution for customers requiring high storage capacity,
hardware redundancy, and high serviceability in a data-center
environment running mission-critical applications.

✓ The positioning of these products relative to one another is discussed later in this
module.
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SPARCstorage Array Basic Specifications

The SPARCstorage Array has four basic specifications: capacity,
performance, interface, and packaging.

Capacity

Model 100

● Provides up to 63-Gbytes capacity in less than 2 cubic feet (0.06
cubic meters)

● Holds any combination of 6 to 30 3.5-inch, low-profile,
fast/wide (small computer system interface) SCSI-2 disks

● 2.1-Gbyte, 7200-rpm drives are presently offered

Model 200

● Holds up to 36 9-Gbyte, 5.25-inch, full-height, fast/wide
differential SCSI-2 disk drives for a total capacity of 324 Gbytes
in a single rack-mount, data-center cabinet

Model 200 RSM

● Accommodates up to 42 4.2-Gbyte, 3.5-inch, half-height,
fast/wide SCSI-2, single connector (SCA-2), hot-pluggable
drives for a maximum 176.4 Gbytes in a single, customer-
serviceable, data-center cabinet

Performance

All SPARCstorage Array models excel in both transaction and transfer-
rate performance.

● Every model is capable of over 3300 uncached 2-Kbyte input-
output operations per second, and sustained transfer rates
exceeding 19-Mbytes per second—enough to meet the needs of the
most demanding applications.
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SPARCstorage Array Basic Specifications

Performance (Continued)

● 16 Mbytes of battery-backed nonvolatile RAM (NVRAM) can
significantly increase performance. The use of NVRAM can be
controlled by the host.

● With additional software, the SPARCstorage Array can
simultaneously support multiple redundant arrays of independent
drives (RAID) levels including 0 (striping), 1 (mirroring), 5
(striping with interleaved parity), and 0+1 (striped and mirrored,
in addition to independent spindles.

✓ The use of additional software, such as Solstice™ DeskSuite™ or the SPARCstorage
Volume Manager is required for this functionality. These products are discussed in detail
later in this course.

● Drives in the array can be designated as hot spares to
automatically take over for any failed drive. Error detection,
recovery, and restoration to the designated spare is automatic.

● Drives in the SPARCstorage Array 200 RSM are hot-pluggable,
allowing them to be replaced online and without disrupting data
access.

● All components in the array have very high individual mean times
between failures (MTBFs), contributing to overall subsystem
uptime in excess of 99.99 percent. Fully redundant, high
availability configurations can be assembled with the addition of
additional components and special third-party software.

✓ This information applies to the models 11x and 210. The models 10x and 200 have 4
Mbytes NVRAM.

Interface

The SPARCstorage Array interface is well equipped:

● Every SPARCstorage Array comes equipped with an industry-
standard Fibre Channel interface capable of running at 25-Mbyte-
per-second full duplex.
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SPARCstorage Array Basic Specifications

Interface (Continued)

● The SPARCstorage Array controller is dual ported, enabling two
independent Fibre Channel connections to separate hosts.

● The Sun SBus Fibre Channel interface card is also dual ported and
upgradable, enabling two SPARCstorage Arrays to be connected
to each host SBus slot. Using Model 200s, 648 Gbytes of high
performance storage can be connected to each SBus slot.

● Because the Fibre Channel interface uses dual multimode optical
fiber, storage can be separated from the host by up to 2 kilometers
(1.25 miles). Third-party single-mode optical fiber adapters are
available from Finisar Corporation to extend this length to 30
kilometers (18 miles) or more. The use of optical fiber also assures
total electrical isolation from the host system.

● The Fibre Channel interface on the SPARCstorage Array is
compatible with profiles released by the Fibre Channel Systems
Initiative (FCSI), a joint effort by Sun, HP, and IBM to ensure
interoperability among Fibre Channel-based products from major
vendors. All FCSI profiles are compliant with the ANSI Fibre
Channel standard.
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SPARCstorage Array Basic Specifications

Packaging

Model 100 Series

● The Model 100 Series is enclosed in a cabinet 20 inches wide by 21
inches deep by 9 inches high. The SPARCstorage Array can be
placed on a desktop, in a freestanding tower, or stacked to provide
extremely compact, dense storage.

● There are no cables connecting drives, controller, power supply, or
the fan tray in the Model 100 Series. Every component is pluggable
and user serviceable. Drive trays can be removed without turning
the power off to the unit or rebooting host system software.

● Drives in the Model 100 Series use the single connector system
pioneered by Sun. Available from multiple manufacturers, single
connector drives have a single, reliable plug attached to the
printed circuit board that incorporates power, signaling, and data
connections.

SPARCstorage Array

+
B

A
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SPARCstorage Array Basic Specifications

Packaging (Continued)

The Model 200 Series

● The Model 200 Series employs a standard Sun 56-inch data center
cabinet that can hold six trays of six full-height, differential SCSI
drives.

● Equipped with the same controller as found in the new Model 200
RSM, Model 200 SPARCstorage Arrays include adapter boards
that enable the 68-pin connectors used in the disk trays to plug
into the same backplane as the controller board.

● The Model 200 RSM uses an innovative disk tray design that
supports redundant, hot pluggable drives, fans, and power
supplies to meet the high availability and serviceability needs of
customers.

● Up to six RSM trays with three to seven drives each are connected
to the Model 200 or Model 200 RSM array controller.
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SPARCstorage Array Architecture

The following are key areas of the SPARCstorage Array architecture:

● Controller design

● Fibre Channel

● Drive technology

● Mechanical design

Unlike many other disk array products, the SPARCstorage Array is not
simply a repackaging of existing components. While able to exploit
many technologies already proven in the Sun workstation and server
products, Sun engineers knew that many new developments were also
required. Innovations were needed to help drive down cost, raise
reliability and serviceability, and increase the capacity and
performance. The SPARCstorage Array is compelling just for this
reason—it mixes both proven, high-performance, reliable approaches
and new, low-cost, innovative hardware technology to produce a disk
array product that can truly be described as next-generation.
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SPARCstorage Array Architecture

Controller Design

The SPARCstorage Array controller is a double-sided, 12-layer,
4.3-inch by 13.3-inch circuit board. A key feature of the controller is its
use of highly integrated circuitry, resulting in a low total parts count
and high reliability (over 100,000 hours at 35˚C).

The controller uses a 110-MHz microSPARC-II processor. Its principal
responsibilities are to coordinate the movement of data between the
Fibre Channel interface and the drives. The microSPARC-II has
512 Kbytes of Flash EPROM (electrically programmable read only
memory) for program store and 2 Mbytes of DRAM (dynamic random
access memory) for transient storage requirements.

Designed specifically for use in the SPARCstorage Array, the Bus
Interface and NVRAM Control ASIC (BIANCA) is a dual chip set
responsible for controlling the PSBus. BIANCA acts as an interconnect
with the TSBus, controls the NVRAM data buffer, and supplies various
interrupt controllers and timers.
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SPARCstorage Array Architecture

Controller Design (Continued)

A serial optical channel (SOC) ASIC services two full-duplex, SBus-to-
Fibre Channel conversions at 50 Mbytes-per-second. Internally
buffered, microprogrammable, and running downloadable firmware,
the SOC matches the transfer rate of the PSBus.

Interfacing the SOC to the Fibre Channel media is an optical module
(FC25/OM) daughtercard. The interface between the SOC and
FC25/OM is through 10-bit parallel send and receive registers. Each
FC25/OM provides an interface to two 50/125 micrometer multimode
fibers. (Two fibers are required for full-duplex operation.) The 25-
Mbyte-per-second FC25/OM cards support SPARCstorage Array
scalability and performance requirements. One FC25/OM is included
with SPARCstorage Array, and an additional one can be added to
support both Fibre Channel ports.

Six fast and wide SCSI buses support up to five (Model 100), six
(Model 200), or seven (Model 200 RSM) drives per bus. Each bus can
burst data at up to 20 Mybtes-per-second. Six ISP 1000 SCSI controller
chips interface the SCSI buses directly to the SBus.

All data moving into or out of the SPARCstorage Array passes
through 16 Mbytes of lithium-battery backed DRAM. Writes to the
array are acknowledged as complete when the data is securely in the
buffer but before it is committed to disk. If a power failure occurs, the
DRAM enters a low-power refresh mode powered by the lithium cell.
When restarted, all pending writes are completed before external
commands are accepted.

The controller has two internal communication buses, the PSBus and
the TSBus, both based on the SBus standard. The TSBus moves data
between program memory and the microSPARC-II processor. The
PSBus moves data between the drives and the Fibre Channel interface.

Firmware is kept in rewritable Flash memory, making programming
upgrades possible across the Fibre Channel port.
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SPARCstorage Array Architecture

Fibre Channel

Fibre Channel is a high-performance interconnect standard designed
for bidirectional, point-to-point communications between high-
performance workstations, peripherals, and large host systems. It
offers a variety of benefits over other link-level protocols:

● Efficiency and high performance

● Scalability

● Operation over long distance

● Easy to cable

● Supports popular high-level protocols

● Supports switched networks

Channels

Channels are a generic class of communications technology designed
to move data from one point to another with high speed and
minimum latency. For speed, functions such as error correction and
retry-on-busy are typically implemented in hardware. Because they do
not have sophisticated software-based routing and switching
capabilities, channels typically operate in environments where every
device on the channel is defined and known in advance.

Fibre Channel as Used in the SPARCstorage Array

At its most basic, Fibre Channel is merely a high-speed serial
connection between two buffers. Indifferent to the format of the data,
Fibre Channel only provides simple error checking and the necessary
signaling to ensure the reliable movement of data between the source
and destination buffers.
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SPARCstorage Array Architecture

Fibre Channel

Fibre Channel as Used in the SPARCstorage Array (Continued)

There are no limits on the size of a transfer between applications using
Fibre Channel. A Fibre Channel transfer, or sequence, is defined by
sizes of the buffers on the sending and receiving ends. Each sequence
is broken into frames, the frame size being negotiated by the ports and
the fabric. A 32-bit cyclic redundancy check ensures that transmission
errors can be reliably detected.

Unlike SCSI, IPI, FDDI, and similar transport-level protocols, Fibre
Channel is defined to be full-duplex, enabling data transfers at channel
speeds in both directions simultaneously.

Despite the presence of the Fibre Channel interface, the programming
model of the SPARCstorage Array is that of a SCSI device. The
SPARCstorage Array supports SCSI through the SCSI-FCP protocol.
SCSI drivers break SCSI command and data blocks into a serial stream
compatible with lower-level Fibre Channel framing and signaling
protocols. Individual drives can be accessed through an addressing
scheme that specifies a controller number, a bus number, and target
drive ID.
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SPARCstorage Array Architecture

Drive Technology

Single Connector System

● Single connector is a technology that incorporates all electrical and
signal connections into a single, blind-mating connector, enabling
drives to be directly plugged in to a compatible disk tray such as
those used in the SPARCstorage Array Model 100 and in the
Model 200 RSM. There is no need to retrofit existing drives using
carriers and unreliable flex cables, jumpers and wires; single
connectors are built directly into the drives.

● Drives using single connector technology feature higher reliability,
better customer serviceability, and lower cost. Multiple
manufacturers produce drives compatible with the single
connector system, and the technology is an industry standard.

Low-Profile, 3.5-Inch Drives: Model 100

● The SSA Model 100 uses one-inch, low-profile, 3.5-inch drives.
Using a thinner drive allows a greater number of drives in the
array, permitting a better balance of performance, flexibility, and
capacity.
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SPARCstorage Array Architecture

Drive Technology (Continued)

5.25-Inch, Differential SCSI-2 Drives: Model 200

● The Model 200 uses high-capacity, 5.25-inch, differential SCSI-2
disk drives. Up to six trays, each containing six drives, can be
inserted into a single 56-inch-high data-center cabinet.

● Existing 5.25-inch drives can be incorporated into a new or
existing cabinet and configured with the additional hardware and
software needed to create a Model 200 SPARCstorage Array.

RSM Disk Trays

The RSM disk tray is used in the SPARCstorage Array Model 200
RSM.

RSM Disk Trays

● Each disk tray contains up to seven 3.5-inch, half-height, 4.2-Gbyte
drives (Seagate 4.2-Gbyte, 5400 rpm).

● The drives operate on a 16-bit-wide, single-ended SCSI bus, while
the tray interface is a 16-bit-differential SCSI bus.

● Front panel LEDs on each RSM drive tray ease administration and
maintenance by indicating power supply failures, fan failures, and
conditions that exceed safe operating temperatures.
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SPARCstorage Array Architecture

Drive Technology (Continued)

High-Availability Features

● Hot-plug disk-drive modules – The RSM enclosure supports
drives that use SCA-2 connectors to provide hot-plug capability on
a quiescent bus.

● Hot-plug, redundant power and cooling units – The RSM includes
hot-plug redundant power supplies, each of which is capable of
providing sufficient power to continue nondegraded operation in
the event of a single power supply failure. The RSM also provides
a hot-plug redundant cooling module that contains two fans,
either of which can maintain operating temperatures in the event
of a single fan failure. Both the power supplies and cooling
module can be replaced while the SPARCstorage RSM power is
on.

● Dual power cables to separate power sequencers – Each RSM
drive tray has dual power cables to separate power sequencers in
the expansion for increased availability in the event of a power
sequencer failure.

SCSI Environmental (SEN) Card

● The SCSI Environmental (SEN) card senses environmental changes
such as temperature. Communication with the SEN card is
through SCSI.
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SPARCstorage Array Architecture

Mechanical Design

Model 100

● Drives can be added or replaced quickly without configuring
jumpers or shutting down the system. All components are
interlocked to prevent damage or exposure to dangerous voltages.
Disk trays employ safety catches to prevent them from being
accidently dropped.

● The SPARCstorage Array can be placed horizontally on a tabletop
or vertically alongside a desk. Multiple units can be stacked in a
compact configuration or they can be placed inside of a standard
rack for data center applications.

● All components in the Model 100 SPARCstorage Array, including
drives, fans, power supply, and controller, are plugged into a
special centerplane that connects all power, signal, and data lines
without using cables.

● Each array has three drive trays containing 10 drives each. The
trays are easily removed for upgrades and drive replacement.
Drives quickly plug into the drive trays using single connector
technology.

B

��
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SPARCstorage Array Architecture

Mechanical Design

Model 100 (Continued)

● The pluggable and auto-ranging power supply provides power at
100–240 VAC and 47–63 Hz. Its 200,000-hour MTBF at 35˚C
ensures that problems will be infrequent.

● Three independent, thermostatically controlled fans cool the unit.

Models 200 and 200 RSM

● Models 200 and 200 RSM are built around a 56-inch data-center
rackmount.

● The Model 200 Series controller assembly has an independent
enclosure that can be rack mounted with either SPARCstorage
RSM disk trays or differential SCSI disk trays, enabling one
controller to provide two distinct solutions to the data center
environment: the Model 200 RSM and the Model 200.

O I

Power Supply

Diagnostic
Module

Controller

Differential
SCSI Modules

Fan Tray

Chassis and
Backplane
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SPARCstorage Array Architecture

Mechanical Design

Models 200 and 200 RSM (Continued)

● Drives in the Model 200 are held in six disk trays, each able to
hold six drives. Normally, each disk tray is cabled as a single SCSI
bus. A single tray can be cabled as two SCSI buses, allowing as
few as three trays to connect all SCSI channels on the array
controller. Disk trays may not be configured to form a single bus
that spans trays.

● The Model 200 RSM can accommodate 42 drives. Sets of drives are
packaged in special trays (called Tabasco) that are designed to
support hot-plug capability and provide a high degree of
serviceability. Hot-pluggable redundant power supplies and fan
modules are also incorporated.
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SPARCstorage Array Architecture

Mechanical Design (Continued)

Front Panel LCD

Note – The Model 200 LCD is different from the Model 100 LCD
shown here.

After the SPARCstorage Array boots, the POST icon is no longer
displayed, and all drive icons are lit.

Icon Indication

POST Power-on self test (POST) is running

Service Service required (always displayed with another icon)

Controller Controller problem (memory, for example)

Alphanumerics POST test, error code, or address (see above)

Fan Fan failure or excessive internal temperature

Battery Low NVRAM battery (battery should be replaced)

Drive Available drives (if broken or not turned on, icon is not on)

Fibre Arrow indicates an established fibre-optic channel

+

BA

POST icon

Service icon

Controller icon

Drive icons

Alphanumerics

Battery icon

Fan icon

Fibre Channel link icons
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SPARCstorage Array Architecture

Mechanical Design

Front Panel LCD (Continued)

When power to the SPARCstorage Array is turned on, the LCD on the
front panel will sequence through the icons as follows:

● All of the LCD segments are displayed at the same time for about
one second during the power-on self-test (POST).

● During the remaining time that the POST is running, the POST
icon is displayed in the upper left corner of the LCD display. The
four alphanumeric LCDs display the code for the currently
running POST test. If problems are detected during POST, an error
code is displayed on the alphanumeric LCDs, and the POST icon
remains on.

● During normal operation, following POST:

● The four alphanumeric LCDs display the last four digits of the
World Wide Name for the particular SPARCstorage Array
system.

● A drive icon (solid bar) is displayed for each installed drive
and shows the drive’s physical drive-tray location.

● One or two fibre icons indicate the status of the fibre links.



1

SPARCstorage Array Overview 1-23
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Supported Host Configurations

Maximum
Model 100
SPARCstorage
Arrays

Maximum
Model 200
SPARC-
storage
Arrays

Maximum
Model 200
RSM
SPARC-
storage
Arrays

Maximum
Total
Capacity

Ultra Enterprise Server 2,
Ultra 2 Workstation

8 3 3 972
Gbytes

Ultra Enterprise Server 1
and 150, and Ultra 2
Workstation

4 1 1 324
Gbytes

Ultra Enterprise Server
3000

20 20 20 2 Tbytes

Ultra Enterprise Server
4000 and 5000

40 40 40 4 Tbytes
and
6 Tbytes

Ultra Enterprise Server
6000

60 60 60 10 Tbytes

SPARCserver 2000 and
2000E

34 15 15 4.86
Tbytes

SPARCserver 1000 and
1000E

12 4 4 1.30
Tbytes

SPARCserver 20 and
SPARCstation 20

4 1 1 324
Gbytes

SPARCserver 10 and
SPARCstation 10

2 1 1 324
Gbytes

SPARCserver 600MP 2

SPARCserver 5 and
SPARCstation 5

1
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Supported Host Configurations

System Requirements

● Solaris 2.3, 2.4, 2.5, 2.5.1

● NVRAM requires Solaris 2.4, 2.5, or 2.5.1

● Booting from the SSA requires Solaris 2.4 H/W 3/95 or later
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SPARCstorage Array Configurations

There are many other SPARCstorage Array configuration possibilities
than the four shown here; however, they are all based on one of these
four configurations.

Data B,
Mirrored

FC/OM

FC/OM

Data A

Host SBus Card

SPARCstorage Array
FC/OM

FC/OM

FC/S

SPARCstorage Array 1

FC/OM

SPARCstorage Array 2

FC/OM

FC/S
FC/OM

FC/OM

Host SBus Card

Option 1: One array, one host Option 2: Two arrays, one host

FC/S
FC/OM

Host A SBus

FC/S

Host B SBus

SPARCstorage Array

FC/OM

FC/OM

FC/OM

Option 3: One array, two hosts

SPARCstorage Array 1

SPARCstorage Array 2

FC/OM

FC/OM

Data A, Mirrored

Data B

FC/OM

FC/OM

FC/OM

FC/OM

FC/S

FC/S

Host A SBus

Host B SBus Card

Option 4: Two arrays, two hosts
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SPARCstorage Array Configurations

Option 1

The SPARCstorage Array supports four hardware configurations.
Option 1 is the first and simplest. A single host is connected to a single
SPARCstorage Array.

The Fibre Channel SBus (FC/S) comes with one FC/OM module on it.
A second FC/OM module can be purchased separately and added
later.

Option 2

This option shows connecting two SPARCstorage Arrays to a single
host through a single FC/S card. In very demanding I/O applications,
the FC/S card could become a bottleneck. However, this is a low-cost
approach to providing two arrays on a single server.

Option 3

This configuration is the dual-port configuration. There are two
possible motivations for this implementation:

● The static dual-port option, where one system acts as a backup for
the other. Software to manage this type of implementation must be
purchased separately.

● The array sharing option, where the two systems share the disks in
the array. Each disk would be “owned” by only one of the two
systems; this is accomplished through the SCSI reserve command.

If care is not taken in the software configuration of either of these
options, data corruption could result if (and when) the two systems try
to access the same disk(s).
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SPARCstorage Array Configurations

Option 4

This configuration is the fully redundant, dual-ported implementation.
Here, all data is mirrored and accessible to both systems. If either a
host or a disk (or even an array) fails, use can continue without
interruption. The software to manage system failover is not part of the
SPARCstorage Array and must be purchased separately.

Note that this configuration option shows each host with one FC
S/Bus host adapter card, and each FC S/Bus card contains 2 FC
Optical Modules.
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SPARCstorage Array Model 100

The SPARCstorage Array Model 100 Series is offered as a companion
unit for various SPARCservers, SPARCcenters, and high-end Ultra
Enterprise servers. It is packaged in a desktop enclosure suitable for
both small workgroups and data center environments.

The Model 100 Series provides up to 63 Gbyte capacity in less than
two cubic feet (0.06 cubic meters). It holds any combination of six to
thirty 3.5-inch, low-profile, fast/wide SCSI-2 disks. 2.1-Gbyte,
7200-RPM drives are presently offered.

It features three drive trays—each tray configured with up to ten low-
profile, single-connector, 3.5-inch disk drives.

The SPARCstorage Array Model 100 Series features front and rear
component accessibility.

SPARCstorage Array



SPARCstorage Array Model 100 Power Supply

● The power supply provides 460 watts. The power supply provides
power to the rest of the components through the backplane.

● AC input power is routed to the power supply through a 30-
ampere circuit breaker in the fan tray.

● There are two LEDs on the power supply at the rear of the
SPARCstorage Array. The following table explains the function of
each:

LED Meaning

AC LED (~) This LED gives information on the AC input to
the power supply. On – AC is on. Off – AC is off.

DC LED ( ) This LED gives information on the DC output
from the power supply to the array controller,
disk drives and trays, and fan tray. On – DC is
on. Off – DC is off.

O I

~ IN

~

OFF
ONO
I

Power supply

Power supply LEDs
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SPARCstorage Array Model 100 Controller

Array Controller LEDs

Component Meaning

Fibre optic
connector

Used to connect the fibre optic cables to the
SPARCstorage Array.

Scan connector Used to scan the SPARCstorage Array. Factory
use only.

NVRAM LED Gives information on the SPARCstorage Array
NVRAM. Press the NVRAM button when the
SPARCstorage Array is off—if the NVRAM LED
comes on, then there is data pending on the
NVRAM that must be flushed to the disk using
the fast write software command.

NVRAM button Used to determine if there is any data pending
on the SPARCstorage Array NVRAM and to test
the battery.

O I

~ IN

~

OFF
ONO
I

Array controller

B Scan NVRAM DIAG SYS OKA

Fibre optic connectors

Reset switch

SYS OK LED

NVRAM button

DIAG switchNVRAM LED

Scan connector
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The array controller controls the functions of the subsystem and
includes provisions for a battery module and up to two Fibre Channel
Optical Modules (FC/OM).

If there is no data in the cache and the SSA is powered down, the
NVRAM button tests the battery.

DIAG switch Used to set the level of diagnostics for the
SPARCstorage Array. Set the DIAG switch to
DIAG for normal diagnostics or to DIAG EXT
for extended diagnostics. Setting the DIAG
switch to DIAG EXT provides more thorough
testing, but it also causes the array to take
longer to boot up. DIAG EXT is most useful in
diagnosing array subsystem problems.

Reset switch Used to reset the SPARCstorage Array. Press
the Reset switch to reset the array. Pressing the
Reset switch causes the array controller to
reboot; do not press the Reset switch while the
array is processing I/O commands from the
host system.

SYS OK LED Gives information on the SPARCstorage Array
status. If the SYS OK LED is blinking, then the
array is running normally (the pace of the
blinking varies with the level of activity on the
controller). If the LED is off, then the controller
is either not receiving power or is hung. If the
LED is on, then the controller is receiving
power but may be hung.

Component Meaning
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SPARCstorage Array Model 100 Fan Tray

● The fan tray provides cooling for the power supply, disk drives,
and array controller.

● Each fan has a temperature sensor to regulate fan speed in
accordance with air temperature.

● DC power for the fans is obtained from the power supply through
the system backplane.

B

Fan tray
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SPARCstorage Array Model 100 Drive Tray

B

Drive trays

Disk drive guides

Drive ejector
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SPARCstorage Array Model 100 Drive Tray

Each drive tray supports up to ten single-connector SCSI disk drives.

Each disk drive incorporates a single 80-pin connector that mates with
the 80-pin SCSI connector on the drive tray. The mating force of these
connectors, the drive guides, and the drive ejector secures the drive to
the drive tray.

The SCSI address for each drive is hardwired at the drive-tray
backplane connector. You need not configure the address on the
drives.
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SPARCstorage Array Model 100 Connecting to a Host

To properly connect a SPARCstorage Array Model 100 Series to a host,
perform the following steps:

1. Prepare the host system for cabling.

2. Connect the power cable to the SPARCstorage Array subsystem.

3. Connect the SPARCstorage Array to the host.

Preparing the Host System for Cabling

1. Turn the power off to the host system.

2. Determine whether the host system has an available, installed
Fibre Channel Optical Module (FC/OM). If it does not, install an
FC/OM in the host system.

The FC/OM converts electrical signals from the array controller into
light signals to be transmitted through fibre optic cables to the host
system, and from the host to the SPARCstorage Array.

Both the host and SPARCstorage array have FC/OMs.

The host has one or two FC/S cards each with up to two FC/OMs.
The FC/OM should be mounted on an FC/S card and the FC/S card
should be installed in an SBus slot on the system.

The SPARCstorage Array has one FC/OM on the array controller.

For more information, see the Fibre Channel SBus Card Installation
manual and the Fibre Channel Optical Module Installation manual.
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SPARCstorage Array Model 100 Connecting to a Host

Connecting the Power Cable to the SPARCstorage Array
Subsystem

1. Locate the serial number label on the rear panel at the rear of the
SPARCstorage Array chassis.

2. Check the electrical ratings label on the serial number label. Verify
that the stated rating matches your AC input voltage.

Configuration

Nominal AC
Input Voltage
Range: Single
Phase

Operating
Range

Operating
Frequency
Range

Maximum
Current
Requirement

Power
Supply
Output

North
American

100–120 VAC 90–264
VAC

47–63 Hz 6.5A 460W

International 220–240 VAC 90–264
V AC

47–63 Hz 6.5A 460W

O I

~ IN

~

OFF
ONO
I

Serial number label
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SPARCstorage Array Model 100 Connecting to a Host

Connecting the Power Cable to the SPARCstorage Array
Subsystem (Continued)

Make sure the SPARCstorage Array is rated for your AC voltage input.

The previous table details the maximum system operating voltage and
frequency ranges, as well as the current requirements at nominal line
voltage for a maximum configuration.

For proper system behavior, the power source should be clean and
must meet the requirements in the previous table.

3. Connect the power cord to the AC connector on the rear panel of
the SPARCstorage Array subsystem.

4. Plug the power cord into a grounded wall outlet.

Note – The outlet must be a 110-240 V AC 15A circuit.

Warning – Do not turn on the power to the unit yet.

5. Locate the fibre optic cable, and remove the covers from the cable
connectors.

6. Locate the FC/OM on the rear panel of the array controller.For
mechanical reasons, port B is the default port for the FC/OM in
the SPARCstorage Array; so if you ordered only one FC/OM
factory-installed in your array, that FC/OM will be installed in
port B.
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SPARCstorage Array Model 100 Connecting to a Host

Connecting the Power Cable to the SPARCstorage Array
Subsystem (Continued)

The power cord provides a ground path that will keep the drives
and boards installed in the unit from being damaged by static
electricity.

Always place the covers over the cable connectors when the cable
is not in use.

7. Orient the fibre optic cable properly with the FC/OM.
The fibre optic cable has raised keys on one side of the connectors
There are also keyway notches on the inside of the FC/OM; the
fibre optic cable should be oriented so that the keys on the cable
connectors line up with the keyway notches on the FC/OM.

8. Once you have verified that the fibre optic cable and the FC/OM
are properly oriented, plug the cable into the FC/OM. You should
hear a distinctive “click” sound, which tells you that the cable is
properly mated with the FC/OM.

9. Locate the FC/OM on the rear panel of the host system, and
connect the fibre optic cable to it.

Note – The orientation of the FC/OM keys is opposite on the SBus
card on the host.

Connector end of the fibre optic cable FC/OM

Keyway notches

Keys
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Turning the System On

1. Turn on the AC power switch on the SPARCstorage Array rear
panel.

2. Watch the front panel LCD display.

3. Turn on the power to the host system.

+

BA

SPARCstorage Array

● After POST is completed, the following will be
displayed in this order:

● The last four digits of the World Wide Name for
the particular SPARCstorage Array

● One or two fibre icons, which indicate the status
of the fibre links

● A drive icon (solid bar) for each installed drive in
the drive trays

● During normal operation, you should see the same
icons solidly displayed on the front panel display.

● During the power-on self-test (POST), the POST

and service icons are displayed in the upper left

corner of the LCD display. The four alphanumeric

LCDs display the code for the currently running

POST test.

● If problems are detected during POST, an error
code is flashed continuously on the alphanumeric
LCDs.

+

BA

+

BA

LCD display
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Turning the System On

You must turn on the SPARCstorage Array before turning on the host
system; if you turn on the host system before turning on the
SPARCstorage Array, the host system will not recognize the
SPARCstorage Array.

Caution – Never move the SPARCstorage Array when the power is
on. Failure to heed this warning may result in catastrophic disk drive
failure. Always turn off the power to the system before moving it.

It may take some time for a system with SPARCstorage Arrays to boot
up, depending on the following factors:

● Total number of disk drives in the SPARCstorage Array(s)
connected to the system

● Total number of disks drives controlled by volume management
software

● Total number of volumes created for the disk drives

● Complexity of the configuration imposed by volume management
software

For example, a SPARCstorage Array with 18 disk drives and only
simple volumes may take 15 to 30 seconds to boot up, while a
SPARCstorage Array with 30 disks drives and striped and mirrored
volumes may take up to 2 minutes to boot up.

✓ The use and impact of volume management software is discussed later in this course.

!
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Turning the System Off

1. Shut down the operating system and turn the power off to the
system hardware.

2. Turn off the AC power switch on the SPARCstorage Array rear
panel.

Caution – Do not disconnect the power cord from the wall socket if
you are planning on working on the SPARCstorage Array once the
power is turned off. This connection provides a ground path that
prevents damage from uncontrolled electrostatic discharge.

!
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Introduction to Managing Data 2

Purpose

This module provides an introduction to data management issues in a
Solaris™ environment.

Prerequisites

● Experience with Solaris disk subsystem administration

Objectives

Upon completion of this module, you will be able to:

● Describe problems associated with managing large numbers of
disks

● List requirements for easily managing large amounts of data

● List techniques that facilitate managing large amounts of data

● Define and differentiate high availability and fault tolerance

● Describe commonly implemented RAID (redundant array of
independent disks) levels
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Managing Large Numbers of Disks

Servers today are configured with more disks than ever. This poses
significant problems for system administrators:

● Greater probability of disk failure – As the number of disks
increases, so does the probability that one of them will fail. (MTBF
(mean time between failures) is reduced.)

● Partitioning of file systems – File systems are limited to the size of
a single disk; to use a large number of disks, the file systems must
be partitioned so that at least one file system resides on each disk.

● Longer reboot times – A busy system with many active disks can
take an unacceptably long time to run fsck after a system crash.
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Managing Large Sets of Data

When managing large sets of data, strive to:

● Lower the number of file systems that must be managed

● Prevent failed disks from making data unavailable

● More efficiently balance the I/O load across disks

● Remove the need to check file systems at boot time

● Allow file systems to grow while they are in use

● Ease administration by providing a graphical user interface (GUI)
to mask the underlying complexity

● Allow dual-host failover configurations with redundant disks

✓ Ask the course participants to discuss the list of requirements.

● Lower the number of file systems that must be managed

If file systems can be larger than one physical disk, it will not be
necessary to artificially decompose a logical file system into
multiple smaller file systems that each fit on a single disk.
Reducing the number of file systems to manage (mount, back up,
etc.), eases the system administration burden.

● Prevent failed disks from making data unavailable

The probability of a disk failure increases with the number of disks
on a system. Data redundancy techniques prevent failed disks
from making data unavailable.

● More efficiently balance the I/O load across disks

Balancing the I/O load improves overall I/O performance.

● Remove the need to check file systems at boot time

Performing file system checks (fsck) at boot time is time
consuming. Eliminating the need to perform file system checks
would make data available more quickly after a system crash.
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Managing Large Sets of Data

● Allow file systems to grow while they are in use

Allowing file systems to grow while they are in use reduces the
system down time and eases the system administration burden (no
need for the backup/restore cycle).

● Ease administration by providing a GUI to mask the underlying
complexity

Administering large numbers of disks and file systems is complex;
an intuitive GUI can mask the complexity and make
administration easier.

● Allow dual-host failover configurations with redundant disks

In a dual-host failover configuration, one host can “take over” disk
management for another failed host. This prevents a failed host
from making data unavailable.
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Techniques for Managing Data

✓ Briefly describe the features listed in the above graphic and ask course participants to list
the benefits of each.

Technique Benefits

Integrated GUI

Concatenation

Expanding file systems

Hot relocation

Striping

RAID 5

Mirroring

Managing

Integrated
GUI

Concatenation

RAID 5
Hot

Expanding

Striping

Mirroring

Data

Relocation

File Systems
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Techniques for Managing Data

✓ The terminology used in this module is specific to Solstice™ DiskSuite™. Other software
packages may use other terms for the same concept, or may use these terms to denote
something different. There is no standard terminology.

● Integrated graphical user interface (GUI) – More intuitive and
easier to use

● Concatenation – Two or more physical devices are combined into a
single logical device; allows file systems to be larger than a
physical disk, reduces the number of file systems that must be
managed, and enables growing a file system (an additional
physical device can be concatenated)

● Expanding file systems – Increasing the size of a UNIX® file
system while it is mounted and without disrupting access to the
data (reads permitted/writes blocked until completion of grow
operation); reduces system down time and eases system
administration (no backup/restore required)

● Hot spares – A component set up to be automatically substituted
for a failed component of a mirrored or RAID device; reduces
system down time and eases system administration (disks can be
replaced when convenient)

● Disk striping – Data is interlaced among multiple physical devices;
improves I/O performance by balancing the load

● RAID 5 – Data and parity is interlaced among multiple physical
devices; provides data redundancy and balances the I/O load

● Disk mirroring – Multiple copies of the data are maintained on
different physical devices; data remains available in the event of a
disk failure

✓ The various RAID levels (RAID 0 – striping; RAID 1 – mirroring; and RAID 5 – striping with
distributed parity) are discussed next in this module. The remaining features are
discussed in more detail in subsequent modules.
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High Availability and Fault Tolerance

● High availability

A system is said to have "high availability" (HA) if it can provide
access to data most of the time while maintaining the integrity of
that data. Disruptions to highly available systems ordinarily do
not last more than a few minutes.

● Fault tolerant

A system is said to be "fault tolerant" (FT) if it provides data
integrity and continuous data availability. Hardware disruptions
to a fault tolerant system do not result in inaccessible data.

● High availability versus fault tolerant

Highly available and fault tolerant systems are separated by issues
of function, cost, and design.

In addition to managing increasingly large numbers of disks, system
administrators must also ensure that users have the necessary access
to this data. Maintaining access to the data with minimal (or no)
interruption is a requirement of virtually all enterprises.

✓ First, ask students to give their definitions of HA and FT, then review the following
definitions.

High Availability

A system is highly available if it can suffer one or more hardware
failures and rapidly (at most a few minutes) make data access
available. In the past, this meant keeping the mainframe up—an
expensive endeavor, at best. Either redundant systems sat idly by or
customer service representatives had on-site offices with 24-hour
availability or both. Client-server computing makes high availability
easier—multiple systems and networks are readily available.
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High Availability and Fault Tolerance

Fault Tolerance

The goal of fault tolerance is to maintain data integrity and availability
no matter what hardware failures occur. While a highly available
system may be unavailable for several minutes, in a fault-tolerant
environment no perceived unavailability of data ever occurs. Fault
tolerance is often achieved by packaging duplicate hardware
components with proprietary software. Fault-tolerant solutions are
very expensive, rarely use the latest generation of hardware, and do
not address the issue of software failure. Tandem and Stratus both sell
fault-tolerant computer systems.

High Availability Versus Fault Tolerance

Unless fault tolerance is a high priority on the customer’s need list, it
is rarely a viable solution. Its high cost and limited flexibility are
ordinarily acceptable only when continuous data access is a must.

Fault tolerance is a stricter implementation of high availability.
Although the ensuing discussion focuses on high availability, it may
be applied to the more restrictive case of fault tolerance as well.

✓ Data integrity and availability are often referred to as information resource availability.
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Common RAID Implementations

RAID is an acronym for redundant array of inexpensive disks or, more
recently, redundant array of independent disks. The RAID concept
was introduced at the University of California at Berkeley in 1987 by
David Patterson, Garth Gibson, and Randy Katz. Their goal was to
show that a RAID could be made to achieve performance comparable
to or higher than available single large expensive disks (SLED) of the
day. During the development phase of the project, it was determined
that it was necessary to provide redundancy to avoid data loss due to
frequent disk failure. This aspect of the project became of great
importance to the future of RAID.

Some of the RAID levels are:

● RAID 0: striping/concatenation

● RAID 1: mirroring

● RAID 0+1: striping plus mirroring

● RAID 3: Striping with dedicated parity

● RAID 5: Striping with distributed parity

Transition

A summary of RAID levels 0, 1, 0+1, 3, and 5 follows. RAID 3 is
discussed for completeness; it is not supported by Solstice DiskSuite or
Volume Manager.

✓ RAID level 2 (hamming code correction) and RAID level 4 (independent reads and writes)
are also defined, but are not commonly implemented in commercial applications.

For more information, see “Understanding Disk Arrays,” 1994,
SunWin Token #11375 and The RAID Book, (Lino Lakes, MN: RAID
Advisory Board, 1993).
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Concatenation – RAID Level 0

● Combines multiple physical disks into a single virtual disk

● Address space is contiguous

● No data redundancy

Chunk 1

Chunk 2

Chunk 3

Array management
software

Virtual disk

Physical
disk 1

Physical
disk 2

Physical
disk 3

Chunk 1

Chunk 2

Chunk 3



2

Introduction to Managing Data 2-11
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Concatenation Summary

This example shows the concatenation of three physical disk devices.

✓ Depending on the array management software, the “chunks” may be physical disks,
slices, or any contiguous region on a disk.

The array management software is responsible for taking the three
physical disk devices and combining them into one virtual disk that is
presented to the application.

The primary reason for employing this technique is to create a virtual
disk that is larger than one physical disk device. Concatenation also
allows you to grow a virtual disk by concatenating additional physical
disk devices to it.

Concatenation may improve performance for random I/O as the data
is spread over multiple disks. There is no data protection in this
scheme.

✓ Ask students to discuss the impact of concatenation on performance and cost.

● Write performance is the same; read performance may be
improved if the reads are random.

● One hundred percent of the disk capacity is available for user
data.

✓ Ask students to discuss the impact of concatenation on failure and recovery.

● There is no redundancy.

● Concatenation is less reliable, as the loss of one disk ultimately
results in the loss of data on all disks.

What are some of the synonyms for a virtual disk? In Solstice
DiskSuite, a virtual disk is a metadevice. In Volume Manager, a virtual
disk is called a volume.
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Striping – RAID Level 0

● Data stream placed across multiple disks in equal-sized chunks

● Improves I/O per second (IOPS) performance

● Degrades reliability

Chunk 1

Chunk 2

Chunk 3

Chunk 4

Chunk 5

Chunk 6

Chunk 1
Chunk 2
Chunk 3Array management

software

Virtual disk

Physical
disk 1

Physical
disk 2

Physical
disk 3

Chunk 4
Chunk 5
Chunk 6
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Striping Summary

This example shows striping of 3 disks. Striping is a term for breaking
up a data stream and placing it across multiple disks in equal-sized
chunks. Each chunk is written to successive drives in the array. The set
of sequential chunks that begins with the first drive and ends with the
last drive constitutes a stripe. In this figure, the stripe width is 3, with
chunks 1, 2, and 3 forming a single stripe.

The array management software is responsible for making the array
look like a single virtual disk. It takes chunks from multiple physical
disks and combines them into one virtual disk that is presented to the
application.

The primary reason for employing this technique is to improve I/O
per second (IOPS) performance. There is no data protection in this
scheme and, in fact, because of the way that striping is implemented,
loss of one disk results in loss of data on all striped disks. Therefore,
while this implementation improves performance, it also degrades
reliability.

How does striping improve performance? If the data stream to be
written is larger than a chunk size, multiple chunks can be written in
parallel.

✓ Ask students to discuss the impact of striping on performance and cost.

● Performance is improved; chunk sizes can be optimized for
sequential or random access.

● One hundred percent of the disk capacity is available for user
data.

✓ Ask students to discuss the impact of striping on failure and recovery.

● There is no redundancy.

● Striping is less reliable, as the loss of one disk results in the loss of
data on all striped disks.



2

2-14  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Mirroring – RAID Level 1

● Fully redundant copy of the data on one or more disks (double the
cost per megabyte of disk space)

● All writes duplicated implies slower write performance

● Both drives can be used for reads to improve performance

Chunk 1

Chunk 2

Chunk 3
Chunk 4

Chunk 1

Chunk 2

Chunk 3
Chunk 4

Array management
software

Chunk 1

Chunk 3
Chunk 4

Chunk 2

Virtual disk
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Mirroring Summary

Mirroring, or RAID level 1, provides data redundancy by recording
data multiple times on independent spindles. A separate controller can
be used for the mirrored disk, adding to this data protection scheme.

The array management software takes duplicate copies of the data
located on multiple physical disks and presents one virtual disk to the
application.

Mirrored performance may be somewhat better than a standard disk
implementation on read performance (can read from), but will suffer
write performance degradation (must write twice). Also, the cost per
megabyte will increase (multiply the partitions to be mirrored by two).

✓ In some RAID implementations, it is possible to mirror only a portion of a device. This is
referred to as a "sparse mirror," and is not implemented in Solstice DiskSuite.

✓ Ask students to discuss the impact of mirroring on performance and cost.

● Performance may be improved on read performance, but will
suffer on write performance.

● The cost of a mirrored implementation is much higher than a
standard disk system—mirroring requires double the storage
costs.

✓ Ask students to discuss the impact of mirroring on failure and recovery.

● In the event of failure, applications can continue to use the
remaining half of the mirror at close to full performance.

● Recovering from a disk failure consists of simply duplicating the
contents of the failed disk‘s mirror to a new drive.
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Striping and Mirroring – Raid Level 0+1

● By combining mirroring and striping, both high reliability and
performance are provided (but at a high cost).

Array management
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Striped, Then Mirrored (RAID 0+1)

Striping and mirroring (RAID level 0+1) combines the reliability of
mirroring with the performance of striping. In the example, two drives
are first striped and then mirrored. The reliability is as high as with
mirroring. Since the technique of striping is also employed,
performance here is much better than mirroring.

✓ Ask students to discuss the impact of striping plus mirroring on performance and cost.

● RAID 0+1 systems have both the improved performance of
striping and the improved reliability of mirroring.

● RAID 0+1 systems suffer the high cost of mirrored systems,
requiring twice the disk space of fully independent spindles.

✓ Ask students to discuss the impact of striping plus mirroring on failure and recovery.

● RAID 0+1 systems can tolerate the failure of any single disk and
continue to deliver data with virtually no performance
degradation.
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Striping With Dedicated Parity – RAID Level 3

● Data is striped across a group of disks

● One disk per group is dedicated to parity

● Parity disk protects against any one disk of the group failing

● All disks are read and written to simultaneously

RAID Level 3 Summary

Since RAID 3 involves every drive in the group with every I/O
request, the random IOPS performance of the group will not exceed
that of the slowest drive in the group. However, this implementation
also provides the advantage of combined bandwidth of all the spindles
in the group. This is very helpful for applications that require lots of
bandwidth, such as graphics-intensive programs, and don’t benefit
much from high random IOPS (RAID 3 cannot deliver random IOPS
performance).
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Striping With Dedicated Parity – RAID Level 3

Other Features

● Data is striped across all spindles

● Dedicated parity disk contains XOR (exclusive OR) of data disks

● Bandwidth is equal to n-1 disk transfer rate

● All actuators move in concert as the spindles are synchronized.

● Single-chunk random I/O slows the RAID group to the
performance of a single disk.

✓ RAID 3 is not supported by Solstice DiskSuite or Volume Manager. It is included here for
completeness, and can be omitted if desired. Also mention that RAID 4 is like RAID 3
except the disks can be accessed independently.

XOR (⊕ ) is commutative and associative across the equation:

Cp=C1 ⊕  C2⊕  C3 and C2=C1 ⊕  C3 ⊕  Cp, etc.

Where do chunks 7, 8, and 9 go on the diagram? Where does the parity
go?

✓ Ask students to discuss the impact of RAID 3 on performance, cost, failure and recovery.

● RAID 3 provides good sequential transfer rates, but at the expense
of random I/O performance.

● RAID 3 requires only one additional drive beyond those used for
data.

● If the parity drive fails, operations continue with no loss of
performance (but there is no redundancy). If a data disk fails, the
data is still available, but it must be calculated from the remaining
data disks and the parity disk.

● Recovery involves reading data from surviving disks, computing
the exclusive OR, and writing the result to the replacement drive.
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 Striping With Distributed Parity – RAID Level 5

● Both parity and data are striped across a group of drives

● Each drive can be read independently

● Parity protects against single disk failure
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RAID Level 5 Summary

RAID 5 implements data protection through a distributed parity
scheme. Thus the need for synchronized disks is avoided and overall
random IOPS performance is better than that of RAID 3. It is possible
to provide respectable sequential I/O performance, depending on
chunk sizes being used.

Additional features include:

● Independent access is available to individual drives

● Data and parity are both striped across spindles

● Reads per second can reach disk rate times number of disks

● Single-chunk writes require four disk operations: read old data,
read old parity, calculate new parity, write new data, write new
parity.

Full-stripe writes (I/O write requests that are aligned on a stripe
boundary and are the exact width of the stripe) can be performed
without this read-modify-write sequence. In this manner some RAID 5
implementations can deliver high performance for large sequential
transfers.

✓ Ask students to discuss the impact of RAID 5 on performance, cost, failure and recovery.

● Overall random I/O performance is dependent on percentage of
writes.

● RAID 5 requires only one additional drive beyond those used for
data.

● Data can be accessed with a failed drive, with some performance
penalties:

● To read data from a surviving drive – No change.

● To read data from a failed drive – Corresponding chunks from
surviving drives in the stripe are read and linked together with
XOR to derive the data.
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RAID Level 5 Summary

● To write to a surviving drive – If the failed drive holds the
parity data, the write proceeds normally without calculating
parity. If the failed drive holds data, then a read-modify-write
sequence is required.

● To write to a failed drive – All the data from the surviving data
drives are linked with the new data using XOR, and the result
is written to the parity drive.

● Recovery requires that the data from the remaining chunks in the
stripe be read, linked together with XOR, and the result written to
the replacement drive.

✓ Mention the new RAID 7 to students. In RAID 7 all disks have dedicated RAM cache.
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Volume Manager Installation 3

Purpose

This module describes how to install the Volume Manager software.

Prerequisites

● Completion of Module 1, "Introduction to Managing Data"

● Familiarity with the SPARCstorage™ Array

● Experience installing software packages

Objectives

Upon completion of this module, you will be able to:

● Install the Volume Manager 2.3 software from the distribution
CD-ROM

● Verify correct installation of the Volume Manager software

● Explain the difference between the Volume Manager vxinstall
Quick Installation and Custom Installation options

● Initialize the Volume Manager with vxinstall

✓ The SPARCstorage Array should already be installed.
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Pre-Installation Issues

● If the SPARCstorage Array is going to be connected to two hosts,
how will the hosts allocate the disks?

● Do you wish to place all or just some of the disks on the system
under Volume Manager control?

● Do you wish to place the system’s root disk under Volume
Manager control?

● Do you wish to preserve, by encapsulating, any or all existing file
systems and partitions under Volume Manager control?

● Do you want to manually choose between encapsulating and
initializing a disk or leaving the disk alone? (Custom Installation)

● Do you want to encapsulate any disks with active partitions and
initialize all others? (Quick Installation)
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Pre-Installation Issues

Dual-Ported SSA

If one SPARCstorage Array is connected to two hosts, the two hosts
need to decide how to allocate the disks between them. They must
coordinate their access to ensure that one host does not access a disk
currently being accessed by the other host.

Putting Disks Under VM Control

You have the option of not placing certain disks under VM control.
This is useful if you have applications that are currently using file
systems or partitions and you do not want to update the application’s
reference to these file systems or partitions.

Putting the System Disk Under VM Control

One reason for putting the system disk under VM control is so it can
be mirrored. You may also want to put your system disk under VM
control so that all disks can be accessed using a single, easy-to-use disk
administration system (VM). There is, however, a small amount of
overhead associated with using Volume Manager. One major
disadvantage to placing your system disk under VM control is that
recovery (in the event of a failed root disk) is much more complex.

Encapsulating Data

Existing data on disk drives can be encapsulated. When data is
encapsulated, the partition is added to the Volume Manager’s control,
leaving the partition intact and maintaining the integrity of the data.
In order to successfully encapsulate a disk, there must be at least two
cylinders of free space and two unused disk partitions (slices) in the
volume table of contents (VTOC).



3

3-4  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Pre-Installation Issues

Encapsulating Data (Continued)

There is one exception—the root disk. If a swap partition is on the
same disk, the needed space is taken from the swap partition. If a disk
does not have the available space or partitions, it can still be brought
under Volume Manager control, but not during the vxinstall
process. This is discussed in more detail in later modules.

Custom Installation Versus Quick Installation

With the Custom Installation option, the user manually chooses
between encapsulating and initializing a disk or leaving the disk
alone. With Quick Installation, all disks with active partitions
(including the system disk) are automatically encapsulated, while all
other disks are initialized. Sun™ recommends using the Custom
Installation option.
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Software Installation Process

These installation instructions apply to a fresh install. If you are
upgrading from a previous installation, see the instructions in the CD-
ROM insert.

Follow the instructions on the CD-ROM insert to load the software. Be
aware that installing the patches can take a long time.

There are six packages included on the CD-ROM. These packages are
listed on the next page. They include on-line manual pages, on-line
documentation (AnswerBook), and the SPARCstorage Volume
Manager.

Caution – In order to successfully install and configure the Volume
Manager software, you must perform a reconfiguration boot after
loading the software from the CD-ROM and before starting the
vxinstall process.

See the SPARCstorage Volume Manager CD-ROM insert for more
detailed information on installing the patches and the SPARCstorage
Volume Manager software.

1. Install the Solaris operating environment.

2. Install any Solaris patches.

3. Install all patches from the SPARCstorage Volume Manager
CD-ROM.

4. Install the Volume Manager packages from the distribution
CD-ROM.

5. Reboot the system with the configuration option

ok boot -r

6. Go through the vxinstall procedure to initialize the Volume
Manager software.

!
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Verify Software Installation

Note – Use the pkgchk and pkginfo commands to verify successful
installation of the Volume Manager software.

You can use the standard Solaris pkginfo and pkgchk commands to
verify that the Volume Manager software has been installed correctly.

No output from the pkgchk command indicates successful
installation.

Volume Manager Packages

● SUNWassa – Using the SPARCstorage Array 2.3 AnswerBook

● SUNWssadv – SPARCstorage Array Drivers

● SUNWssaop – SPARCstorage Array Utility

● SUNWvxman – SPARCstorage Volume Manager (manual pages)

● SUNWvxva – SPARCstorage Volume Manager Visual Administrator

● SUNWvxvm – SPARCstorage Volume Manager

✓ The SUNWvolr and SUNWvolu volume management packages are not associated with Volume
Manager. They are part of the Solaris platform.
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System Startup

● The following entries are added to /etc/system to load drivers:

● /etc/rcS.d/S25vxvm-sysboot

● /etc/rcS.d/s35vxvm-startup1

● /etc/rcS.d/s85vxvm-startup2

● /etc/rcS.d/s86vxvm-reconfig

● /etc/rcS.d/s95vxvmrecov

● A directory structure is created under /etc/vx.

● At startup time, the volume configuration daemon,
/sbin/vxconfigd, is started.
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System Startup

The following section lists the changes made by the Volume Manager
package installation scripts.

New Entries

● Entries are added to the /etc/system file to force load the vx
device drivers.

● Various changes were made to the /etc/rcX.d directory entries
to start the Volume Manager software.

● The rcS.d/s25vxvm-sysboot file runs early in the boot
sequence to configure the / and /usr volumes.

● The rcS.d/s35vxvm-startup1 file runs after / and /usr are
available, and makes other volumes available that are needed
early in the Solaris boot sequence.

● The rcS.d/s85vxvm-startup2 file starts I/O daemons,
rebuilds the /dev/vx/dsk and /dev/vx/rdsk directories,
imports all disk groups, and starts all volumes that were not
started earlier in the boot sequence.

● The rcS.d/s95vxvmrecov file attaches plexes and starts VM
watch daemons.

● A directory structure is created under the /etc/vx directory.
Subdirectories include: bin, diag.d, reconfig.d, slib,
type, voladm.d, and volboot.
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System Startup

vxconfigd

The volume configuration daemon (vxconfigd) needs to be running
in order for the Volume Manager software to function. This daemon
acts as the interface between other Volume Manager utilities (such as
the command line) and the kernel device driver.

The vxdctl utility is used to perform various administrative tasks
related to the vxconfigd daemon. For example, the vxdctl utility
should be used to restart the vxconfigd daemon, if necessary.

The volume configuration daemon and other Volume Manager
daemons are discussed in more detail in Module 3, "Volume Manager
Introduction."
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Initializing the Volume Manager

Excluding Disks

You can create the /etc/vx/disks.exclude file and list the disks
that you wish to exclude from Volume Manager control. Each disk
entry must be on a separate line. Note that you cannot exclude all
disks: at least one disk must be added during the vxinstall process.
Any excluded disk can be added later, using either the Volume
Manager GUI or CLI.

The vxinstall Program

vxinstall first searches for attached controllers on the system. In this
example, controller c1 is the SPARCstorage Array controller. The last
16 alphanumerics of this entry indicate the SPARCstorage Array’s
worldwide address. The last four of these digits (d1d7 in this example)
would be displayed in the front panel LCD of the SPARCstorage
Array.

✓ If you have a SPARCstorage Array on your system, you do not need a Volume Manager
license. If the program does not show the SPARCstorage Array as attached, check the
cabling connections.

The vxinstall program then prompts you for an installation
option—Quick Installation or Custom Installation (see the next page).

Caution – vxinstall should only be run once! If it is run multiple
times, Volume Manager is likely to start behaving strangely. If you
forget to add a disk during vxinstall, do not run the utility again;
add the disk later using the GUI or command line interpreter (CLI).

To fix any behavioral problems, you can remove the Volume Manager
packages and then re-add them. This will restore the system to a clean
state.

!
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Initializing the Volume Manager

1. If you choose to exclude one or more disks from Volume Manager
control, add these disks to the /etc/vx/disks.exclude file.

2. Become superuser and run the vxinstall program.

# /usr/sbin/vxinstall

3. vxinstall generates a list of controllers:
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Initializing the Volume Manager

4. vxinstall displays information about the installation options:

5. vxinstall then prompts you for an installation choice:

✓ Review the difference between Quick Installation and Custom Installation.
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Initializing the Volume Manager

Quick Installation

● Not recommended, as the default action is to encapsulate disks,
including the root disk.

● Examines all disks connected to the system, and either
encapsulates existing partitions (adds these partitions to the
Volume Manager’s control, leaving them intact and maintaining
the integrity of the data), or initializes disks that do not have
existing partitions.

● Adds all disks to the default disk group, rootdg.

● Updates /etc/vfstab to ensure that file systems previously
mounted on disk partitions will be mounted on volumes instead.

✓ Although the /etc/vfstab file is modified, you would need to modify any database
process, or other process, that access the partitions.

Custom Installation

● Allows control over which disks are added to Volume Manager
control and how they are added (encapsulated or initialized).

● Users may want to use this option if they do not want all disks
added to the default disk group, rootdg.

● If an existing partition is encapsulated, /etc/vfstab will be
modified.

● If a disk with an existing partition is initialized, all data will be
destroyed.

✓ The vxinstall interface presented in this module is from release 2.3 of the software. The
interface may be slightly different for other releases of the software.

Remember that at least one disk must be installed through the
vxinstall process and that vxinstall must be run only once per
host.

For more information, see Chapter 2, "Installing the Software," of the
SPARCstorage Array User’s Guide.
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Custom Installation

As mentioned earlier, Quick Installation is not recommended as it does
not give you as much control and its defaults are too drastic (such as
encapsulating the boot disk).

Custom Installation is easy to use, and does not take appreciably
longer to complete than Quick Installation.

Encapsulating the Book Disk

vxinstall first locates the boot disk and asks if you want to
encapsulate it. If you enter y, vxinstall encapsulates your root file
system as a volume, along with your swap device and all other disk
partitions found on your boot disk.

Next vxinstall lists all other disks on the first controller. If any
disks are listed in the /etc/vx/disk.exclude file, they will be
listed here separately as excluded disks.
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Custom Installation

1. Select menu item 2—Custom Installation from the vxinstall
menu. You will first be asked if you wish to encapsulate your boot
disk:

2. Next, vxinstall will ask you about each controller:
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Custom Installation

3. vxinstall lists the disks on the next controller:

4. For each controller, vxinstall displays the following options:

The process continues down the controller chain and the devices on
each controller are displayed. The previous display shows a listing for
controller 1, the SPARCstorage Array controller. The SPARCstorage
Array contains 18 drives, all attached to controller 1.

Custom installation allows you to control which disks are added to
Volume Manager control and how they are added.



3

Volume Manager Installation 3-17
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Custom Installation

You will be presented with the following options for each controller:

● Install as pre-existing disks (encapsulate) – If you choose this
option, volume will be created to encapsulate any partitions on
this disk. The /etc/vfstab file will be updated to ensure that file
systems previously mounted on disk partitions will be mounted
on volumes instead.

● Install as new disks (discard data) – All disks on this controller
will be re-initialized. This destroys all data on the disks and makes
the disks available as free space for allocating new volumes, or
mirrors of existing volumes.

● Install one disk at a time – You will be prompted for each disk,
whether to encapsulate it, install as a new disk, or leave it alone.

● Leave alone – These disks will not be brought under Volume
Manager control. If there are applications that use this disk that
you do not wish to upgrade to use the Volume Manager, you can
use this option to ensure that applications can continue to use the
disk without modification.

By default, all disks are added to the disk group rootdg during the
vxinstall process. If you want to create additional disk groups, it is
easiest to use Custom Installation and choose to leave some disks
alone. Then, later use the GUI or CLI to add the excluded disks to a
different disk group. Note, however, that you must add at least one
disk to rootdg during the vxinstall process.

✓ Recommend to students that they install one disk with vxinstall , and then use the
vxdiskadm  command to add entire controllers. This should ease the process for large
installations.
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Custom Installation

5. For each disk that you choose to encapsulate or install as a new
disk, you will be prompted for the Volume Manager disk name:

6. Confirm your choices.

Note – You must add at least one disk with vxinstall before you
can use the Volume Manager.

7. Reboot.

Note – If you encapsulate the root disk, you will reboot three times
before the process completes successfully.

In this example, you installed disks one at a time for this controller.
For each disk on this controller, you must decide whether to
encapsulate it, initialize it, or leave it alone. We are also prompted for
a Volume Manager disk name for each disk that is chosen to be
encapsulated or initialized.
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Custom Installation

After completing the vxinstall process, your choices are displayed
and you are asked to confirm them.

The system must then be rebooted. Do not make any changes to the
disk and file system configurations before shutting down and
rebooting the system.

Now that the Volume Manager is installed and initialized, you can
perform various disk management tasks (setting up striping and
mirroring, for example) using either the GUI for the CLI. You will
learn about Volume Manager operations in subsequent modules.
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Upgrading to Volume Manager 2.3

Complete instructions are included in the distribution CD-ROM insert.
Read these instructions carefully and follow them exactly in order to
successfully upgrade the software. An expanded version of the
product notes is available on SunWin.

Caution – Do not run vxinstall again! This would destroy the
Volume Manager configuration information that already exists.

Note – An expanded version of the product notes is available on
SunWin.

The full procedure for upgrading from Volume Manager 1.x to Volume
Manager 2.x is included in the distribution CD-ROM insert.

✓ Stress the importance of reading these instructions and following them carefully!

You will need to make several minor changes to your existing Volume
Manager configurations before you can upgrade from version 1.x to
version 2.x. You will also need to run additional upgrade scripts and
remove the old SPARCstorage Array packages. These steps are not
optional, and must be performed in the order listed in the CD-ROM
insert.

!
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Removing Volume Manager

The following general procedure for removing Volume Manager is not
meant to be a complete reference for this procedure. If you need to
remove Volume Manager, see the SPARCstorage User’s Guide for more
detailed information.

System Volumes Encapsulated

● If root, swap, /usr, or /var is a volume under Volume
Manager control, run vxunroot to change them back to disk
partitions.

● Move all other volumes to disk partitions.

● Do a complete system backup to tape, and then recover from it.

Root Not Encapsulated

Incrementally move volumes onto disk partitions:

1. Create a partition.

2. Copy data to the new partition using dd.

3. Replace its entry in /etc/vfstab, if necessary.

4. Remove the volume and associated plexes and subdisks from the
Volume Manager database.

5. Shut down Volume Manager.

6. Remove Volume Manager packages from the system with pkgrm.
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Removing Volume Manager

Encapsulated System Disks

If the root disk was placed under Volume Manager control, it must
first be changed from using volumes back to using partitions. Use the
vxunroot command to change the entries in /etc/vfstab back to
underlying disk partitions, modify /etc/system, and reboot (so that
disk partitions are mounted instead of volumes).

Note that before you can successfully run vxunroot, you must
remove all but one plex of the root, swap, var, and usr volumes.

Note – Mention to students that the Volume Manager commands are
located in /etc/vx/bin.

Non-Encapsulated System Disks

After dealing with the root disk, move all other volumes to disk
partitions. You can either back up the system to tape and then recover
from it, or you can incrementally move volumes onto disk partitions. If
you choose to incrementally move volumes, you will need some extra
disk space to hold the old copy of the volume while it is being copied
to the new partition. See Section 2.5, "Removing the Volume Manager,"
in the SPARCstorage Array User’s Guide.
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References

● Volume Manager distribution CD-ROM insert

● SPARCstorage Array User’s Guide

● On-line man pages for vxinstall(1M), pkginfo(1M),
pkgchk(1M), pkgrm(1M),and vxunroot(1M)
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VM Installation—Lab 3L

Purpose

This lab will help you become familiar with the installation procedures
of Volume Manager.

Prerequisites

● Completion of Module 2, "Volume Manager Installation"

Objectives

Upon completion of this lab, you will be able to:

● Connect a SPARCstorage Array to a host

● Install the Volume Manager software

● Run vxinstall to initialize Volume Manager
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Hardware Installation

1. Power down the SPARCstorage Array and the host.

2. If you have never removed a disk tray from the SPARCstorage
Array, remove one, and then remove a disk from the disk tray.
Replace before continuing with the lab exercises.

3. Connect the fiber optic cable between the SPARCstorage Array
and the host.

4. Power on the SPARCstorage Array. Observe the LCD display on
the front panel.

5. Power on the host. Observe the boot messages.

6. Note your hardware configuration below:

SPARCstorage Array
Worldwide address:
Number of disks:

Host
Host name:
Model:
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Hardware Installation

During normal operation, the last four digits of the SPARCstorage
Array worldwide address are displayed on the front panel LCD of the
SPARCstorage Array.

The SPARCstorage Array worldwide address can be extracted from
entries in the /devices directory. For example, a typical
SPARCstorage Array may have the following /devices entry:

/devices/iommu@f,30000000/SUNW,soc@1,0/SUNW,pln@a0000
800,20183145

The worldwide address of this SPARCstorage Array is:

a0000800 20183145

The four digits displayed on the LCD would be:

3145
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Software Installation

1. Log in as root.

2. Use the instructions in the CD-ROM insert to load the software
from the distribution CD-ROM.

3. Use the pkgchk and pkginfo commands to verify that the
software was installed correctly.

4. Start the vxinstall program.

example# vxinstall

Note – See your instructor for additional information on how to
initialize disk for your lab environment.

a. Use the Custom Installation option to initialize Volume
Manager.

b. Do not encapsulate or initialize the system disk. Choose the
option to “leave this disk alone.”

✓ Make sure that students encapsulate at least one disk during the vxinstall  process.

✓ At least one disk must be initialized using the vxinstall  utility, or the utility will fail and
students will be unable to run Volume Manager.

✓ Have the course participants initialize some portion of the SPARCstorage Array disks, and
leave the rest uninitialized. Adding these initialized disks to Volume Manager control will
be an additional lab exercise later in the course.
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Volume Manager Introduction 4

Purpose

This module covers the background information and terminology
necessary to successfully use SPARCstorage Volume Manager software
version 2.3.

Prerequisites

● Completion of Module 1, "Introduction to Managing Data"

Objectives

Upon completion of this module, you will be able to:

● Describe the function of the Volume Manager

● Describe the function of the vxconfigd and vxiod daemons

● Verify the vxconfigd and vxiod daemons are running, and start
them if necessary

● Define the following Volume Manager objects:

● VM disk

● Disk group

● Subdisk



4

4-2  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Purpose

● Plex

● Volume

● Describe the purpose of the private and public regions

● Describe the four ways data can be organized on a plex (simple,
striped, concatenated, and RAID 5)

● Start the Volume Manager GUI

● Describe the default views provided by the GUI

● Use the Options menu to customize the behavior of the GUI

● Describe the function of the mouse buttons in the GUI
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Introduction

Users need more than just a way to plug in lots of disk drives; they
need a way to manage those disk drives.

The Volume Manager software addresses this need by providing:

● Storage management features

● Administration features

● Availability features

● Performance features

Volume Manager provides a virtual disk device level above the true
physical device level.
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Why Volume Manager?

It isn’t enough to simply provide a large number of disks to a user. It
is also necessary to provide software to help the user easily manage
those disks and to take advantage of features that improve data
integrity, reliability, availability and performance, such as striping,
mirroring, on-line backup, and so on.

The Volume Manager software helps address these needs.

Note – The use of Volume Manager is not a requirement for
incorporating the SPARCstorage Array into an environment. Users
can, if desired, access the disk drives directly or use another software
package such as Solstice Disk Suite.

Volume Manager and Solstice DiskSuite are mutually exclusive; you
cannot use both software packages to manage the same disks.

Some examples of Volume Manager features are:

● Storage management features

● Create file systems larger than one physical disk

● Resize file systems and volumes

● Created striped, mirrored, and RAID 5 configurations

● Administration features

● GUI

● Disk groups

● Snapshots (on-line backups)

● Availability features

● Hot spares

● Mirrors
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Why Volume Manager?

● Performance features

● Performance monitoring/analysis tools

● Striping

● Ability to move data to another physical disk
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Volume Manager Architecture

Visual administrator GUI

Applications

File system Volume Array

File systems

configuration
daemon

(vxconfigd)

utilities
or
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Volume
management

utilities
Monitoring

utilities
Controller

communication
utility

Array
controller
interface
library

Device driver

Volume driver

Virtual disk
devices

Vol
config

dev
Daemon

dev
Vol
log
dev

bdevsw cdevsw

SCSI dev driver Nexus controller

SCSI-Fibre Channel Nexus driver

Fibre Channel (SOC) driver
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Volume Manager Architecture

Volume Manager consists of utilities, a database to configure, monitor,
and manage the system, and a volume driver. The principal
component of the Volume Manager, the volume driver resides on top
of the physical device drivers and below the file systems and other
applications. File systems and applications now access volumes
instead of physical disk partitions.

The volume driver performs requested I/O and configuration changes.
It also implements a number of additional devices that enable different
access permissions to be defined for each type of device. In this way,
the configuration can be managed without having to grant equal
access rights to all programs that manipulate volume configurations.

Devices implemented by the volume driver include:

● Volume configuration device – Provides the interface through
which all changes to the volume driver are performed.

● Volume log device – Reports volume driver events to interested
utilities. These include errors, configuration changes, and virtual
disk operations. Through this device, advanced utilities for
recovery and system management can get needed information
about array status.

● Daemon device – A variety of daemons are needed at specific
times to facilitate data logging and retires after failures. This
device controls the creation and removal of these daemons.

● Virtual disk device – Interface through which users read and write
data to the SPARCstorage Array. The virtual disk device is
responsible for making the virtual disks appear as physical disks
to applications. The policies of this device (striping, concatenation,
error management and replication) are configurable.

A special volume configuration daemon, called vxconfigd (discussed
in more detail in the "Managing Volume Manager Daemons," section),
manages the configuration database. Volume management utilities
make calls through vxconfigd. vxconfigd validates requests and
updates the database and the volume driver automatically. This
daemon allows reconfiguration requests to be processed without
interrupting access to the array.
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Volume Manager Architecture

In addition to controlling the array through the volume driver, direct
control of the device is available through the array controller interface
library. The array controller communications utilities (ssaadm) uses
this library to directly access the array firmware for functions such as
modifying nonvolatile random access memory (NVRAM) fast-write
settings and retrieving status and performance information.
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Managing Volume Manager Daemons

Two daemons, vxconfigd and vxiod, must be running in order for
Volume Manager (GUI and CLI) to work properly.

Volume Manager Configuration Daemon (vxconfigd)

This daemon builds and maintains the volume configuration database.
It takes requests from other utilities for configuration changes,
communicate those changes to the kernel, and modifies configuration
information stored on disk.

vxconfigd is started by startup scripts during the boot procedure. You
can use the vxdctl mode command to verify if it is enabled and
running.

Note – Applications are not affected by vxconfigd. If vxconfigd is
not running, applications will continue to run without a problem.
However, no configuration changes can occur until vxconfigd is
started.

vxconfigd

To check if vxconfigd is running and enabled:

# vxdctl mode

One of the following results will be output:

mode: enabled[running and enabled ]
mode: disabled[running, but not enabled ]
mode: not-running[not running ]

If vxconfigd is not running, start it using:

# vxconfigd

If vxconfigd disabled, enable it using:

# vxdctl enable
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Managing Volume Manager Daemons

What Happens to Volume Access if vxconfigd Dies?

Users can still access the volumes but cannot make changes to the
configuration.

Volume Manager I/O Daemon (vxiod)

vxiod daemons are started at system boot time. There are typically
two vxiod daemons running at all times. The vxiod daemon has two
functions:

● It allows for some extended I/O operations without blocking
calling processes.

● It allows the virtual disk driver to schedule writes to volumes that
have dirty region logging enabled.

vxiod

To verify that vxiod daemons are running, use:

# vxiod
2 volume I/O daemons running.

To start two vxiod daemons:

# vxiod set 2
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Notes
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Physical Objects

In order to understand fully what Volume Manager does, you must
first understand the relationships between physical objects and
Volume Manager objects.

The following discussion reviews physical disks and partitions.

Physical Disks

A physical disk can be accessed using a device name, such as c#t#d#.
Note that the SPARCstorage Array device names are different than the
classic SCSI device names. In the classic definition, c# is the controller,
t# is the target ID, and d# is the disk number. When you are referring
to disks in the SPARCstorage Array, c# is the SPARCstorage Array, t#
denotes which SCSI bus in the SPARCstorage Array, and d# denotes
which disk on that SCSI bus.

The disk in this example is disk 0 on SCSI bus 2 in SPARCstorage
Array 3. Note that this does not imply that there are three
SPARCstorage Arrays connected to this host. If this host had three
SCSI controllers numbered c0, c1, and c2, the first and only
SPARCstorage Array might be connected as controller c3.

Physical disk Physical disk
with one partition

PD

c3t2d0

PD

c3t2d0

c3t2d0s2

disk name

partition name

c3t2d0s0
slice (partition)
disk #
SCSI bus #
SPARCstorage Array #

SSA
definition
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Physical Objects

Partitions

A physical disk can be divided into one or more contiguous sections
called partitions (or slices). Each partition has a unique device name,
such as c#t#d#s#, where s# is the slice, or partition, number.

Up to eight VTOC (volume table of contents) partitions (also called
slices) can be created on the physical disk with the Solaris 2.x
operating environment. These partitions are named 0 through 7.
Partition 2 is typically reserved to indicate the entire disk. Each
partition is also assigned a tag. This information can be displayed
using the prtvtoc command:

# prtvtoc /dev/rdsk/c0t3d0s2
* /dev/rdsk/c0t3d0s2 (volume "intdisk1") partition
map
...
*FirstSectorLast
* PartitionTagFlagsSectorCountSectorMount Directory
     0 2    00            0     41160
41159 /
     1 3    01        41160     98490    139649
     2 5    00            0    204540    204539
     3 6    00       139650     64890    204539
/export

The relationship between physical objects and Volume Manager
objects is established when a partition is brought under Volume
Manager control.
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Volume Manager Organization

Drive 0 Drive 1 Drive 2 Drive 3

Plex 1 Plex 2

Volume

Subdisk 1

Subdisk 2
Subdisk 3

Subdisk 1

Subdisk 2

Plex 1 SD 1
Plex 1 SD 3

Plex 1 SD 2

Plex 2 SD 1
Plex 2 SD 2

Volumes

Plexes

Subdisks

Disk group
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Volume Manager Organization

It is critical to understand the basic organization of data by the Volume
Manager before you can effectively use Volume Manager to perform
disk management tasks, such as striping and mirroring.

Volume Manager defines a hierarchy of data storage. This hierarchy is
shown in the previous figure. The various components of this
hierarchy will be explained in more detail in subsequent pages.

Disk groups are collections of data (volumes, plexes, subdisks, and
disks) under one administration control.

Volumes are collections of data seen by the user as one mount point.
They can be thought of as a logical partition ("logical" as opposed to
"physical" since Volume Manager volumes are not based on a one-to-
one correspondence between physical partitions and logical partitions
as is the case for normal Solaris file systems). File systems are volumes,
but volumes don’t have to be file systems. It is, for example, quite
common for database management systems to manage their data in
raw partitions. Each volume will contain one or more plexes, each of
which contain a copy of the data.

Plexes are mirrors, or copies of the data. If you do not mirror, you have
only one plex in a volume. If you do mirror, you have multiple plexes.
Volume Manager has a limit of eight plexes per volume. Plexes contain
one or more subdisks, which can reside on different physical disks.

Subdisks are just contiguous regions on a disk. They are not physical
partitions. There is a limit of 256 subdisks per plex.

It is also possible to view the hierarchy in a bottom-up manner:
physical disks are divided into subdisks; subdisks are combined into
plexes; and one or more plexes are combined to build a volume.

Point out the benefits of this design.

● This design allows you to dynamically grow a partition—you add
additional subdisks to a plex.

● This also provides for mirroring—you attach multiple plexes to a
volume.
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VM Disks

● A VM disk has a one-to-one relationship with a partition.

● A VM disk can be divided into multiple subdisks.

When you place a partition from a physical disk under Volume
Manager control, a VM disk is assigned to the partition. A VM disk has
a one-to-one relationship with a partition.

A VM disk is accessed using a disk media name, which you supply. The
default disk media name for Volume Manager is disk## (for example,
disk01).

In this example, a VM disk with a disk media name of disk01 is
assigned to the partition c0t0d0s2.

For ease of administration, it is recommended to have only one partition
for each physical disk that you want to be under Volume Manager
control. Each VM disk can be subdivided into smaller pieces, called
subdisks. This is discussed later.

There are two ways to bring disks under Volume Manager control:

● Encapsulation

● Initialization

This is discussed in more detail in the next section.

Physical disk
with one partition

PD

c0t0d0

c0t0d0s2

D

disk01

VM disk

 Partition
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VM Disks

Compare and contrast physical disks and VM disks. For example:

● Physical disks are accessed with a device name such as c0t0d0;
VM disks are accessed with a disk media name such as disk01.

● The device name of physical disks is fixed; the disk media name
used by VM disks can be specified by the user.

● VM disks have a one-to-one relationship with a partition; physical
disks can have multiple partitions.
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VM Disks

Disk Layout

There are two ways to bring physical disks under VM control:

● Encapsulation – Used for disks with existing data; requires two
free partitions and two free cylinders

● Initialization – Used for new disks

By default, Volume Manager uses partitions 3 and 4 for the private and
public regions.

There are two ways to bring physical disks under Volume Manager
control: encapsulation (used for disks with existing data) and
initialization (used for new disks).

Private region (tag 15) –
VTOC

Public region (tag 14) –
General space allocation

VM internal data structures
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VM Disks

Initialization

When the Volume Manager initializes a new disk, it creates two
partitions: a small partition called the private region, and a large
partition called the public region that covers the remainder of the disk.
The public region is used for general space allocation. The private
region contains various administrative data for the Volume Manager,
including the configuration database for all disks in a particular disk
group.

Volume Manager uses tag 14 for the partition used for the public
region and tag 15 for the private region partition. (The prtvtoc
command displays information about a disk, including the tag
information for each partition.)

Encapsulation

If you have existing data on the disk, you would not want to initialize
the disk, as this destroys any data. Instead, you can choose to
encapsulate the disk. However, in order for Volume Manager to
encapsulate the disk, it must have two free cylinders (for the private
region) at either the beginning or end of the disk and two free
partitions.

If a disk does not have two free cylinders and two free slices in the
VTOC, it can still be brought under Volume Manager control. It must,
however, have a type nopriv VM disk (see the following list) created
for it. Because a nopriv VM disk does not contain a copy of the
private region, which contains the configuration database for a disk
group, a disk group cannot consist entirely of nopriv devices.

Encapsulation of the root disk is handled differently. Volume Manager
will steal space from swap, if available.
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VM Disk Types

● Simple – Private and public regions are stored on the same
partition (not used in the Solaris environment)

● Sliced – private and public regions are stored on different
partitions (default)

● nopriv – Does not have a private region

Note – The use of nopriv is strongly discouraged by Sun™.
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Private Region Layout

Each private region begins with a disk header which identifies the disk
and its disk group. Private regions can also contain copies of a disk
group‘s configuration, and copies of the disk group’s kernel log.

Disk Header

The disk header is a block stored in the private region of a disk that
defines several properties of the disk. The disk header is discussed in
more detail in the "Disk Header" section.

Configuration Database

The configuration database contains information about the
configuration of a particular disk group. It is discussed in more detail
in the "Configuration Database" section.

Private region

Disk header

Configuration DB

Kernel log

Kernel log

Configuration DB
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Private Region Layout

Kernel Log

The kernel log is kept in the private region on the disk and is written
by the Volume Manager kernel. The log contains records describing
the state of volumes in the disk group. The log provides a mechanism
for the kernel to persistently register state changes so that vxconfigd
can be guaranteed to detect the state changes even in the event of a
system failure.

✓ You can choose to omit the detailed information on the private region layout on this page
and the next several pages.

See the on-line man page for vxintro(1M) for more information.

Disk Header

Review the following fields in the disk header:

● Host ID – Host IDs are used to assign ownership to particular
disks. When a disk is part of a disk group that is in active use by a
particular host, the disk is stamped with that host’s host ID.

Disk header

Configuration DB

Kernel log
Kernel log

Configuration DB

•Host ID – Which machine
•Disk ID – Identifies this disk uniquely
•group – Which disk group this disk is in
•version – Support for future versions
•iosize – Block size for I/O operations
•public – Which slice # for public region
•private – This slice (private region)
•headers – Block offset for header info
•configs – Count and length of config dbs
•logs – Count and length of kernel logs
•tocblks – Map of remainder of private

region
•tocs – Alternative map locations
•... – List of defined regions
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Private Region Layout

Disk Header (Continued)

● If another system attempts to access the disk, it will detect that the
disk has a nonmatching host ID and will disallow access until the
first system discontinues use of the disk.

● Disk ID – A 64-byte universally unique identifier is assigned to a
physical disk when its private region is initialized.

See the on-line man page for vxintro(1M) for more information.
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Configuration Database

Two copies of the configuration database are stored in the disk’s
private region (this is the default; it can be changed if necessary). The
database contains information about the size and state of the database,
and the disk group to which this disk belongs.

● dgname – The name of the disk group that is assigned by the
administrator

● dgid – The disk group ID is a 64-byte universally unique identifier
that is assigned to a disk group when the disk group is created.
This identifier is in addition to the disk group name, which is
assigned by the administrator. The disk group ID is used to check
for disk groups that have the same administrator-assigned name
but are actually distinct.

The configuration database also contains one record for each Volume
Manager object (volume, plex, subdisk, etc.).

Disk header

Configuration DB

Kernel log

Kernel log

Configuration DB

•Header info – Number/size of record blocks
•Flags – Indicates state of database
•version – Support for future versions
•dgname – Name of disk group for this disk
•dgid – Unique 64-bit disk group id
•config – Number of records in current config
•pending – Number after pending config

operations
•... – List of defined configuration records
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Configuration Database

Note that starting in Volume Manager 2.3 (or 1.3 + patch) the
configuration database is no longer stored on all disks. It is, instead,
stored on:

● Each controller

● Each SCSI bus:

● One disk, if there are 0–3 disks

● Two disks, if there are more than 4 disks

For large disk groups (more than 20 disks), it might be necessary to
limit the number of copies (between 4 to 8 should be adequate in all
cases).

# vxedit set nconfig=n nlog=n disk-group-name

If you want to have very large, very complex disk groups, you may
also need to format and initialize the disks manually, to provide a
larger private region. See the vxdisk command for more information.

See the on-line man page for vxintro(1M) for more detailed
information.



4

4-26  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Subdisks

● A subdisk is a contiguous region of storage; it is a logical
subsection of a physical disk partition.

● A VM disk can be divided into one or more subdisks.

● A subdisk is the basic unit in which the Volume Manager allocates
disk space.

In Volume Manager, if you ever run out of space in a file system, you
can very easily expand it by just finding more disk space and adding it
to the full file system. So behind the scenes you need an architecture to
support this ability. Rather than locking storage to physical disk
partitions, the Volume Manager supports the concept of a logical disk
partition. You can create a logical disk partition out of building blocks
called subdisks.

Subdisks are allocated in sector-sized chunks. A subdisk could be as
small as one sector or as big as the public region on a disk. The only
requirement is that a subdisk must be contiguous disk storage.
Subdisks can not span physical disks.

Physical disk

PD

c0t0d0

c0t0d0s2

D

disk01

VM disk

disk01-01
disk01-02
disk01-03

Subdisks

disk01-02

disk01-01

disk01-03
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Subdisks

Remembering that subdisks aren’t partitions. They are the building
blocks of a logical partition—not a physical partition. The Volume
Manager puts all the information about the size of subdisks and where
they are used into the private region.

In this example, there is a single VM disk (disk01) that contains three
subdisks. The default name for a subdisk is disk##-##. For example,
disk01-01 is the default name for the first subdisk on the VM disk
named disk01.
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Plexes

● In general, each plex can be thought of as a mirror containing a
copy of data for a volume.

● A plex is a logical collection of one or more subdisks.

● The subdisks in a plex can be located on one or more physical
disks.

● Four layout models are supported:

● Simple

● Concatenated

● Striped

● RAID 5

In general, a plex can be thought of as a mirror containing a copy of
data for a volume. (Technically, a plex can also be used to contain a log
subdisk.) If you are mirroring, a volume will contain more than one
plex. If you are not mirroring, the volume will contain one plex.

Physical disks

PD

c1t0d0

c1t0d0s2

D

disk02

VM disks

disk02-01
disk02-02
disk02-03

Plex

disk02-01

PD

c0t0d0

c0t0d0s2

D

disk01

disk01-01 disk01-01
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Plexes

A plex contains one or more subdisks (up to a maximum of 256
subdisks per plex). These subdisks can be located on one or more
physical disks.

You can think of a plex as logically contiguous disk address space.

This view should make it easy to understand how you can expand a
file system dynamically; just add another subdisk to the plex.

This example shows a plex that contains two subdisks, disk01-01
and disk02-01. The first subdisk is located on physical disk c0t0d0
(VM disk01); the second subdisk is located on physical disk c1t0d0
(VM disk02).

There are four ways data can be allocated on the subdisks that make
up a plex:

● Simple

● Concatenated

● Striped

● RAID 5

A simple plex has only one subdisk. Since a subdisk cannot span
multiple physical disks, a simple plex has all its storage on a single
physical disk.

The remaining three methods—concatenated, striped, and RAID 5—
are discussed in the following pages.
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Plexes and Concatenation

● Concatenation maps data in a linear manner onto one or more
subdisks in a plex.

● Concatenation using subdisks that reside on more than one
physical disk is also called spanning.

Physical disks

PD

c1t0d0

c1t0d0s2

D

disk02

VM disks

disk02-01
disk02-02
disk02-03

Plex

disk02-01

PD

c0t0d0

c0t0d0s2

D

disk01

disk01-01 disk01-01

C1

C2

C3

C4

C5

C6

C7

C8

Chunks
of data
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Concatenation

Concatenation maps data in a linear manner onto one or more
subdisks in a plex. If you were to access all the data in a concatenated
plex sequentially, you would first access the data in the first subdisk
from beginning to end, then access the data in the second subdisk
from beginning to end, and so forth until the end of the last subdisk.

The subdisks in a concatenated plex do not have to be physically
contiguous, and they can be located on more than one physical disk.
Concatenation using a set of subdisks that reside on more than one
physical disk is called spanning.

In this example, the plex contains two subdisks, disk01-01 and
disk02-01. The first six chunks of data (C1–C6) take up most or all of
the room in subdisk disk01-01. The remaining two chunks of data
(C7 and C8) are stored in subdisk disk02-01. Since these two blocks
of data take up only a portion of the room on the partition that VM
disk02 is assigned to (physical partition c1t0d0s2), the remaining
free space of VM disk02 can be put to other uses. In this example,
Volume Manager has created subdisks disk02-02 and disk02-03
for use by some other plexes.

When is concatenation/spanning useful? Concatenation is useful
when you need a file system that’s larger than a single disk drive. It is
also needed when there is insufficient contiguous space for the plex on
any one disk.
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Plexes and Striping

● Striping maps data so that the data is interleaved among two or
more physical disks.

● You cannot include a non-SPARCstorage Array disk within a
striped configuration.

Physical disks VM disks Striped plex

disk02-01

PD

c0t0d0

c0t0d0s2

D

disk01
disk01-01 disk01-01 C1

C2

C3

C4
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Chunks
of data

D

D
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c1t0d0s2
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c2t0d0s2

disk02-01

disk03-01

disk02

disk03
disk03-01

column 1

column 2

column 3
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Striping

Striping maps data so that the data is interleaved among two or more
physical disks. More specifically, a striped plex contains two or more
subdisks spread out over two or more physical disks. The subdisks are
grouped into columns, with one column per physical disk. Each
column contains one or more subdisks.

This example show a simple striped plex with three equal-sized,
single-subdisk columns. There is one column per physical disk, and
each column contains one subdisk. For example, column 1 contains
subdisk disk01-01.

Data is allocated in equal sized chunks, called stripe blocks, that are
interleaved between the columns. In this example, we are striping data
over three physical disks. Viewed in sequence, the first chunk of data
(C1) would go in the first column, the second chunk (C2) would go in
the second column, and the third chunk (C3) would go in the third
column. The fourth chunk (C4) would then go back in the first column,
the fifth chunk (C5) would go in the second column, and the sixth
chunk (C6) would go in the third column.

In this example, each stripe column contains exactly one subdisk. It is
possible for a column to contain more than one subdisk, however. You
can also add subdisks to a column to expand a striped configuration.

While striped configurations improve performance, they do have their
limitations. For example, you cannot include a non-SPARCstorage
Array disk within a striped configuration, and they are less reliable.

When is striping useful?

● Striping is a performance strategy.

● For random I/O (for example, the I/O load from multiuser
applications), striping spreads the I/O load evenly across multiple
disk drives.

● For sequential I/O, striping aggregates the bandwidth of multiple
disks into one data stream. This enables large amounts of data to
be written or read from the physical disks quickly by using
parallel data transfer to multiple disks.
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RAID 5

● RAID 5 configurations stripe data and parity across three or more
physical disks.

● You cannot include a non-SPARCstorage Array disk in a RAID 5
configuration.

● You cannot add a mirror to a RAID 5 configuration.

● RAID 5 is not recommended for volumes with more than 20 to 30
percent writes.

A RAID 5 configuration is similar to a striped configuration in that
data is spread out evenly across multiple disks. However, a RAID 5
configuration adds a parity block to the stripe to provide redundancy.

Many of the same issues of striping apply to RAID 5. For example, you
cannot include non-SPARCstorage Array disks in a RAID 5
configuration.

Physical disks VM disks Striped plex

disk02-01
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RAID 5

In addition, you cannot add a mirror to a RAID 5 configuration.
(Because of this, you cannot use Volume Manager snapshots to
perform on-line backups of a RAID 5 volume.)

And, finally, RAID 5 is not recommended for volumes with more than
20 to 30 percent writes because of the performance degradation
involved in the parity calculations. (This is discussed in more detail in
Module 8, "Introduction to Performance Tuning.")

Read-Modify-Write

If a write does not cover the entire stripe width, a read-modify-write
sequence is required, and performance is slower. First, the old data
and parity are read into buffers. Next, the parity is modified (XOR
commands are performed between data and parity to calculate the
new parity—first the old data is logically subtracted from the parity
and then the new data is logically added to the parity), and the new
parity and data are stored to a log. Finally, the new parity and new
data are written to the data stripe units.

Full Stripe Writes

If a write covers the entire RAID 5 stripe width, performance is
improved. With full stripe writes, all new data stripes are linked
together with XOR to generate parity, and the new data and parity are
stored to a log. Then, the new parity and new data are written to the
data stripe units in a single write.
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Volumes

● A volume is a virtual partition.

● A volume contains one or more plexes.

● A volume with two or more plexes contains mirror images of the
data.

● You can set the plex reading policy of a volume to Round-robin or
Preferred plex.

● All subdisks within a volume must belong to the same disk group.

● The volume device naming convention is as follows:

A volume is a virtual, or logical, partition. It can be a file system, or it
can be a raw partition managed by an application (two examples: (1)
an Oracle database and (2) a seismic data collection application that
can’t afford the overhead of the file system).

A volume contains up to eight plexes. One plex must be a full mirror
of the data; other mirrors may be sparse.

V

docs

disk01-01

Volume with
one Plex

docs-01

V

tools

Volume with
two Plexes

disk19-01

tools-01
disk20-01

tools-02
Plex

Subdisk

disk02-01

/dev/vx/dsk/rootdg/tools

Disk group
Volume
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Volumes

Note that all subdisks within a volume must belong to the same disk
group.

Volume Manager uses vol##  as the default naming convention for
volumes, and vol##-##  as the default naming convention for plexes
in a volume. However, it is recommended you assign more meaningful
names to volumes.

The first example illustrates a volume with one plex; the second
example illustrates a volume with two plexes. In the second volume
(tools), both plexes contain a mirror image of the data.

With Volume Manager, you can set the read policy for a volume. You
can select Round-robin, where it will read first from one plex and then
the other, or you can select Preferred-plex and explicitly name the plex
(presumably the faster) to read from.

Review the various pieces (subdisks and plexes) that make up a
volume.

Volumes as Virtual Partitions

You can think of a volume as a virtual partition. If you set up your
system using the Volume Manager, the file systems and database
management systems interact with volumes, which pass the
information on to the disk partitions. For each volume, the Volume
Manager creates devices in the /dev directory. Both raw and block
devices are created for each volume.

For example, a file system is normally mounted on a disk partition
device, such as /dev/dsk/c0t0d0s1. With Volume Manager, a file
system is mounted on a volume such as:

/dev/vx/dsk/rootdg/tools

Disk group
Volume
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Volumes and Logging

Dirty Region Logging

● Keeps track of the regions that have changed due to I/O writes to
a mirrored volume.

● Speeds up recovery after a system crash, as the Volume Manager
will recover only those regions that are marked as dirty in the
dirty region log.

RAID 5 Logging

● Stores a copy of the data and parity before they are written to disk.

● Is optional, but is strongly recommended to prevent data
corruption.

Mirrored volume with
dirty region log (DRL)

RAID 5 volume with
RAID 5 log
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Volumes and Logging

There are two types of logs available for Volume Manager volumes.
They look similar in the GUI. A separate logging subdisk, denoted
with a double border, is used for both types of logs. Their functions,
however, are very different.

Dirty Region Log

After a system crash, you must resync the plexes on mirrored volumes.
The system may have crashed mid-write, leaving one mirror with the
updated information and others without. But synchronizing takes
time, and during this time you have no protection in case of a second
crash.

Dirty region logging can significantly speed up recovery of mirrored
volumes following a system crash. A dirty region log is used to keep
track of regions that have changed due to I/O writes to a mirrored
volume. After a system failure, only the regions marked as dirty in the
dirty region log will be recovered.

The dirty region log (DRL) considers a volume to be a set of
consecutive regions. It keeps track of which regions are written to, and
updates a status bit in the log for the corresponding region. Logging
subdisks are two-, four-, six-, eight-, or ten-block long subdisks. By
default, a separate plex is created to contain the logging subdisk.

Dirty region logging is optional. If dirty region logging is not used and
a system failure occurs, all mirrors of the volume must be restored to a
consistent state by copying the full contents of an active mirror to
other mirrors. This process can be lengthy and I/O intensive, and it
will unnecessarily recover the areas of volumes that are already
consistent.

By default dirty region logging is off.
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Volumes and Logging

RAID 5 Logging

RAID 5 logs help prevent data corruption in case of a system crash
mid-write. Without logging, if a system fails during a write, there is
not way to tell if the data and parity were both written to disk. This
could result in corrupted data. When RAID 5 logging is used, a copy
of the data and parity are written to the RAID 5 log before being
written to disk.

RAID 5 logging is optional, but is strongly recommended to prevent
data corruption in the event of a system panic or reboot.

By default, RAID 5 logs are created. You should always run with RAID
5 logs to ensure data integrity.
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Disk Groups

● A disk group is a collection of VM disks, and all related volumes,
plexes, and subdisks.

● A plex or a volume must be contained in only one disk group.

● The default disk group is named rootdg.

● Multiple disk groups are used for moving disks between hosts.

● Every disk group must contain at least one VM disk.

A disk group is a collection of related volumes, subdisks, and plexes,
and VM disks. Disk groups are intended as an administrative
convenience.

A plex or a volume must be contained in only one disk group. Also, a
VM disk cannot belong to more than one disk group.

The default disk group provided by Volume Manager is named
rootdg. During vxinstall, everything that is initialized is put into
this disk group by default. You can also create additional disk groups
as needed for your configuration and give them the names of your
choice.
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Disk Groups

If you anticipate moving disk groups between hosts, keep the default
rootdg small and create additional disk groups that can be moved to
a different host. To do this, the first host “deports” a disk group, and
then the second host “imports” the same disk group. Care should be
taken in naming disk groups. For example, a host will not be able to
import a disk group named rootdg, because it already has a group
with that name.

A few important notes about the default disk group, rootdg:

● There must be a disk group named rootdg, and it must contain at
least one VM disk.

● If the system disk is encapsulated, it must be added to rootdg.

● rootdg cannot be moved from one host to another (because each
disk group name in a system must be unique, and all hosts already
have a rootdg disk group).

Why Create Multiple Disk Groups?

● To separate system administration tasks on a large server, or to
support moving disk groups between hosts.

✓ This slide provides a good opportunity to review terminology and concepts before
continuing. Some examples of things to discuss are:

• Terminology: VM disk, subdisk, plex, volume, disk group.

• Difference between VM disks and volumes: VM disks are things you break apart
(allocate disk space into subdisks); volumes are things you build up.
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Boot Device Rules

● You can place the following under VM control:

● root file system (becomes rootvol)

● swap device (becomes swapvol)

● /usr file system

● You can mirror rootvol and swapvol and other parts of root
disk (such as /opt and /usr).

● The primary plex on the rootvol and swapvol volumes must
exist on one subdisk (cannot be striped or spanned).

● Any mirrors of rootvol and swapvol that may be used for
recovery cannot be striped or spanned.

● You can stripe and span secondary mirrors of the rootvol and
swapvol volumes for performance reasons, but you will not be
able to boot from these mirrors.

● The rootvol volume must be in the rootdg disk group.

● If you are mirroring the information on the boot device, you must
have the following on the same disk:

● rootvol

● swapvol

● /var partition

● /usr partition

● If you are mirroring the information on the boot device, you must
have the same size and layout for both disks.

Note – You cannot boot from a SPARCstorage Array disk if you are
running Solaris 2.3, because the operating system does not contain the
necessary drivers.
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Using the Volume Manager Software

There are two interfaces available:

● Graphical user interface

● vxva – X-Window-based application

● Command line interface

● vxdiskadm — Text-based menu system of common commands

● Individual commands, such as vxassist, vxdisk, and vxdg

In general, the GUI is easier and more intuitive to use for many
operations.

There are, however, certain operations that can only be performed
using the command line interface.

The SPARCstorage Array User’s Guide has separate sections on using
GUI and command line interfaces.
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Graphical User Interface (GUI)

First, update the PATH environment variable, and then start the GUI in
either “tutorial” or “real” mode. In tutorial mode, you access, display,
and modify a demonstration database instead of the active database.
You can perform most operations, but you will be unable to simulate
file system operations. Tutorial mode is useful for learning how to use
Volume Manager and for testing out a particular scenario.

Note – For internal Sun employees only – The SPARCstorage Array
software is available for ftp on newstop.ebay. You can run the
software in demo mode, even if you don’t have a SPARCstorage Array,
if you have a valid license. There is a README file on newstop which
outlines how to obtain a temporary or demo license.

When you start Volume Manager, a temporary window first appears to
inform the user that the GUI is starting up. Then the view of rootdg
appears.

You can configure the GUI according to your preferences and system
requirements by editing the .Xdefaults file. You can also enter other
options from the command line. For example:

● -display hostname:0 – Use alternate display

● -bg white – White background

● -mono – Force vxva to use black and white bitmaps

See Chapter 3 “Getting Started” and Appendix B, “GUI-Related X
Resources” of the SPARCstorage Array User’s Guide

Starting the GUI

1. Add /opt/vxva/bin to the user’s PATH environment variable:

● If you are using the Korn shell or Bourne shell:

example# PATH=${PATH}:/opt/vxva/bin

● If you are using the C shell:

example# setenv PATH ${PATH}:/opt/vxva/bin
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Graphical User Interface (GUI)

Starting the GUI (Continued)

Note – You will probably want to update the.profile file (Bourne
and Korn shell users) or.cshrc file (C shell users) so that you don’t
need to update the PATH variable each time you log in.

2. Start the GUI from the command line.

● If you want to run the GUI in real mode:

example# vxva &

● If you want to run the GUI in tutorial/demo mode:

example# vxva -t &

Note – If this is the first time you’ve brought up the tutorial, you may
see an error message indicating it cannot start vxconfigd. If you see
this error message, enter the following command and then restart the
GUI in tutorial mode:

    # /opt/vxva/bin/vxva_setup
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Volume Manager Root Window

Views are special Volume Manager windows that display icons
representing all or a subset of the objects currently known to Volume
Manager.

The Volume Manager root window contains a view button area that
contains a button for every view on the system. Views allow users to
examine and manipulate different parts of the physical and logical
storage systems. Views are accessed by clicking SELECT on the
appropriate view button.

SPARCstorage Array button
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Volume Manager Root Window

The following default views are provided:

● rootdg – The root disk group; displays all objects in the default
disk group, rootdg, including VM disks, volumes, and associated
objects.

● SPARCstorage Array – Displays all physical disks within a
particular SPARCstorage Array. The last four characters from the
SPARCstorage array’s worldwide address are displayed on the
view button. There is one view for each SPARCstorage Array
connected to the system.

● Disks – Displays all non-SPARCstorage Array physical disks on the
system that have been initialized by Volume Manager. This view is
used for physical disk and disk group operations only.

● Volumes – Displays all volumes, including all plexes and
associated subdisks, on a system. Although this view can be used
for a variety of operations, it is generally preferable to use a disk
group view or SPARCstorage Array view for most operations.

● World – Displays all objects on the system, including disks,
volumes, and associated objects. It essentially combines both the
Disks and Volumes views, and also contains any unassociated
plexes which do not appear in other views.

If additional disk groups are created (besides the default disk group
rootdg), views will also be created for them. A view button will
appear in the root window.

Users can also create their own custom views. See Section 1.4.2.2,
“User Created Views,” in the SPARCstorage Array User’s Guide.
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Options Menu

Use the Options menu to customize the behavior of the Volume
Manager GUI. Use the Help menu item to display more detailed
information on each option.

Show Command

● On error – Display command window only when errors occur in
command.

● At start – Display command window whenever Volume Manager
executes a command.
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Options Menu

When Commands Are Ready

● Execute Commands – Execute command immediately.

● Show Commands Only – Do not execute command until the user
selects Execute from the command window.

Logging

● Start – Log all commands to a file; displays Log file request form
(where log file name is entered).

● Stop – Turn off logging.

Pop up the Command Window

● Displays the Command window.

Format of Size

● Choose default unit of measure for Volume Manager operations—
sectors (512 bytes), kilobytes, or megabytes.
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Command Info Window
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Command Info Window

The Command Info window displays commands that are currently
being executed by Volume Manager, as well as previous commands.
Both Volume Manager commands (for example, vxdg) and system
commands (for example, mkfs) are displayed in this window as they
are invoked. The status and output of these commands are also
displayed here. Previously executed commands can be executed again
directly from this window.

The Command Info window is divided into three sections:

● Command History (top)

● Displays the last 10 commands.

● If a command is selected in this window, it is shown in its
entirety in the middle section, along with its output.

● You can execute a command by selecting the command, and
then choosing Execute from the Execute menu (at the top of the
Command Info window).

Caution – The Execute menu contains the option Execute with Force.
This adds -f to the command, which forces the Volume Manager to
complete an operation that is considered unsafe and to disregard error
messages. This option is very dangerous and can result in irreparable
loss of data. This option should only be used when you are sure that
an operation should succeed, even though Volume Manager error
checking prevents it.

● Output of the Highlighted Command (middle)

● Displays the results of the currently selected command.

● Commands Running (bottom)

● Displays the command that is currently being executed.

● As soon as the command completes, it disappears from this
section of the window.

!
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Mouse Functions

To display the pull-down menus in the Volume Manager GUI, use the
LEFT mouse button.

✓ Explain the function of the three mouse buttons listed on the diagram.

Action Result

LEFT Selects a single icon. Any previously
selected icons are de-selected.

Shift-LEFT Toggles between minimizing or
maximizing an icon. A maximized
icon displays all of its components in
detail. A minimized icon is
compressed, and its components are
concealed.

 LEFT – select an object
 Shift-LEFT – minimize/
 maximize

 MIDDLE – add object to

 RIGHT – display properties

 Shift-RIGHT – display
 properties of selected object

 current selection, or deselect
 Shift-MIDDLE – toggle
 projection

LEFT:

MIDDLE:

RIGHT:

 or display analysis statistics
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Note – To display the pull-down menus in the Volume Manager GUI,
use the LEFT mouse button.

MIDDLE When selecting with the MIDDLE
button, any previously selected icons
remain selected along with the newly
selected one. Clicking MIDDLE on a
selected icon de-selects that icon.

Shift-MIDDLE Toggles between starting or stopping
projection on the selected icon.

RIGHT On an icon that is not undergoing
analysis, displays the properties form
for that object. On an icon that is
undergoing analysis, displays the
analysis statistics form for that object.

Shift-RIGHT Always displays the properties form
for the object, regardless of whether
analysis is in effect.

Action Result
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Command Line Interface

# vxdiskadm
Volume Manager Support Operations
Menu: Volume Manager/Disk

 1      Add or initialize a disk
 2      Encapsulate a disk
 3      Remove a disk
 4      Remove a disk for replacement
 5      Replace a failed or removed disk
 6      Mirror volumes on a disk
 7      Move volumes from a disk
 8      Enable access to (import) a disk group
 9      Remove access to (deport) a disk group
 10     Enable (online) a disk device
 11     Disable (offline) a disk device
 12     Mark a disk in a disk-group as hot-spared
 13     Turn off the hot-spare flag on a disk
 14     Add or initialize all disk on a controller
 15     Encapsulate all disks on a controller
 list   List disk information

 ?      Display help about menu
 ??     Display help about the menuing system
 q      Exit from menus

Select an operation to perform:

The vxdiskadm script presents a menu of possible operations to the
user. Based on the selection of operations, the script guides the user
through the necessary steps, and prompts for data that must be user-
supplied for completion of the operation.

The vxdiskadm utility, and other Volume Manager commands, will be
discussed in more detail throughout the remainder of the course.

For more information on the vxdiskadm utility, see the on-line man
page for vxdiskadm(1M).
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References

● SPARCstorage Array User’s Guide

● "Understanding Disk Arrays" white paper
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Volume Manager Disk Operations 5

Purpose

This module describes many of the common disk operations that can
be performed using the Volume Manager software.

Prerequisites

● Completion of Module 1, "Introduction to Managing Data" and
Module 3, "Volume Manager Introduction"

● Competence using the OpenLook window system

Objectives

Upon completion of this module, you will be able to

● Bring SPARCstorage Array disks and nonSPARCstorage Array
disks under Volume Manager control

● Display properties of physical disks and VM disks

● Rename a Volume Manager disk

● Configure a disk as a spare

● Reserve and release a disk

● Set fast writes for a disk
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Purpose

Objectives (Continued)

● Stop and start disks

● Remove a disk from Volume Manager control

● Replace a failed disk.

✓ The previous modules discussed important background information needed to effectively
use the Volume Manager software. The next several modules discuss how to use the
Volume Manager software. Each module contains lab exercises which provide practical
experience using the Volume Manager software.

✓ Depending on the particular class, the lecture material may be more detailed than
necessary and the students may be better served with lab time. In this case, the instructor
can choose to skip portions of the lecture materials and have the participants treat the
skipped portions as additional hands-on lab exercises.

✓ Both the GUI and the command line interface (CLI) are included in the course materials. If
desired, you can focus entirely on the GUI and omit any discussion of the CLI.

✓ Disk operations are discussed in this module. This is an appropriate place to start, as
disks must first be brought under Volume Manager control before any other operations
(such as creating a striped volume or implementing mirroring) can be done.

✓ Subsequent modules that focus on using the Volume Manager software include:

• Volume Manager Volume Operations

• Volume Manager File System Operations

• Volume Manager Disk Group Operations
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Volume Manager Control

A VM disk icon will now appear in the view of your disk group. This
VM disk is assigned to the physical disk you selected from the
SPARCstorage Array window.

Note – This procedure is necessary only if did not initialize the disks
during the vxinstall process.

Before you can use the disk management features offered through
Volume Manager, you must first bring those disks under Volume
Manager control.
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Volume Manager Control

Physical disks can be brought under Volume Manager control during
the installation, or after installation using either the GUI or command
line interface. You can bring both SPARCstorage Array disks and non-
SPARCstorage Array disks under Volume Manager control.

This example shows how to bring a SPARCstorage Array disk under
Volume Manager control and add it to an existing disk group. Before
discussing this procedure, explain:

● Why some physical disk icons in the SPARCstorage Array window
are grayed out—this indicates that the disk has already been
initialized for use with Volume Manager. (Note: if the physical
disk icon is gray, you do not need to re-initialize it. Skip Step 2 in
the following section, and go directly to Step 3.)

● The numbers on the physical disk icons in the SPARCstorage
Array window: the first number is the t#, and the second number
is the d# (using the c#t#d# notation).

Bringing SPARCstorage Array Disks Under Volume Manager
Control

1. Display the View of SPARCstorage Array and the view of the
desired disk group (for example, rootdg).

2. In the View of SPARCstorage Array window, click LEFT on the
physical disk icon. From the Commands menu, choose Volume
Manager➤ Initialize Disk. The physical disk icon will turn gray to
indicate that it is initialized.

3. Go to the View of SPARCstorage Array window, click LEFT on the
physical disk icon that you want to bring under Volume Manager
control and drag it into the view of your disk group. Drop the
physical disk icon anywhere within that window.
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Volume Manager Control

Adding a Disk to a New Disk Group

Adding a SPARCstorage Array disk to a new disk group follows a
similar procedure. However, you must first create the new disk group
by selecting Commands➤ Volume Manager➤ New Disk Group in the
SPARCstorage Array View.

✓ Step 2 in the previous procedure is necessary only for disks not initialized during the
vxinstall process.

Bringing Non-SPARCstorage Array Disks Under Volume
Manager Control

1. From the Volume Manager root window, click LEFT over the Disks
screen button to display the View of Disks.

2. From the Advanced-Ops menu, select Disk➤ Initialize. This will
display the Disk Init form:

3. Enter the public device name (example, c0t0d0s2), then select
Apply. A new physical disk icon containing a partition icon is
displayed.

only field you
need to modify
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Volume Manager Control

Bringing non-SPARCstorage Array Disks Under Volume
Manager Control (Continued)

4. From the View of Disks window, click LEFT over the partition in
the physical disk icon in the View of Disks window.

5. Drag the partition icon over to the view of the disk group you
want to add the disk to and drop it anywhere in that window. The
VM disk will now appear in the view of the disk group.

Note – This method will work for non-SPARCstorage Array disks that
do not currently have a file system or other data on them. If the
physical disk has existing partitions with data, you must use the
command line interface to encapsulate the disk.

The only field that needs to be modified is the public device field. The
comment field can also be modified, if desired. Use the default values
for all other fields.

✓ Fill in the following fields on the overhead:

• Public device = c0t2d0s2

• Comment = any text (optional)
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Disk Init Form

✓ This method will work for non-SPARCstorage Array disks that do not currently have a file
system or other data on them. If the physical disk has existing partitions with data, you
must use the command line interface to encapsulate the disk. See the following section
for more details.

Public device: The path name of the device node which
must be a valid name in /dev/rdsk.
Format: c#t#d#s#

Device type: Selects the desired disk type. The simple
type (default) assumes that the public and
private regions are stored on the same
disk partition, with the public region
following the private region. The sliced
type assumes that the public and private
regions are stored on different disk
partitions. The nopriv type has no
private region and log and configuration
copies cannot be written to the disk.

Public length (0 for
whole devices):

The length of the public section of the
disk. If 0 is provided as the length, the
Volume Manager computes a default
value from available partition table
information.

Private length: The length of the private region of the
disk. When a length isn’t specified, the
Volume Manager chooses a default value.

Number of config copies: Number of configuration copies to be
stored in the private section of this disk.
Default value is 2.

Comment: Optional comment; maximum length is
40 characters.
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Using the Command Line Interface to Initialize Disks

Using vxdiskadd

To use vxdiskadd, enter the following command

# vxdiskadd c1t1d0

You will be prompted for:

● Whether you want to encapsulate existing disk partitions or
initialize the disk

Caution – Initialization destroys data on the disk.

● Which disk group to add this disk to

● A disk name

Using vxdiskadm

To use vxdiskadm, choose the desired action from menu of choices.

In order to successfully encapsulate a disk, the disk must have at least
two unused partitions and some space at either the beginning or end
of the disk. If not, you can still encapsulate the disk, but you must
create a nopriv VM disk.

You can also use the command line interface to initialize disks. The
interactive vxdiskadd utility configures disks for use by Volume
Manager. As part of its operation, it calls the vxdisksetup command
to generate an initial VTOC and to create the basic set of required
partitions for the public and private regions. It will also add the disk to
an existing disk group or create a new disk group for the disk. When
the vxdiskadd utility completes, the public and private regions of the
disk have been initialized and a record for the new VM disk has been
added to the configuration database of the specified disk group.

!
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Using the Command Line Interface to Initialize Disks

Using vxdiskadm (Continued)

The vxdiskadd command supports the following operations:

● Encapsulation of disks that have existing contents

● This is performed by calling vxencap.

● In order to successfully encapsulate a disk, the disk must have
at least two unused partitions and some space at either the
beginning or end of the disk. (One exception to this is the
system disk. If the system disk has a swap partition located on
it, vxencap will take the required space from the swap
partition.)

● Initialization of disks

● This is performed by calling vxdisksetup.

● Initializing a disk destroys the data on the disk.

● Adding the disk to an existing disk group

● If the disk group already exists, the new disk is added to it.

● Creating a new disk group in which to import the disk

● If the disk group does not exists, vxdiskadd will create it.

For more information, see the on-line man page for vxdiskadd(1M).
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Displaying Properties of Physical Disks

You can either use the GUI or the CLI to display the properties of both
physical disks and VM disks. When using the GUI, clicking Shift-
RIGHT will always display the properties form for a disks. If the disk
is not under analysis, clicking RIGHT will also display the Properties
form.

Using the GUI

1. Display the View of SPARCstorage Array or View of Disks
window.

2. Click Shift-RIGHT on the desired physical disk icon to display its
Properties form:
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Displaying Properties of Physical Disks

Using the CLI

Use ssaadm to obtain device properties:

# ssaadm display /dev/rdsk/c1t2d0s0
DEVICE PROPERTIES for device /dev/rdsk/c1t2d0s0
 SCSI Port 2 Target 0
 Status:O.K.
 Vendor:SEAGATE
 Product ID: 5T32550W SUN2.1G
 Product Rev:0418
 Firmware Rev:0210
 Serial Num:9362
 Unformatted Capacity:2048.337 MByte
 Fast Writes:Disabled
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Displaying Properties of VM Disks

Clicking Shift-RIGHT will always display the Properties form for a
VM disk. If the disk is not under analysis, clicking RIGHT will also
display the Properties form.

Using the GUI

1. Display the View of the desired disk group (for example, rootdg).

2. Click Shift-RIGHT on a VM disk icon to display the Properties
form:
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Displaying Properties of VM Disks

Using the CLI

In the previous example of displaying the properties of a physical disk,
the disk device name was used as an argument to the ssaadm
command. In this example, the properties of a VM disk are displayed,
and the logical disk media name is used as an argument to the vxdisk
list command.

Use vxdisk to obtain VM disk properties

# vxdisk list disk03
Device:    c1t2d0s2
devicetag: c1t2d0
type:      sliced
hostid:    boulder
disk:      name=disk02 id=791000511.1043.boulder
group:     name=rootdg id=791048023.1173.boulder
flags:     online ready autoconfig autoimport
imported
pubpaths:  block=/dev/dsk/c1t2d0s4
char=/dev/rdsk/c1t2d0s4
privpaths: block=/dev/dsk/c1t2d0s3
char=/dev/rdsk/c1t2d0s3
version:   2.3
iosize:    min=512 (bytes) max=248 (blocks)
public:    slice=4 offset=0 len=1043840
private:   slice=3 offset=1 len=1119
...additional output...

The output of the vxdisk list command listed above was truncated
for space reasons. For your reference, the complete output is listed
below.

# vxdisk list disk03
Device:    c1t1d0s2
devicetag: c1t1d0
type:      sliced
hostid:    boulder
disk:      name=play03 id=791000511.1043.boulder
group:     name=play id=791048023.1173.boulder
flags:     online ready autoconfig autoimport
imported
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Displaying Properties of VM Disks

Using the CLI (Continued)

pubpaths:  block=/dev/dsk/c1t1d0s4
char=/dev/rdsk/c1t1d0s4
privpaths: block=/dev/dsk/c1t1d0s3
char=/dev/rdsk/c1t1d0s3
version:   2.3
iosize:    min=512 (bytes) max=248 (blocks)
public:    slice=4 offset=0 len=1043840
private:   slice=3 offset=1 len=1119
update:    time=791048069 seqno=0.10
headers:   0 248
configs:   count=1 len=795
logs:      count=1 len=120
Defined regions:
 config   priv 000017-000247[000231]: copy=01
offset=000000 enabled
 config   priv 000249-000812[000564]: copy=01
offset=000231 enabled
 log      priv 000813-000932[000120]: copy=01
offset=000000 enabled
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Renaming VM Disks

If you don’t like the default name that Volume Manager assigned, you
can rename a VM disk using either the GUI or the CLI.

To rename a disk using the GUI, enter a new value in the VM disk’s
properties form and then select the Apply button at the bottom of the
properties form. A VM disk’s properties form can always be displayed
by clicking Shift-RIGHT on the VM disk icon. If the VM disk is not
under analysis, the properties form can also be displayed by clicking
RIGHT on the icon.

If you prefer to use the CLI, the vxedit command can be used to
rename a disk.

To verify that the name change took effect, use the vxdisk list
command to display information on all disks that are defined to the
Volume Manager.

For more information, see the on-line man page for vxedit(1M)

Using the GUI

1. Display the Properties form by clicking Shift-RIGHT on the
selected VM disk icon.

2. Enter a new name in the VM Disk Name field.

3. Click LEFT on the Apply button.

Using the CLI

Use the vxedit command:

# vxedit rename old_diskname new_diskname
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Configuring Spares

● VM disks must be explicitly designated as a spare from either the
GUI or the command line.

● A spare will only act as a replacement for other disks in the same
disk group.

● Only redundant volumes (mirrored or RAID 5) can be re-created
on the spare.

Using the GUI

In the GUI, display the Properties form for a VM disk, and select Yes
on the Spare radio button. Press Apply for the change to take effect.

Using the CLI

At the command line, enter:

# vxedit set spare=on disk-name
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Configuring Spares

A spare is a disk that is held in reserve in case of disk failure. When a
disk or subdisk failure is detected, Volume Manager first attempts to
correct the error. If Volume Manager is unable to correct the error and
cannot access the disk, it considers the disk to have failed and sends
you (the user root by default) a mail message about the failure.

At the same time, Volume Manager searches for a suitable replacement
for the failed disk or subdisk. If a suitable replacement is found,
Volume Manager will automatically start using it in place of the failed
disk. The spare disk will be renamed and given the name of the failed
VM disk.

Note that only redundant volumes (mirrored or RAID 5) can be
recreated on the hot spare. Also note that a spare will only act as a
replacement for other disks in the same disk group. If no spare disks large
enough to contain all the data from the failed disk are available,
Volume Manager will look for free space on nonspare drives.

Any volume in the disk group can make use of the spares in the event
of a failure. You cannot assign a spare to a specific volumes.

Notifying a User

The vxrelocd daemon monitors the system for failure events and
replaces failed disks and subdisks. By default it sends mail to the user
root. To send mail to a different user, edit /etc/rc2.d/S95vxvm-
recover:

# vxsparecheck user-name &
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Configuring Spares

Detection and Notification of Disk Failures

The vxrelocd daemon monitors the system for failure events and
replaces failed disks and subdisks. By default, it sends mail to the user
root. To send mail to a different user, edit the file and specify the new
user on the command line. For example:

# vxsparecheck user-name &

Using the GUI

A disk is configured as a spare by displaying its Properties form and
selecting Spare = yes. Once a disk is selected as a spare, Volume
Manager will not allow you to allocate it for use.

In the GUI, the icon for a spare will contain the letter “S.”

Using the CLI

You can also designate a disk as a spare by using the vxedit
command.

For more information, see the on-line man pages for
vxsparecheck(1M) and vxnotify(1M).
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Understanding Hot Relocation

Note – Replacement subdisks are given names different than the ones
they replaced.

The above diagram is a graphical representation of what happens
when a spare kicks in for a failed VM disk.

If the VM disk test01 failed, then Volume Manager would do the
following:

Disk group view

before disk failure

VM disk test01 fails

and disappears from

disk group view

S disk test10 changes to a

VM disk, is renamed to

test01 and takes subdisks

from the failed VM disk

Disk group view

after disk has

failed and S

has kicked in

Assume the following volumes exist in the same disk group as the spare test10:

• Which subdisks are affected when VM disk test01 fails?

• Is access to the data interrupted when VM disk test01 fails?

• If not, how is the data accessed after the disk failure and before the spare takes over?

• Which subdisks from the failed VM disk can be recreated on the spare?
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Understanding Hot Relocation

● The VM disk test01 (the failed disk) is removed from the disk
group view.

● The spare disk test10 changes to a VM disk and is renamed to
test01.

● Subdisks from old VM disk test01 that are part of redundant
volumes (RAID 5 or mirrored volumes) are re-created on the spare
disk.

This all happens automatically when Volume Manager determines that
a disk (or subdisk) has failed. The key points to review are that:

● The spare is renamed and is given the name of the failed disk

● Only subdisks from redundant volumes, such as mirrored volumes
and RAID 5 volumes, are re-created on the spare disk.

Why are subdisks from redundant volumes (RAID 5 and mirrored
volumes) re-created on the spare, while other subdisks from simple
volumes are not re-created on the spare?

After the spare takes over for a failed disk, any subdisks that are part
of a redundant volume can be re-created. In the case of a mirrored
volume, the information can be copied from a mirror that was not on
the failed disk. In the case of RAID 5 volumes, the information can be
reconstructed from the remaining data and parity drives. But for
simple volumes, the only place the data is stored is on the failed disk.
And since the disk is no longer accessible (because it failed), the data
can not be recreated. It would need to be restored from backup media.

For each of the three volumes on the previous page, what happens
after VM disk test01 fails and the hot spare takes over? Is access to
the data interrupted?
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Understanding Hot Relocation

mir-vol: Access to the data is not interrupted. When VM disk test01
fails, plex mir-vol-01 is detached, but data can still be accessed from
plex mir-vol-02. After the spare takes over, subdisk test01-02 is
recreated on the hot spare (it is copied from plex mir-vol-02) and the
plex is enabled again.

raid: Access to the data is not interrupted. Although subdisk test01-
01 is on the failed VM disk and is inaccessible, the data can be
recreated when needed from the remaining data and parity. After the
spare takes over, subdisk test01-01 is recreated on the spare (it is
calculated from the remaining data and parity).

stripe: Access to the data is interrupted. Subdisk test01-03 cannot
be recreated on the spare because the data is not redundant; it must be
restored from backup.
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Reserving and Releasing Drives

Reserving All Drives in a SPARCstorage Array

1. Display the View of SPARCstorage Array window.

2. From the Commands menu, select Controller➤ Reserve All
Drives:.

Using the CLI

To reserve all drives on a controller:

# ssaadm reserve c #

For example:

# ssaadm reserve c2

To release all drives on a controller:

# ssaadm release c #

For example:

# ssaadm release c2

✓ Explain what it means to reserve/release a drive.
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Reserving and Releasing Drives

Reserving Drives

The Reserve command allows a host system to reserve individual
drives or all the drives in a SPARCstorage Array so that no other host
systems can use those drives.

Releasing Drives

The Release command releases these drives from their reserved state.

With Volume Manager, you can either reserve all drives on a controller
or reserve a single drive.

When would you want to reserve a drive? Reserving drives is useful if
you have more than one host system connected to a SPARCstorage
Array but you want only one system to be able to access certain drives.

Reserving drives is not a failover solution! If Host A reserves a drive,
Host B is unable to use this disk until Host A releases the reservation.
This is a problem when Host A crashes, a dead host cannot release the
reservation, and Host B will be unable to take over for Host A’s disks.

To get around this problem, Host A and Host B should instead import
and use separate disk groups. Although the Volume Manager keeps
track of which host has imported a disk group and protects against a
second host simultaneously importing the same disk group, this
protection can be overridden (for example, when a host fails). This is
discussed in more detail in Module 7, "Disk Group Operations."

This example shows how to reserve all the disk drives for a particular
controller. (The example on the next page shows how to reserve a
single disk drive.) The procedure to release all disk drives is similar:
just choose Controller➤ Release All Drives from the Commands menu.
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Reserving and Releasing Drives

The previous example showed how to reserve all disk drives for a
particular controller. This example shows how to reserve a single disk
drive.

The procedure to release a single disk drive is similar: select the disk,
and choose Disk Drive➤ Release from the Commands menu.

✓ You can use the ssaadm command to reserve and release drives, even if you don’t choose
to use the Volume Manager software.

Reserving a Single Disk

1. Display the View of SPARCstorage Array window.

2. Click LEFT over the physical disk icon that you want to reserve.

3. From the Commands menu, select Disk Drive➤ Reserve:
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Reserving and Releasing Drives

Using the CLI

To reserve a single drive:

# ssaadm reserve /dev/rdsk/c #t #d#s#

For example:

# ssaadm reserve /dev/rdsk/c1t0d3s2

To release a single drive:

# ssaadm release /dev/rdsk/c #t #d#s#

For example:

# ssaadm release /dev/rdsk/c1t0d3s2
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Setting Fast Writes

When an application issues a command to write to a disk, it usually
waits for acknowledgment of successful completion of the write. Due
to mechanical latencies, this can take tens of milliseconds. When fast
writes are enabled, the SSA controller acknowledges the write as soon
as the data is safely stored in NVRAM. The SSA controller issues the
writes to the drive periodically. If power is ever lost when there is
unwritten data in the NVRAM, the controller firmware engages the
battery. Upon power-up, data will be flushed to the drives.

Using the GUI

1. Display the View of SPARCstorage Array window.

2. From the Commands menu, select Controller➤  Fast Writes ➤
Enable:

Using the CLI

To set (enable) fast writes:

# ssaadm fast_write -s -e controller_or_drive

For example:

# ssaadm fast_write -s -e c1
# ssaadm fast_write -s -e /dev/rdsk/c1t0d0s2
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Setting Fast Writes

Using the CLI (Continued)

To disable fast writes:

# ssaadm fast_write -s -d controller_or_drive

To set synchronous fast writes:

# ssaadm fast_write -s -c controller_or_drive

Note – The -s option causes the SPARCstorage Array to save the fast
write setting across power cycles.

Fast Write Benefits

● Lower latency for write commands

● Dramatic improvement in some write-intensive applications

Potential Drawbacks

● NVRAM is single point of failure

● Can actually lower total I/O throughput, even as individual I/O
operations go faster

Setting Fast Writes for Individual Drives

First, display the View of SPARCstorage Array window and select the
desired drive. Then, from the Commands menu, select Disk
Drive➤ Fast Writes➤ Enable.

You can enable fast writes from either the controller level, which sets
fast writes for all the drives in the SPARCstorage Array, or from the
drive level, which sets fast writes only for one specific drive. You can
also enable fast writes for synchronous writes only.
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Setting Fast Writes

Displaying Fast Write Status

You can use the ssaadm command to display information about the
status of a drive, including whether fast writes are enabled:

# ssaadm display /dev/rdsk/c1t2d0s2

Prestoserve Versus SSA Fast Write Cache

Prestoserve also provides a data cache, but there are several significant
differences. The Prestoserve cache accelerates only UFS synchronous
writes. The SPARCstorage Array cache accelerates all writes, including
raw writes and writes to other types of file systems. Because the
Prestoserve cache is located in the host, it is not suitable for high
availability configurations. Because the SPARCstorage Array cache is
located on the array controller, it is not affected by a host failure. If a
host fails, the cache can be flushed after the host is replaced without
losing data.
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Starting and Stopping Disk Drives

Stopping All Drives in a SPARCstorage Array

1. Display the View of SPARCstorage Array window.

2. From the Commands menu, select Controller➤ Stop All Drives.

A confirmation window is displayed:.

3. Select Continue, and stop all disk drives in the SPARCstorage
Array.

Stopping All Drives in a Disk Tray

1. Display the View of SPARCstorage Array window.

2. Click LEFT over the drive tray icon that contains the drives you
wish to stop.

3. From the Commands menu, select Tray➤ Stop All Drives in Tray.

4. Confirm the operation by selecting Continue in the Confirmation
window.



5

5-30  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Starting and Stopping Disk Drives

Stopping Individual Disk Drives

1. Display the View of SPARCstorage Array window.

2. Click LEFT over the icon for the disk drive you want to stop.

3. From the Commands menu, select Disk Drive➤ Stop.

4. Confirm the operation by selecting Continue in the Confirm
window.

Using the CLI

To stop all drives on controller 1:

# ssaadm stop c1

To start all drives in tray 2 of controller 2:

# ssaadm start -t2 c2

To start an individual drive:

# ssaadm start /dev/rdsk/c1t5d0s0

What does stopping a drive do? It spins down the drive. It does not
remove power to the drive.

Why would you want or need to stop one or more physical disk
drives? Before pulling a drive tray, you should stop all drives in the
tray. (You should also stop all access to volumes on these drives first.)

You can start or stop the physical disk drives in your SPARCstorage
Array at three levels:

● Starting and stopping all drives in a SPARCstorage Array

● Starting and stopping all drives in a disk tray

● Starting and stopping an individual disk drive
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Starting and Stopping Disk Drives

Using the CLI (Continued)

The procedure for starting drives is similar. To start all drives in a
SPARCstorage Array, select Controller➤ Start All Drives.

You should unmount file systems and stop database processes on the
relevant volumes before stopping a disk drive.

When a disk is stopped, the physical disk icon in the View of the
SPARCstorage Array will show an asterisk (*) next to the PD. The front
panel LCD of the SPARCstorage Array will also be updated.   You can
also use the ssaadm display command to display the status of disks
on a controller. For example:

# ssaadm display c1

For more information, see the on-line man page for ssaadm(1M).



5

5-32  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Determining the Amount of Free Space

Free Space on VM Disks

If you are performing an operation from the Basic Ops menu and no
disks are selected, Volume Manager will automatically select disks
with sufficient free space. If you are performing an operation from the
Advanced Ops menu, however, you will need to explicitly designate
disks with sufficient space. Before designating the disks to be used, the
amount of free space should be verified.

Display the properties form by clicking the Shift-RIGHT on a portion
of the Volume Manager disk icon that is not covered by another icon.
A field at the bottom of this form indicates the maximum free space
available for use on this disk.

Free Space on VM Disks With “Holes”

If subdisks have been removed from a disk, visual gaps (or “holes”)
between the subdisks icons located on that disk may appear. To check
the amount of free space, or the hole size, click Shift-RIGHT over the
gap or “hole” on the VM disk icon.

1. Click Shift-RIGHT on the gap between subdisk icons on the
desired VM disk icon.

2. The Free Space form displays read-only information:.

D

disk09

disk09-01

disk09-03

Hole
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Determining the Amount of Free Space

Free Space Form

 Using the CLI

You can also use the vxdg command to display the amount of free
space in a particular disk group. The free space (the LENGTH field) is
measured in 512-byte sectors. In this example, there is approximately
50 Mbyte available on disk c0t0d0s2, and approximately 82 Mbyte
available on disk disk02. Note that there are two separate entries for
disk01 because there are two separate free-space regions on this disk.

To display the amount of free space in a disk group:

# vxdg free
GROUP DISK DEVICE TAG OFFSET LENGTH FLAGS
rootdg c0t0d0s2 c0t0d0s2 c0t0d0 726400 102672 -
rootdg disk01 c1t0d0s2 c1t0d0 0 102128 -
rootdg disk01 c1t0d0s2 c1t0d0 175856 26384 -
rootdg disk02 c1t1d0s2 c1t1d0 26624 175616 -

To determine the largest possible size for a volume to be created:

# vxassist maxsize layout=raid5
Maximum volume size: 376832 (184Mb)

By default the disk group rootdg is used. You can also specify a
different disk group on the command line:

# vxdg -g disk_group free

You can also use the command vxassist maxsize to determine the
largest possible size for a volume to be created. Use vxassist help for
more information.

Device: The name of the device where this free space
resides.

Hole offset: The offset, in sectors, into the VM disk where
this free space begins.

Hole size: The size of this free space.
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Replacing a Failed Disk

The disk-replacement procedure shown here can only be performed on
a disk that has failed. This procedure does the following:

● Initializes, analyzes, and partitions the raw disk.

● Initializes the new disk for Volume Manager use (installs header
and configuration information on the disk).

● Replaces the old disk with the new one (connects the existing disk
media record in the configuration database to the new disk).

Use this procedure when a disk has failed

1. Go to the View window for the disk group containing the VM disk
to be replaced. The failed disk should be portrayed in a different
color or pattern.

2. Select the failed disk by clicking LEFT on its icon.

3.  From the Basic Ops menu, select Disk Operations➤ Replace Disks.
The Replace Disks form is displayed:.

4. Fill in the form, and then select Apply to activate the disk
replacement.
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Replacing a Failed Disk

This procedure shown here is only part of the complete solution. There
are several hardware and software tasks that are required. The exact
steps required are influenced by factors such as whether or not you
have a hot spare for the disk group, and whether the subdisk is part of
a mirrored or RAID 5 configuration. See the flow chart in Figures 7-5
and 7-6 in the SPARCstorage Array User’s Guide for more information.

Replace Disks Form

If the replacement is successful, the VM disk icon associated with the
failed physical disk returns to a normal state (the special icon coloring
or pattern goes away).

For more information, see Section 7.2, “When Replacing a Physical
Disk Drive in the SPARCstorage Array,” and Figures 7-5 and 7-6,
“Disk Replacement Flowchart ” in the SPARCstorage Array User’s
Guide.

Old VM disk name The name of the failed VM disk in this
disk group (cannot be changed).

New physical disk
name:

Enter the name of the new physical disk
that is to replace the existing one. The
name should be in c#t#d# form, and
must be unique.
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Moving Data From One Physical Disk to Another

Why would you want to move data from one physical disk to a
different physical disk?

● A physical disk may start to behave erratically, and you may want
to move the data from the failing physical disk to a different one.

● You may want to remove a particular physical disk.

● You may want to free space on a particular physical disk.

This procedure illustrates how to move all subdisks from one VM disk
to another VM disk. It is also possible to use the GUI to drag an
individual subdisk from one VM disk and drop it on another VM disk.
(There is a lab exercise in the Module 4, "Volume Disk Operations,"
that explores both methods.)

✓ Point out that both disks must belong to the same disk group.

1. Determine which physical disk is failing, and record the physical
device name.

2. Evacuate subdisks from the failing disk:

a. Display the desired view of Disk Group.

b. Select the disk from which subdisks are to be evacuated.

c. From the Basic Ops menu, select Disk Operations➤ Evacuate
Subdisks.
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Moving Data From One Physical Disk to Another

d. Complete the Evacuate Subdisks form, and then select Apply.

3. Refer to the physical disk device name you recorded earlier to find
the physical disk that needs to be replaced.

Replace Disks Form

Disk group name: Name of the disk group to which both
disks belong.

Evacuate From: Displays the name of the VM disk from
which the subdisks are to be evacuated.

To: Enter the name of the VM disk to which
the subdisks are to be moved. If no target
disk is entered, the subdisks are
evacuated to one or more random disks,
depending on disk space availability.
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Removing a Disk From Volume Manager Control

Using the Command Line Interface

You can remove a disk from Volume Manager control using either the
GUI or the CLI.

1. Unmount any files systems and stop all processes that may be
accessing volumes on the VM disk.

2. Stop the volumes.

# vxvol stop volume_name

3. If you want to keep the data under Volume Manager control,
evacuate the subdisks from the VM disk.

4. Remove the volume.

5. Remove the disk from its disk group:

# vxdg -g group_name rmdisk diskname

Note – You cannot use the vxdg rmdisk command to remove the last
VM disk in a disk group. In order to remove the last VM disk in a disk
group, you must deport the disk group. This will remove the last VM
disk in that disk group.

6. Remove the disk from Volume Manager control:

# vxdisk rm device_name

This example shows how to use the CLI to remove a disk. There is a
lab exercise on using the GUI to perform the same tasks. Removing a
disk from Volume Manager control does not destroy the data on the
disk.
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References

● SPARCstorage Array User’s Guide

● On-line manual pages for: ssaadm(1M), vxdisk(1M),
vxdiskadd(1M), vxdiskadm(1M), vxedit(1M),
vxsparecheck(1M), and vxnotify(1M)
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VM Disk Operations—Lab 5L

Purpose

This lab will help you become familiar with bringing disks under
Volume Manager control and operations that can be performed on
them.

Prerequisites

● Completion of Module 4, "Volume Manager Disk Operations"

Objectives

Upon completion of this module, you will be able to:

● Bring SPARCstorage Array disks and non-SPARCstorage Array
disk under Volume Manager control

● Display properties of physical disks and VM disks

● Rename a VM disk

● Configure a disk as a spare

● Reserve and release a disk

● Set fast writes for a disk

● Start and stop disks
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Purpose

Objectives (Continued)

● Remove a disk from Volume Manager control

● Replace a failed disk

✓ All Volume Manager lab exercises assume the availability of SPARCstorage Array
hardware. If SPARCstorage Array hardware is not available, or if a limited quantity is
available, consider having the students run Volume Manager in tutorial mode. (Some file
system operations, such as creating a file system, are not possible in this mode.)

To run Volume Manager in tutorial mode:

# vxva -t &
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Starting Volume Manager

Log in as root and start Volume Manager.

# vxva &

If your instructor asks you to start Volume Manager in tutorial mode,
type the following:

# vxva -t &

1. How many SPARCstorage Arrays are available to you?

✓ Will vary depending on classroom setup.

2. If you are running Volume Manager in tutorial mode, how many
SPARCstorage Arrays are included in the demo mode simulation?

✓ Two.

3. What are the last four digits of each SPARCstorage Array’s
worldwide address?

✓ In demo mode: 42c3 and 3b2f. Actual worldwide address will be different for each
SPARCstorage Array.
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Volume Manager Options Menu

1. Preview the items on the Options menu. Choose Help to display
more information, if necessary.

2. From the Options menu, choose Show Command ➤ Show at Start.
This will display the Command Info window whenever a Volume
Manager command is executed.
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View of rootdg Window

1. Open the view of rootdg window. This contains icons for VM
disks that have been added to the rootdg disk group.

2. How many VM disks have already been added to this disk group?

✓ Will vary depending on the vxinstall process, or whether
Volume Manager is running in demo mode.

3. Select a VM disk in rootdg.

a. What is its VM disk name?

✓ Will vary.

b. What is its corresponding physical device?

✓ Will vary.
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View of Disks Window

Note – Perform this lab exercise only if you are running in tutorial
mode. If you are not, the View of Disks window will be empty; there
are no non-SPARCstorage Array disks available.

1. Open the View of Disks window.
This contains physical disk icons for non-SPARCstorage Array
disks. A physical disk icon contains the letters “PD.”

2. In tutorial mode, some of the physical disks have already been
added to rootdg: their icons are gray. Other physical disks have
not been added to any disk group: their icons are not gray.

3. Click Shift-RIGHT on an initialized (gray) partition icon. A
partition Properties form will be displayed. The last field contains
the disk media name, or VM disk name, for that partition.

4. Click Shift-RIGHT on an un-initialized partition icon. The Disk
Media field for this partition should be blank.

5. Click Shift-RIGHT on a physical disk icon to display the Disk
Properties form. (Position the cursor on the physical disk icon but
not on the partition icon.) Contrast the type of information that is
contained on the disk Properties form with that of the partition
Properties form.

✓ This lab exercise only makes sense if students are running in tutorial mode. Sun does not
have non-SPARCstorage Array disk support in its Volume Manager license.
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View of the SPARCstorage Array Window

1. Open the View of SPARCstorage Array window for an available
SPARCstorage Array.

Recall that there are three possibilities for physical disk icons:

● Grayed out—No corresponding physical disk found

● Gray—Physical disk found and initialized for use with Volume
Manager

● Normal (not gray or grayed out)—Physical disk found but not
initialized for use with Volume Manager

2. Select a physical disk icon in the view of SPARCstorage Array
window.

a. What do the two numbers on the icon represent?

✓ They represent the t and d numbers in a device name when the c#t#d#s# convention is
used. The first (the t number) denotes which SCSI bus in the SSA, and the second (the d
number) denotes which disk on that SCSI bus.

b. What is the device name for this physical disk?

✓ Will vary depending on the disk selected; for example, c1t2d3s0.

3. Click Shift-RIGHT on the physical disk icon. The physical disk
Properties form will be displayed. Note the information that is
contained in this form:
Initialized:_____________   Disk group:_____________

✓ Initialized will vary depending on disk selected. For example, an un-initialized disk will
have a “no” in this field; an initialized one will have a “yes” in this field.

✓ Disk group will vary depending on disk selected.



5L

5L-8  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May  1997

Adding SPARCstorage Array Disks to a Disk Group

Initialize the Disk

1. Open a view of SPARCstorage Array window.

2. Click LEFT on a physical disk that is not currently initialized (an
icon that is not gray). The icon will change color to indicate it is
selected.

3. From the Commands menu, select Volume Manager➤ Initialize
Disk. Confirm that it is okay to initialize the disk.

4. The command used to initialize the disk is shown in the
Command Info window. What command was used to initialize the
SPARCstorage Array disk?

Note – If you choose to Show Command at Start from the Options
menu, the Command Info window will be displayed automatically.
You can display the Command Info Window at any time by choosing
Popup the Command Info window from the Options menu.

5. Note that the physical disk icon in the View of SPARCstorage
Array has turned gray.

6. Click Shift-RIGHT on the physical disk icon to display its Physical
Disk Properties form:
Initialized:_____________   Disk group:_____________

Add the Initialized Disk to a Disk Group

1. Open a disk group view (View of rootdg, for example).

2. Drag the physical disk icon from the View of SPARCstorage Array
window and drop it anywhere in the disk group view. Confirm
that a VM disk icon is created in the disk group.
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Adding SPARCstorage Array Disks to a Disk Group

Adding the Initialized Disk to a Disk Group (Continued)

a. What is the VM disk name?
________________________________________________________

b. Click Shift-RIGHT on the physical disk icon in the
SPARCstorage Array window to display its Properties form.
Initialized___________ Disk group:______________

3. Repeat this entire procedure for other uninitialized disks.
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Renaming VM Disks

1. Display a disk group view (for example, View of rootdg).

2. Click Shift-RIGHT on a VM disk icon to display the VM disk
Properties form.

3. Enter a new VM disk name in the VM disk name field (the first
field of this form). Click Apply at the bottom of the form.

4. Go to the disk group view and verify that the VM disk name was
changed.
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Removing a Disk From Volume Manager Control

1. In the SPARCstorage Array view, select the corresponding
physical disk icon. From the Commands menu, select Volume
Manager➤  Advanced Disk Ops➤  Remove. What changed?
_______________________________________________

✓ The physical disk icon is no longer gray.

2. Redisplay the Physical Disk Properties Form one last time. What
has changed?
_______________________________________________
_______________________________________________

Identifying the Physical and VM Disks

1. Open a disk group view and a SPARCstorage Array window.

2. Select a SPARCstorage Array disk that has been added to this disk
group. Click Shift-MIDDLE on its disk icon. It will be highlighted
(yellow) and the corresponding VM disk will also be highlighted.

3. Note the following about the VM disk you selected:
VM Disk Name: _________ Physical Device: ________

✓ VM Disk Name and Physical Device will vary.

4. In the View of SPARCstorage Array window, click Shift-RIGHT on
the physical disk icon to display the Properties Form.
Initialized: ______ Group: ____________

Removing the VM Disk From Its Disk Group

1. In the disk group view, select the VM disk icon. Then, from the
Advanced Ops menu select Disk Group ➤  Remove Disks. Note
that the VM disk disappears from the disk group view.

2. In the SPARCstorage Array view, note that the corresponding
physical disk icon does not change. Why not?

✓ It remains gray because the physical disk is still under Volume Manager control. It just
doesn’t belong to a particular disk group any longer.
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VM Disk Properties—Using the CLI

1. Display a disk group view.

2. Click Shift-RIGHT on a VM disk icon to display its VM Disk
Properties form. Note the information contained in this form.
_____________________________________________________
_____________________________________________________
_____________________________________________________
_____________________________________________________

3. At the command line, use the vxdisk list command to display
information about the same VM disk.

# vxdisk list VM-disk

For example:

# vxdisk list disk04
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Physical Disk Properties—Using the CLI

1. Display the View of SPARCstorage Array window.

2. Click Shift-RIGHT on the desired physical disk icon to display its
properties form. Note the information that is contained in this
form:
_____________________________________________________
_____________________________________________________
_____________________________________________________
_____________________________________________________

3. At the command line, use the ssaadm command to display
information about the same physical disk.

# ssaadm display device-name

For example:

# ssaadm display /dev/rdsk/c1t4d0s0
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Enabling Spares

Using the GUI

1. Display a disk group view.

2. Select a VM disk that does not contain any subdisks. Click Shift-
RIGHT to display its VM Disk Properties form.

3. Edit the Spare: entry to make this disk a spare.

4. How can you tell that this VM disk is now a spare?
_____________________________________________________

✓ The “D” on top of the disk icon has changed to an “S”.

Using the CLI

1. Use the vxdisk list command to list the disks in a particular
disk group. Verify that the above VM disk was added as a spare.

# vxdisk -g my-group list

For example:

# vxdisk -g rootdg list

2. Use the vxedit command to remove this disk as a spare.

# vxedit set spare=off disk-name

For example:

# vxedit set spare=off disk04

3. How can you verify this disk is no longer a spare?
_____________________________________________________

✓ Use the GUI to view the disk. The “S” has been changed back to a “D”.
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Renaming Disks—Using the CLI

1. Use the vxdisk list command to list the disks in a particular
disk group.

# vxdisk -g my-group list

For example:

# vxdisk -g rootdg list

2. Use the vxedit command to change a VM disk name.

# vxedit rename old-disk-name new-disk-name

For example:

# vxedit rename disk04 ledger

3. Verify that the VM disk name was changed.
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Volume Manager Volume Operations 6

Purpose

This module describes the various volume operations that can be
performed using Volume Manager. Both the GUI and the command
line interface (CLI) are presented.

Prerequisites

● Completion of Module 1, "Introduction to Managing Data" and
Module 3 "Volume Manager Introduction"

Objectives

Upon completion of this module, you will be able to:

● Create simple, striped, and RAID 5 volumes

● Remove a volume

● Add a mirror to a volume

● Remove a mirror from a volume

● Resize a volume

● Use snapshots to perform backup of a volume

● Display properties of a volume

● Use projections to display relationships between volumes and
other VM objects
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Introduction

In the above Volume Manager GUI, you can see the different types of
volumes that can be created:

● Simple

● Striped

● RAID 5

You can also add mirrors to any volume except for a RAID 5 volume.
These mirrors can be simple, concatenated, or striped. RAID levels
have been discussed in a previous module. Review the advantages
and disadvantages of the various volume configurations.
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Introduction

Striped

● Advantages: Provides better performance, as the data is spread
across multiple spindles.

● Disadvantages: Less reliable, as the failure of any disk in the stripe
results in the failure of the entire stripe.

RAID 5

● Advantages: As with striping, the data is spread across multiple
spindles, resulting in better performance (particularly read
performance). The parity provides redundancy of data—if one
drive fails, the data remains accessible and can be re-created on a
new drive.

● Disadvantages: Writes are slower, because of the required parity
calculations; not recommended for applications with a significant
percentage of writes. Extra disk storage is required to store the
parity data.

Mirrored

● Advantages: Provides redundancy of data, which increases
reliability. If majority of I/O requests are reads, performance may
be improved.

● Disadvantages: Write operations will be slower, as the new data
must be written to all mirrors. Twice the disk space is required to
store the data.

The remainder of this module discusses the volume operations—such
as creating a volume and adding and removing volumes—that can be
performed with the Volume Manager software.
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Creating a Simple Volume

Using the GUI

1. Go to a disk group view (for example, go to the View of rootdg
window).

2. Optional: Select the VM disk(s) to be used for the new volume.

3. From the Basic Ops menu, select File System Operations ➤ Create
➤ Simple. A simple configuration is one in which data is arranged
both sequentially and contiguously over one or more disks.
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Creating a Simple Volume

Using the CLI

Use the vxassist command, and specify the volume name and the
length. You can optionally list the specific VM disks to be used. Note
that when entering the length, if you do not specify a suffix (such as m
for megabytes), the default is sectors!

The vxassist command creates all the necessary subdisks, plex, and
volume objects. If no disks are specified, Volume Manager chooses
disks with available space.

● Use the vxassist command to create a simple volume:

# vxassist make volume_name length

For example:

# vxassist make tools 200m

● Use the vxassist command to create a simple volume on
specified disks:

# vxassist make  volume_name length disk_name
[...]

For example:

# vxassist make tools 2500m disk03 disk04 disk01

You set up a simple configuration by creating a simple volume. You
can optionally create a file system for this volume, or use the volume
directly for an application such as a database. This example shows
how to create a simple volume for a file system.

Note – We use the Basic Operations provided in Volume Manager in
our examples. These actions can be performed manually using
Advanced Operations.
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Creating a Simple Volume

Selecting VM Disks

There are three options: Selecting one VM disk, selecting multiple VM
disks, and selecting no VM disks.

● If you select one VM disk, the data will reside on the physical disk
that is associated with that VM disk. You should ensure that the
VM disk has sufficient free space to accommodate the desired
length of the new volume.

● If you select more than one VM disk, the data will be concatenated
across the physical disks that are associated with those VM disks.
You should ensure that the VM disks have sufficient free space to
accommodate the desired length of the new volume.

● If you do not select any VM disks, disks with sufficient free space
will be automatically be used.

Which method is better—explicitly selecting the VM disks or letting
Volume Manager select the disks for you? In general, it doesn’t matter.
But, as system administrator, you often have a preconceived ideas of
how you’d like the volumes laid out. You also may have an idea of
which volumes are accessed the most, and you can attempt to balance
the I/O load.
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Creating a Simple Volume

1. From the Basic Ops menu, select File System
Operations➤ Create➤ Simple.

2. Complete the Simple Volume/FS Create form and then select
Apply:

3. A new volume icon will be displayed:

✓ Fill in the following fields on the overhead:

• Volume name = docs

• Volume size = 400M (stress the importance of the M suffix)

• Mount point = /doc s (note that this must be an absolute path name)



6

6-8  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Creating a Simple Volume

Simple Volume/FS Create Form

Icon

Since our example is a simple, concatenated volume, it contains a
single plex. The mount point, /docs, appears below the icon
indicating that the volume is currently mounted. If you executed the
mount command, you would see the following:

example# mount
/docs on /dev/vx/dsk/rootdg/docs setuid/read/write
Mon Apr 18 9:34

Volume name: Name must be unique within this disk group;
maximum of 14 characters.

Volume size: The desired volume size, followed by the letter
k, m, or s (kilobytes, megabytes, or sectors). If no
unit is specified, the default is sectors! You can
not use decimal points when entering a size.

Usage type: Use fsgen (file system generic usage type) for
volumes being used by a file system; type gen
(generic usage type) makes no assumptions
regarding the data content of the volume.

Create log
subdisk:

A log subdisk is used to log recent disk activity
(dirty region logging). Only one log subdisk can
exist on a given plex.

Create file
system:

Enter yes to create a file system or no to use for
an application such as a database.

Mount file
system:

Indicate whether the file system should be
mounted after creation.

Mount point: Enter the desired mount point. If it doesn’t exist,
Volume Manager will automatically create it.

Mount
automatically:

Indicate whether this file system should be
mounted every time the system comes up (by
placing an entry in /etc/vfstab).
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Creating a Simple Volume

Creating a Simple Volume (No File System)

The procedure is similar, except choose Volume
Operations➤ Create➤ Simple. You will fill out the same Simple
Volume/FS Create form, but it will have different defaults chosen
(create file system=no, etc.).

When creating a simple volume, the Volume Manager will:

1. Create a subdisk.

2. Create a plex.

3. Associate the subdisk with the plex.

4. Create a volume.

5. Associate the plex with the volume.

6. Start the volume.

7. Run the mkfs command to create a file system on the volume.

8. Mount the file system.

9. Modify the /etc/vfstab file.

In the previous example, you created a volume by simply choosing
File System Operations➤ Create➤ Simple from the Basic Ops menu. In
order to accomplish this, however, Volume Manager performed
several tasks.

✓ Review the steps (listed on the overhead) that Volume Manager performed when creating
the simple volume.
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Creating a Simple Volume

Creating a Simple Volume (No File System) (Continued)

Note that you could perform all these steps manually using the
Advanced Operations menu options. In general, however, it is much
easier—and much less prone to error—to use the Basic Operations
menu options, and have Volume Manager do all the work for you.

Note – It is strongly recommended, even for advanced users, to use
the Basic Ops menu whenever possible. Use Advanced Ops only when
the operation you are attempting cannot be done from Basic Ops.
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Setting Up a Striped Volume

Using the GUI

1. Go to the view window corresponding to the disk group in which
you want to perform this operation.

2. Optional: Select two or more VM disks.

3. From the Basic Ops menu, select File System Operations ➤ Create
➤ Striped. The Striped Volume/FS Create form will appear:

4. Complete this form, and select Apply. A new volume icon is
displayed:
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Setting Up a Striped Volume

Using the CLI

To create a striped volume, use the layout=stripe argument to the
vxassist command.

There are additional arguments you can use to specify a no-default
number of stripes or stripe unit size. See the on-line man page for
vxassist for more information.

Use the vxassist command to create a striped volume:

# vxassist make volume_name length layout=stripe

For example:

# vxassist make home 2500m layout=stripe

Note – You cannot include non-SPARCstorage Arrays disks in a
striped Volume Manager configuration.
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Setting Up a Striped Volume

A striped configuration is one in which data is spread across relatively
small, equally-sized fragments that are allocated alternately and
evenly across multiple physical disks.

✓ Fill in the following fields on the overhead:

• Volume name = zebra

• Volume size = 250M

• Number of columns = 4

• Create file system = no

Selecting VM Disks

● If you select VM disks, you must select at least two and ensure
that they have sufficient space. The VM disks must belong to the same
disk group.

● If you do not select VM disks, disks with sufficient free space will
automatically be used.

Striped Volume/FS Create Form

The most widely used fields are:

Number of
columns:

Enter the number of stripe columns that the
volume’s plex is to have. If some number of
disks have already been selected, that
number of stripes appears in this field.

Stripe unit size: The width of a column of the volume’s plex.
Optimizing the stripe unit size is discussed in
detail in Module 8, "Introduction to
Performance Tuning."
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Setting Up a Striped Volume

Icon

Since this is a striped volume, it contains a single plex and multiple
subdisks. Striped plexes have a gap between each subdisk. If a file
system is mounted, the mount point appears below the icon.
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Setting Up a RAID 5 Volume

Using the GUI

1. Go to the view window corresponding to the disk group in which
you want to perform this operation.

2. Optional: Select the VM disks to be used for the new volume.

3. From the Basic Ops menu, select Volume Operations ➤
Create➤ RAID-5. The RAID-5 Volume/FS Create form is
displayed.

4. Complete this form, and select Apply. A new volume icon is
displayed:
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Setting Up a Striped Volume

Using the CLI

Use the vxassist command to create a RAID 5 volume:

# vxassist make volume_name length layout=raid5

For example:

# vxassist make pubs 400m layout=raid5

Note – You cannot include non-SPARCstorage Arrays disks in a
Volume Manager RAID 5 configuration.
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Setting Up a RAID 5 Volume

A RAID 5 configuration is one in which data is spread across equally
sized chunks that are allocated alternately and evenly across multiple
physical disks. Parity chunks are also created on the same disks, so
that each stripe contains the striped data and a single parity chunk.

✓ Fill in the following fields on the overhead:

• Volume name = mktg-db

• Create log subdisk = yes

• Number of columns = 3

RAID 5 Volume/FS Create Form

Volume size: Enter the desired volume size (data only, do not
include parity). This is the usable space in the
volume. Since RAID 5 reserves separate space
for parity, the actual space contained in the
plexes is larger than this size.

Create log subdisk: Log subdisks are used to store data and parity
before writing to disk. They are highly
recommended, in order to prevent data
corruption. Note that a RAID 5 log is different
from the dirty region log used with mirrored
volumes.

Number of
columns:

The number of columns that the volume’s plex is
to have. Typically, this should be four or more
columns. If you chose Yes in Create Log Subdisk
and you selected VM disks, this field will be
initialized to one fewer than the number of
selected VM disks.

Stripe unit size: The width of a stripe column (default is 32
sectors).
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Setting Up a Striped Volume

Icon

Since this is a RAID 5 volume, its plex contains multiple subdisks. A
separate plex is used for the log, if it exists. Log subdisks are indicated
by a double border around the subdisk.

The following example demonstrates how to calculate the total space
required. Assume you want to create a 300 Mbytes RAID 5 volume,
and you will be striping over four columns. 300 Mbytes is required to
store the data—how much additional space is required to store the
parity?

You must have 1 / (number-of-columns - 1) additional space for the
parity. In this example, you would need 1/(4-1) or 1/3 additional
parity space. Since our volume is 300 Mbytes, an additional 1/3 * 300,
or 100 Mbytes would be needed.
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Removing a Volume

When you remove a volume using the GUI Basic Operations, all
underlying plexes and subdisks are also automatically removed.

You could, if desired, manually perform all the steps that Volume
Manager does:

● Remove the volume:

● Select the volume, and from the Advanced Ops menu, choose
Volume ➤  Remove Volumes.

● The volume is removed, but its plexes and subdisks remain.

● Delete the removed volume’s plexes:

● Select the plexes, and from the Advanced Ops menu, choose
Plex ➤  Remove Plexes.

● The plexes and subdisk icons disappear. The plexes are
removed, but the subdisks remains on their disks and are now
categorized as free subdisks.

● Remove the removed volume and plexes’s subdisks:

● Identify the subdisk icons that formerly belonged to the
removed plex and volume. If projection is set to show free
subdisks (through the Projection menu), then the subdisk icons
will be highlighted.

● Select the subdisks, and from the Advanced Ops menu, choose
Subdisk ➤  Remove Subdisks.

Using the GUI

1. Go to the view window corresponding to the disk group in which
you want to perform this operation.

2. Select the volume that you want to remove.
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Removing a Volume

Using the GUI (Continued)

3. From the Basic Ops menu, select Volume Operations ➤ Remove
Recursively. A confirmation form is displayed:.

4. The volume icon and all corresponding plex and subdisk icons are
removed.

Using the CLI

The vxvol command is used to stop a volume before removing it.
When a volume is stopped, the plex changes color to indicate that it
has been disabled. (If you display the Properties form for the plex, you
would see that the Kernel State field changes from enabled to
disabled.)

The vxedit rm command is then used to remove a volume. The -r
option (recursive option) specifies that all associated plex and subdisk
objects should also be removed. The -f option (force option) is
required to remove an enabled volume. Note that a volume cannot be
removed, even with the -f option, if the corresponding volume block
or raw device is open or mounted.
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Removing a Volume

Using the CLI (Continued)

For more information see the on-line man pages for vxvol(1M) and
vxedit(1M).

1. Unmount the volume, and remove its entry from the
/etc/vfstab file.

2. Stop the volume:

# vxvol stop volume_name

For example:

# vxvol stop play

3. Remove the volume:

# vxedit -rf rm volume_name

For example:

# vxedit -rf rm play
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Adding a Mirror to a Volume

Using the GUI

A volume is most often mirrored in order to provide redundancy of
data. In some cases, a volume may also be mirrored to improve
performance. (If a volume is mostly used for read operations,
performance may be improved by mirroring all or part of the volume.)
In the Volume Manager GUI, a volume’s icon expands visibly and a
new mirror (plex) appears within its borders. Each plex on a mirrored
volume duplicates the information stored on that volume.

A mirror can be added to an existing volume by associating another
plex (of the correct length) to the volume. The layout of the mirror to
be added can be either simple or striped. The number of available VM
disks must be sufficient to accommodate the layout type of both the
existing volume and the mirror to be added.

1. Go to the view window corresponding to the disk group in which
you want to perform this operation.

2. Select the volume to which a mirror is to be added.

3. Optional: Select the VM disks to be used for the mirror.

4. To add a simple (not striped) mirror: from the Basic Ops menu,
select Volume Operations➤ Add Mirror➤ Simple.

Original volume Volume with
mirror attached
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Adding a Mirror to a Volume

Using the CLI

You can use the vxassist command to create a mirror for an existing
non-root volume.

Note – If you are creating more than one mirror for a volume, you
must wait until each mirror is completely made before you can create
the next one.

To create a mirror for an existing non-root volume:

# vxassist mirror volume_name

For example:

# vxassist mirror pubs
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Adding a Dirty Region Log

✓ Dirty region logging (DRL) was discussed in Module 3, "Volume Manager Introduction."
Review the purpose of the DRL before explaining the following procedure.

What is the purpose of the dirty region log? A dirty region log is a
bitmap that keeps track of which regions of the volume have been
updated. In the event of a system crash, only the updated regions of
the mirrored volume will need to be resynchronized.

What are the advantages and disadvantages of a dirty region log? A
dirty region log speeds up recovery time. It also adds an additional
write penalty to the volume; in addition to writing the new data to
each plex (mirror) in the volume, the dirty region log must also be
updated.

In this example, the first two plexes contain copies of the data in this
volume. The third plex, vol02-03, contains the logging subdisk
disk04-03 which holds the dirty region log for the volume.

Logging subdisks are denoted by a double border.

1. Using the GUI, go to the disk group view. For example, go to the
View of rootdg window.

2. Select the volume to which the dirty region log is to be added.

3. Optional: Select the VM disk to be used for the logging subdisk.

4. From the Basic Ops menu, select Volume Operations➤ Add Log.

5. A new plex containing the logging subdisk is added to the volume
icon:
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Removing a Mirror

Using the GUI

First, select the mirror (plex) that you want to remove. In this example,
you could either select the plex named pubs-01 or the plex named
pubs-02.

When you choose remove mirror from the Basic Ops menu, the mirror
and any associated subdisk icons disappear. Space formerly allocated
to the removed subdisks is returned to the free space pool.

Note that the last mirror associated with a volume cannot be removed.
In this case, you would remove the volume instead.

1. Go to the view window corresponding to the disk group in which
you want to perform this operation.

2. Select the mirror (plex) to be removed.

3. From the Basic Ops menu, select Volume Operations➤ Remove
Mirror.
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Removing a Mirror

Using the CLI

First, determine the name of the mirror (plex) that you want to remove
using the vxprint command. In this example, the two plexes are
named pubs-01 and pubs-02. Then, use the vxplex command to
dissociate and remove the plex. All associated subdisks are also
removed.

1. If necessary, determine the mirror (plex) name:

boulder# vxprint -ht pubs
Disk group: play

V  NAME USETYPE KSTATE STATE LENGTH READPOL PREFPLEX
PL NAME VOLUME KSTATE STATE LENGTH LAYOUT NCOL/WID MODE
SD NAME PLEX DISK DISKOFFS LENGTH [COL/]OFF DEVICE MODE

v  pubs fsgen ENABLED ACTIVE 102400 SELECT -
pl pubs-01 pubs ENABLED ACTIVE 102480 CONCAT - RW
sd play01-03 pubs-01 play01 128240 102480 0 c1t3d0s2 ENA
pl pubs-02 pubs ENABLED ACTIVE 102480 CONCAT  - RW
sd new02-03 pubs-02 new02 0 102480 0 c1t0d0 ENA

2. Dissociate and remove the mirror (plex) from its volume:

boulder# vxplex -o rm dis pubs-02
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Resizing Volumes

Resizing a Volume With a File System

1. Go to the disk group view, and select the volume whose file
system is to be resized.

2. From the Basic Ops menu, select File System Operations ➤ Resize.
The File System Resize form is displayed:

3. Complete the form, and select Apply.

Resizing a Volume Without a File System

1. Go to the disk group view, and select the volume to be resized.

2. From the Basic Ops menu, select Volume Operations➤ Resize. The
Volume Resize form appears.

3. Complete the form, and select Apply.
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Resizing Volumes

Using the CLI

The vxassist command can be used to grow or shrink a volume.
Take care not to shrink a volume below the current size of the file
system or database using the volume. See the man page for vxassist
for more details.

# vxassist growto volume_name length
# vxassist growby volume_name length
# vxassist shrinkto volume_name length
# vxassist shrinkby volume_name length

Volumes may or may not have a file system created on them. If a
volume does not have a file system created on it, it can be either grown
or shrunk. If a volume does have a file system created on it, it can only
be grown.

If a file system resides on a volume, the resize operation offered
through the File System Operations menu should be used to adjust
both the file system and the underlying volume.

Resizing a File System

A file system on a selected volume can be grown—but not shrunk—
according to current needs. The underlying volume is automatically
resized. To resize a volume with a file system, use the File System
Operations menu.

✓ Fill in the following fields on the overhead:

• Size/Amount = 400m (be sure to remember the suffix: m, k, or s)
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File System Resize Form

Resizing a volume is very similar, except that a volume can also be
shrunk as well as grown. However, be aware that shrinking a volume
may cause loss of data. To resize a volume without a file system, use
the Volume Operations menu (under Basic Ops).

Volume Manager won’t let you shrink a volume containing mounted
file system via the Volume Operations menu. This prevents the
possibility of losing the contents of the end of a file system whose
volume has been shrunk.

Mount point: The mount point for the file system to be resized
(cannot be changed).

Volume: The block device of the volume on which the file
system resides.

Current size: The current size of the file system to be resized
(cannot be changed).

Option: Select the type of resize operation to be
performed. This will determine whether the file
system is grown to a certain size, or grown by a
given amount.

Size/Amount: Enter the length to which the file system is to be
resized (including the m, k, or s suffix). If Grow
To is selected in the Option field, this field
should reflect the final size. If Grow By is
selected in the Option field, this field should
reflect the amount by which the size should
change.
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Resizing Volumes

Striped and RAID 5 volumes can be resized as easily as simple
volumes using Volume Manager. When a striped or RAID 5 volume is
increased in size, each column grows an equal amount to
accommodate the new size. New columns are not added. The same
number of columns are used, but each column is now longer.

When Volume Manager increases the size of a column, it first tries to
simply increase the size of the subdisks in that column. If that it not
possible, then Volume Manager will add new subdisks to the column.
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Resizing Volumes

Resizing a Striped Volume

In the first example in the preceeding figure, the striped volume
zebra is increased in size.

The original volume is striped over four columns, and uses one
subdisk per column. For example, the subdisk disk01-02 contains
the data in column 1 of the volume, and the subdisk disk03-03
contains the data in column 2.

In this example, Volume Manager creates four new equal-sized
subdisks, and adds one subdisk to each of the four columns. For
example, the subdisk disk04-01 is added to the first column in this
volume. Similarly, subdisk disk03-05 is added to the second column.

Resizing a RAID 5 Volume

In the second example in the preceeding figure, the RAID 5 volume
vol01 is increased in size. A new subdisk, disk02-08, is added to
the last column in the volume. The remaining two columns did not
receive any new subdisks because in this example, the original
subdisks in these columns had room to grow and were simply
increased in size.
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Snapshots

Snapshots provide a means for performing on-line backups of
volumes. Note, however, that this is not a completely 100 percent on-
line operation. In ensure the integrity of the backup, you will need to
stop access to the volume for a short period of time while the snapshot
volume is detached.

Note – You cannot use snapshots to perform backups of a RAID 5
volume because it is not possible for mirrors to be attached to RAID 5
volumes.

What does the snapshot operation do? It creates a new volume that is
a snapshot of an existing volume. This snapshot volume can be used to
create a backup of the original volume. After the backup is made, the
snapshot volume can be removed without losing any data.

The complete snapshot operation is divided into two phases: the
Snapstart operation and the Snapshot operation.

The Snapstart operation creates a write-only backup mirror, which is
attached to and synchronized with the volume to be backed up.
Bringing the mirror up to date may take some time (it depends on the
size of the volume), but the original volume does not need to be
stopped for this operation.

When synchronized with the volume, the backup mirror is ready to be
used as a snapshot mirror. However, it continues being updated until it is
detached during the actual snapshot phase of the procedure.

Therefore, the snapshot volume represents a consistent copy of the
original volume at the time of the Snapshot operation.

The Snapshot operation completes the procedure. It detaches the
finished snapshot plex, creates a new normal volume, and attaches the
snapshot plex to it. As this occurs, the original volume icon returns to
its former state and the backup plex moves over into the new snapshot
volume (which has the name specified in the Snapshot form).

The new snapshot volume remains as a consistent copy of the selected
volume at the time the snapshot (not the snapstart) was begun.



6

Volume Manager Volume Operations 6-33
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Snapshots

Creating a Snapshot

1. Select the volume to be used for backup/snapshot purposes.

2. From the Basic Ops menu, select Volume Operations ➤ Snapshot
➤ Snapstart.

Note – A snapshot mirror appears within the selected volume. As the
snapshot mirror is updated, its icon is grayed out. The time required
for this synchronization varies, depending on the size of the selected
volume.
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Snapshots

Creating a Snapshot (Continued)

When the snapshot is fully updated, its icon is no longer grayed
out.

3. Select the volume containing the snapshot mirror.

4. Unmount the file system, if any, or stop data base processes. This
ensures that the physical bit image on the disk drive is internally
consistent.

5. From the Basic Ops menu, select Volume Operations ➤ Snapshot
➤ Snapshot. The Snapshot form is displayed:

Write-only
backup mirror
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Snapshots

Creating a Snapshot (Continued)

6. Complete the form, then select Apply to activate the snapshot
operation. This typically takes only a few seconds.

7. Remount the file system, if any, or restart database processes.

8. Back up the snapshot volume to tape (or other media).

9. Remove the snapshot volume.

Original
Volume

Snapshot
Volume
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Snapshot Form

Using the CLI

If you choose to use the CLI, you would follow the same basic
procedure. However, instead of choosing the Snapstart and Snapshot
operations from the Basic Ops menu, you would use the vxassist
snapstart and vxassist snapshot commands.

# vxassist snapstart volume_name
# vxassist snapshot volume_name new_volume_name

For more information, see Sections 6.9, “Backing Up Your Data,” and
11.9, “Backing Up Your Data,” in the SPARCstorage Array User’s Guide.

Selected volume: Name of the volume to be used as the
snapshot source (cannot be changed).

Snapshot name: The name of the snapshot volume to be
created as a backup. Although a default
name appears in this field, a name that more
closely resembles that of the selected volume
should be used for easier association. The
maximum length is 14 characters.
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Displaying Properties of a Volume

Using the GUI

You can display a Properties form for various objects displayed by
Volume Manager. Properties forms provide detailed information about
the characteristics of a particular object.

You can adjust some of the displayed properties by entering the
appropriate fields and then selecting the Apply button at the bottom of
the window.
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Displaying Properties of a Volume

Using the GUI

1. Move the pointer over the desired volume icon and click Shift-
RIGHT. The Properties form will be displayed.

2. If you want to change the user (owner), group, or mode
(permissions) for a volume in the GUI, you must do it within the
Properties form.

Using the CLI

You can use the vxedit and vxvol commands to change information
about a volume. The vxedit command sets those attributes that are
not usage-type-dependent. Examples include the user, group, and
mode fields. The vxvol command sets those attributes that are usage-
type dependent. Examples include length, log type, and log length.

To change the volume read policy, the vxvol rdpol command is
used. See the on-line manual page for vxvol(1M) or the SPARCstorage
Array User’s Guide for more information.

# vxedit set user= username group= groupname
mode=num volume

For example:

# vxedit set user=me group=admin mode=777 docs

Displaying and Changing Properties

Caution – If you need to change the user (owner), group, or mode
(permissions) for a volume, you must do it from within Volume
Manager (GUI or CLI). If you simply use a UNIX command, such as
chmod or chown, the values will be changed temporarily; but when
the system reboots, the values will revert to those stored in the Volume
Manager databases.

!



6

Volume Manager Volume Operations 6-39
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Displaying Relationships Between Objects

This example illustrates selecting volume vol01 for projection. The
corresponding subdisks—disk04-01 and disk05-0—are highlighted
both in the volume icon and in the VM disk icons.

Volume Projections

1. To show projections: Click the Shift-MIDDLE on the volume icon.

2. To stop projections: Click Shift-MIDDLE on the icon again.

Note – You can also turn projection on and off using the Projection
menu.

Projection turned on for
volume vol01
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Displaying Relationships Between Objects

✓ First, review what is meant by projection. Then present some examples.

✓ Projection highlights those objects that the selected object is composed of and illustrates
the relationship between the objects. (Projection is best understood by experimenting
during the lab exercises.)

You can also project from the following Volume Manager objects:

● Plex – Highlights all subdisks associated with the plex

● Subdisk – Highlights associated plex and volume, and all other
subdisks associated with the plex

● VM disk – Highlights all plexes associated with the subdisks that
reside on the disk

● Physical disk (from the View of SPARCstorage Array window) –
Highlights the associated VM disk

You cannot project from a VM disk back to the physical disk, but this
is not typically a problem as the physical device name is displayed
beneath the VM disk icon. You can project from a physical disk icon (in
the SPARCstorage Array window) to the corresponding VM disk icon
(in a disk group view).

Note – When projection is turned on and left on from two different
objects, any icon that happens to be related to both of these objects
receives two “layers” of projection highlighting. Projection must then
be turned off from both objects that started it before the double-
highlighted icon returns to its normal state.
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References

● The on-line manual pages for vxassist(1M), vxvol(1M),
vxedit(1M), and vxprint(1M)

● The on-line Help button in the Properties form
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Volume Operations—Lab 6L

Purpose

This lab will help you to become familiar with common volume
creation and manipulation techniques used in Volume Manager.

Prerequisites

● Completion of Module 5, "Volume Manager Volume Operations"

Objectives

Upon completion of this module, you will be able to:

● Use Volume Manager to create simple, striped, and RAID 5
volumes

● Use Volume Manager to remove a volume

● Use Volume Manager to add a mirror to a volume

● Use Volume Manager to remove a mirror from a volume

● Use Volume Manager to resize a volume

● Use snapshots to perform backup of a volume

● Use Volume Manager to display properties of a volume

● Use projections to display relationships between volumes and
other VM objects
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✓ The lab exercises use the Basic Operations menu of the Volume Manager. You may wish to
have the students perform the lab as is, and then go back and attempt to perform the
same set of exercises using Advanced Operations. This will give the students additional
hands-on experience and prepare them for situations where more direct control over disk
usage and system behavior is required.
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Creating a Simple Volume

1. Go to a disk group view, and select a VM disk icon.

2. From the Basics Ops menu, select Volume Ops➤ Create➤  Simple.

3. Fill out the Simple Volume/FS Create form with the following
information and then click on Apply:

● Volume Name = ledger

● Size = 15m

● Usage = gen

● Create log subdisks = no

● Create file system = no

4. Verify that a new icon for this volume is displayed in the disk
group view.

a. How many subdisks does this volume contain?
______________________________________________________

b. What are the names of the subdisks?
______________________________________________________

c. What is the name of this volume’s plex?
______________________________________________________

5. Use the LEFT and MIDDLE mouse buttons to practice selecting
and un-selecting Volume Manager objects. Notice how the
highlighting changes when objects are selected.

● VM disk

● Volume

● Plex

● Subdisk

6. Go to the Volume Manager root window and click LEFT on the
Volumes view button. The View of Volumes window will be
opened. Verify that an icon for the new ledger volume is
displayed in this window as well.
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Create a Simple Volume

✓ You may want to create separate disk groups for each group of course participants. You
may also want to have each group create unique names for their volumes. One suggestion
would be to append the disk group name to the volume name. For example, if the disk
group is named g1 , a volume created in this disk group would be named ledger_g1 .

7. Verify that a new icon for this volume is displayed in the View of
rootdg window.

a. How many subdisks does this volume comprise?

✓ May vary; typically 1 subdisk.

b. What are the names of the subdisks?

✓ May vary; typically disk01-01.

c. What is the name of this volume’s plex?

✓ May vary; typically ledger-01.



6L

Volume Operations—Lab 6L-5
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Creating a Simple Volume Larger Than One Physical Disk

1. Go to a disk group view, and deselect any Volume Manager
objects that are currently selected.

2. From the Basics Ops menu, select Volume Ops ➤ Create ➤  Simple.

3. Fill out the Simple Volume/FS Create from with the following
information, and then click on Apply:

● Volume Name = payables

● Size = 2400m

● Usage = gen

● Create log subdisks = no

● Create file system = no

4. Verify that a new icon for this volume is displayed in the disk
group view. Note that the subdisks in the volume icon do not have
any gaps between them. This indicates the volume is using
concatenation, and not striping, for this plex.

a. How many subdisks does this volume comprise?
________________________________________________________

b. What are the names of the subdisks?
________________________________________________________

c. On which Volume Manager disks are these subdisks located?
________________________________________________________

d. On which physical disks are these subdisks located?
________________________________________________________

e. What is the name of this volume’s plex?
________________________________________________________
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Creating a Simple Volume Larger Than One Physical Disk

5. Verify that a new icon for this volume is displayed in the View of
rootdg window.

a. How many subdisks does this volume comprise?

✓ Will vary; typically two subdisks.

b. What are the names of the subdisks?

✓ Will vary.

c. On which Volume Manager disks are these subdisks located?

✓ Will vary.

d. On which physical disks are these subdisks located?

✓ Will vary.

e. What is the name of this volume’s plex?

✓ payables-01
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Creating a Striped Volume

1. Go to a disk group view, and select four Volume Manager disk
icons. (Click LEFT on the first disk icon, and then click MIDDLE
on the remaining three icons.)

2. From the Basic Ops menu, select Volume Ops➤ Create➤ Striped.

3. Fill out the Striped Volume/FS Create form with the following
information and then click on Apply:

a. Volume name = home

a. Volume size = 10m

a. Number of columns = 4

a. Stripe unit size = 32

a. Create file system = no

Note – An unrealistically small size of 10m is used to speed up the lab
exercises.

4. Verify that a new icon for this volume is displayed in the View of
rootdg window.

5. How does the icon for a striped plex differ from the icon for a
concatenated plex (for example, the plex for the payables
volume)?

✓ The subdisks in a striped plex are separated by gaps; the subdisks in a concatenated plex
do not have any gaps between them.
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Creating a RAID 5 Volume

1. Go to a disk group view.

2. From the Basic Ops menu, select Volume Ops ➤ Create ➤ RAID-5.

3. Fill out the RAID 5 Volume/FS Create form with the following
information and then click on Apply:

● Volume name = raid-vol

● Volume size = 300M

● Create log subdisk = yes

● Number of columns = 4

● Stripe unit size = 32

● Create file system = no

Note – Since you are specifying four columns plus a log subdisk, you
will need five VM disks: four VM disks for the data and parity, and
one additional VM disk to contain the log subdisk.

4. Verify that a new icon for this volume is displayed in the disk
group view.

5. How does the icon for a RAID 5 volume differ from the icon for a
striped volume?

✓ It will have “RAID-5” instead of “V” at the top.

6. Which subdisk contains the RAID 5 log?

✓ Will vary.

7. How large is the RAID 5 logging subdisk?

✓ Will vary depending on the size of the RAID 5 stripe width.
Hint: To determine the size of the subdisk, click Shift-RIGHT on the subdisk icon to
display its Properties form.
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Volume Properties

Displaying Properties Forms

1. Go to a disk group view.

2. Display the Properties forms for the following types of VM objects
by moving the pointer over the corresponding icon and clicking
Shift-RIGHT:

● Volume

● Plex (striped, RAID-5, and simple/concatenated)

● Subdisk

● VM Disk

3. Note the different types of information contained in each
Properties form.
________________________________________________________
________________________________________________________
________________________________________________________

Changing the Properties of a Volume

1. Go to a disk group view, and display the properties form for a
volume.

2. Modify the Mode entry to be some other value (for example,
0640) and then click on the Apply button.

3. Use the ls command to verify the change:

# ls -l /dev/vx/dsk/< disk group >/< volume name >

For example:

# ls -l /dev/vx/dsk/rootdg/payables
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Resizing a Volume

1. Go to View of rootdg window, and select the payables volume
icon.

2. From the Basic Ops menu, select Volume Ops➤ Resize.

3. Fill out the Volume Resize Form with the following information,
and then click on Apply:

● Option = Shrink to

● Size/Amount = 20m

4. How did the volume icon for the payables volume change?

✓ May vary, but most likely one of the subdisk icons will disappear because it is no longer
needed.

5. Increase the size of a striped or RAID-5 volume. Did Volume
Manager add additional subdisks to each column, or did it grow
the existing subdisks?

✓ Will vary.
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Removing a Volume

1. Go to View of rootdg window, and select the payables volume
icon.

2. From the Basic Ops menu, select Volume Operations ➤ Remove
Volumes Recursively.

3. Verify that the volume icon and the associated plex and subdisk
icons for the payables volume are removed from the Volume
Manager windows.
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Adding a Simple Mirror

1. Go to a disk group view, and select the ledger volume icon.

2. From the Basic Ops menu, select Volume Ops ➤  Add Mirror ➤
Simple.

3. Verify that the volume’s icon expands, and a new mirror appears
within its border.

a. What is the name of plex that was used for the mirror?

✓ May vary; typically ledger-02.

b. What subdisks were used for the mirror?

✓ Will vary.

c. On which Volume Manager disks are these subdisks located?

✓ Will vary.

d. On which physical disks are these subdisks located?

✓ Will vary.
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Adding a Striped Mirror

1. Go to a disk group view, and select the ledger volume icon.

2. From the Basic Ops menu, select Volume Ops ➤ Add Mirror ➤
Striped.

3. Verify that the volume’s icon expands again, and the second
mirror appears within its border.

a. How many stripes did Volume Manager use by default?
_____________________________________________________

b. What subdisks were used for this mirror?
_____________________________________________________

c. On which Volume Manager disks are these subdisks located?
_____________________________________________________

d. On which physical disks are these subdisks located?
_____________________________________________________
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Removing a Mirror

1. Select one of the plex icons in the ledger volume.

2. From the Basic Ops menu, select Volume Ops➤ Remove Mirror.

3. Verify that the mirror icon and the associated subdisks are
removed from the Volume Manager windows.
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Dirty Region Logging

In this exercise, a dirty region log is added to a mirrored volume.
Recall that a dirty region log is a bitmap that keeps track of which
regions of the volume have been updated. In the event of a system
crash, only the updated regions of the mirrored volume will need to be
resynchronized. This speeds recovery time, but adds an additional
write penalty to the volume: in addition to writing the new data to
each plex (mirror) in the volume, the dirty region log will also be
updated.

Adding a Dirty Region Log

1. Go to a disk group view, and select the ledger volume icon.

2. From the Basic Ops menu, select Volume Ops➤ Add Log.

3. How did the volume icon change?

✓ A new plex containing a log subdisk was added.

4. How can you differentiate a log subdisk from a data subdisk?

✓ A log subdisk has a double border box.

5. How large is the log subdisk that was created for this volume?

✓ May vary depending on the size of the volume; click Shift-RIGHT on the subdisk icon to
display its Properties Form.

Removing a Dirty Region Log

1. Select the plex icon that contains the dirty region log for the
ledger volume.

2. From the Basic Ops menu, select Volume Ops➤ Remove Mirror or
Log.

3. Verify that the plex icon and the associated log subdisk are
removed from the volume icon and from the VM disk icon.
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Projections

Using the Projection Menu

1. Go to the View of rootdg window, and select a volume icon.

2. From the Projection menu, select Icon Projection➤ Start. What
related Volume Manager objects are highlighted?

✓ When a volume is selected for projection, the corresponding subdisks are highlighted
both in the volume icon and in the VM disk icons.

3. From the Projection menu, select Icon Projection➤ Stop.

4. Select a plex icon and repeat. What related Volume Manager
objects are highlighted?

✓ When a plex is selected for projection, the corresponding subdisks are highlighted.

5. From the Projections menu, select Icon Projection➤ Stop All.

Using the Keyboard Shortcuts

1. You can also display the relationships (projections) using keyboard
shortcuts. Move the pointer over a subdisk icon and click Shift-
MIDDLE.

2. What related Volume Manager objects are highlighted?

✓ When a subdisk is selected for projection, the associated plex and volume, and all other
subdisks associated with the plex are highlighted.

3. Move pointer over the same subdisk icon and click Shift-MIDDLE
again. The projection for the selected subdisk will be stopped.

4. Repeat for a VM disk. What related Volume Manager objects are
highlighted?

✓ When a VM disk is selected for projection, all plexes associated with the subdisks that
reside on that disk are highlighted.
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Projections

Projecting Physical Disks

1. Open the View of SPARCstorage Array window and a disk group
view.

2. Click Shift-MIDDLE on a physical disk icon in the SPARCstorage
Array window. Which VM disk icon in the disk group view is
highlighted?
________________________________________________________
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Creating a Snapshot

1. Go to the View of rootdg window and select the home volume.

2. From the Basic-Ops menu, select Volume Operations ➤ Snapshot
➤ Snapstart.

3. How did the volume icon change?

✓ It expanded, and a new plex (backup mirror) was added.

4. Wait until the backup mirror is fully updated (its icon is no longer
grayed out)—this can take several minutes for a large volume.

5. Select the home volume, and unmount any file systems. Why is it
recommended to unmount file systems and stop any database
processes before performing the Snapshot operation?

✓ To ensure a consistent backup.

6. From the Basic-Ops menu, select Volume Operations ➤ Snapshot
➤ Snapshot. The snapshot form will appear.

7. Select Apply to activate the snapshot operation – this typically
takes only a few seconds. What new Volume Manager object was
created?

✓ A new volume object was created.

8. How did the original home volume change?

✓ The backup mirror (plex) was detached, or removed.

9. What is the difference between the Snapshot➤ Snapstart operation
and the Snapshot➤ Snapshot operation?

✓ The Snapstart operation creates a write-only backup mirror, which is attached to and
synchronized with the volume to be backed up. (After it is synchronized with the volume,
its icon is no longer grayed out.) It will continue to be updated until it is detached during
the actual snapshot operation. The Snapshot operation detaches the finished snapshot
plex, creates a new normal volume, and attaches the snapshot plex it.

10. Remount any file systems.
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Removing a Snapshot

1. Optional: Backup the snapshot volume to tape.

2. Select the snapshot volume.

3. From the Basic Ops menu, select Volume Operations➤ Remove
Volumes Recursively. The volume icon will be removed.
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Using the CLI to Create Volumes

1. Display the on-line help on the vxassist command:

# vxassist help
# vxassist help attr

2. Use the vxassist command to create a simple (concatenated)
volume named test that is 20m in size.

# vxassist -g group_name  make test 20m

3. Use the vxassist command to create a striped volume named
stripe that is 20m in size.

# vxassist -g group_name  make stripe 20m
layout=stripe

What is the default number of columns used by vxassist?

✓ 2

4. Use the vxassist command to create a striped volume named
stripe4 that is 20m in size and is striped over 4 columns.

# vxassist -g group_name  make stripe4 20m
layout=stripe columns=4

5. Use the vxassist command to create a RAID 5 volume named
raid that is 20m in size.

# vxassist -g group_name  make raid 20m layout=raid5
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Use the CLI to Remove Volumes

1. Use the vxvol stop command to stop the volume named raid
that you created previously.

# vxvol stop raid

What happens to that volume’s plex?

✓ It changes color to indicate that it is disabled.

2. Use the vxedit command to remove the raid volume:

# vxedit -rf rm raid

3. Repeat these steps to remove the remaining volumes that were
created with the CLI:

● test

● stripe

● stripe4

# vxvol stop stripe stripe4 test
# vxedit -rf rm stripe stripe4 test
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Volume Manager File System
Operations 7

Purpose

This module describes common file system operations that can be
performed using Volume Manager. Both the GUI and the command
line interface (CLI) are presented.

Prerequisites

● Completion of Module 3, "Volume Manager Introduction" and
Module 5, "Volume Manager Volume Operations"

Objectives

Upon completion of this module, you will be able to:

● Add a file system to an existing volume

● Mount and unmount file systems using the Volume Manager GUI

● Check file systems using the Volume Manager GUI

● Display file system properties using the Volume Manager GUI

● Modify volume properties such as owner, group, and permissions

✓ Operations specific to file systems are described in this module. Creating a volume that
contains a file system and resizing a volume that contains a file system were covered in
the previous module, "Volume Manager Volume Operations."

✓ Because most, if not all, of these topics should be familiar to the course participants, the
instructor can elect to treat this module as a self-paced lab exercise. The lecture portion
can be omitted, and the participants can work through the module in the lab.
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Adding a File System to a Volume

Using the GUI

Earlier, we saw how to create simple, striped and RAID 5 volumes. At
creation time, we had the option to create and mount a file system. If
we chose not to do so, we could later add a file system to a volume
using the Make File System form or by manually running the mkfs
command.

What is the difference between the Create and Make File System
options in the Basic Ops➤ File System Operations menu? The Create
option creates the underlying volume, and then runs the newfs
command to create a new file system on that volume. The Make File
System option assumes the volume already exists. It only runs the
newfs command to create a new file system.

What is one advantage of using the CLI (not the GUI) to create the file
system? You can change the default values used when creating the file
system. For example, in almost all situations you can safely set
minfree to 1 percent. This is particularly important for large file
systems. By default, mkfs uses minfree = 10, which results in 10
percent of the disk space being unavailable; also, the default bytes per
inode is 2048. Unless the file system will consist of many small files,
this can be safely increased to 8192.

✓ Fill in the following fields on the overhead:

• Mount point = /tools

1. Go to a disk group view; for example, go to the View of rootdg
window.

2. Select the volume on which to make the file system.
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Adding a File System to a Volume

3. From the Basic Ops menu, select File System Operations ➤ Make
File System. The Make File System form is displayed:

4. Complete the form, and then click on Apply.

Using the CLI

Use either the mkfs or the newfs command to create a file system:

# mkfs /dev/vx/rdsk/rootdg/pubs 12288
12288 sectors, 6144 blocks of size 1024
1320 inodes, 5294 data blocks, log size 512
1 allocation units of 5630 blocks, 1320 inodes, 5294
data blocks
first allocation unit starts at block 514
overhead per allocation unit is 336 blocks

Note – The size of the file system (12288 in this example) must be the
same size or smaller than the volume on which the file system is
mounted.
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Make File System Form

✓ This is discussed in more detail in Module 8, "Introduction to Performance Tuning."

Device Name: Displays the block device on which to make
the file system. This corresponds to the name
of the selected volume, and cannot be
changed.

File System Size: Displays the length of the file system to be
created. If no units are specified, sectors are
assumed. This length should typically
correspond to the length of the volume on
which the file system is to be made. The
default file system size will be the size of the
underlying volume. Unless you are doing
something nonstandard, you do not want to
change this size.
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Mounting a File System

Using the GUI

✓ Mounting file systems should be a complete review for participants meeting the course
prerequisites. To review, a file system must be mounted before files can be accessed or
created. Unmounting a file system makes the files inaccessible.

Volume Manager creates both a raw and a block device for each
volume. These devices are located:

/dev/vx/rdsk/disk_group_name/volume_name
/dev/vx/dsk/disk_group_name/volume_name

You can mount and unmount file systems using either the Volume
Manager GUI or the CLI. Note that when a file system is currently
mounted, the mount point is displayed under the volume icon in the
Volume Manager view windows.

1. Go to a disk group view; for example, go to the View of rootdg
window.

2. Select the volume containing the file system to be mounted.

3. From the Basic Ops menu, select File System Operations ➤ Mount.
The Mount File System form is displayed:

4. Complete the form, and then click on Apply.
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Mounting a File System

Using the CLI

The standard mount and umount commands are used. Point out the
device name (/dev/vx/dsk/rootdg/tools) that is used as an
argument to the mount command.

Use the mount command to mount a file system:

# mount device-name mount-point

For example:

# mount /dev/vx/dsk/rootdg/tools  /tools

✓ Fill in the following fields on the overhead:

• Mount point = /tools

Volume

Disk group
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Mount File System Form

Unmounting a File System

To unmount a file system, select the volume containing the file system
and then select Basics Ops➤ File System Operations➤ Unmount. The
file system can be unmounted only if the mount point is not busy.

Device Name: Displays the block device name on which to
mount the file system. This corresponds to the
name of the selected volume and cannot be
changed.

Mount Point: Enter the desired mount point. If it does not
already exist, Volume Manager will create it.

Mount
Automatically:

If yes is selected, Volume Manager will add an
entry to the /etc/vfstab file to mount the file
system every time the system comes up.
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Checking a File System

Using the GUI

1. Go to a disk group view; for example, go to the View of rootdg
window.

2. Select the volume containing the file system to be checked.

3. Unmount the file system to be checked.

4. From the Basic Ops menu, select File System Operations➤ Check
File System:

5. Go to the Command Info window to see the output of the fsck
command.

Using the CLI

Use the fsck command to check a file system:

# fsck device-name

For example:

# fsck /dev/vx/rdsk/rootdg/tools
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Checking a File System

Using the CLI (Continued)

You can check a file system for consistency using the GUI. This
procedure simply runs the command fsck for the selected file system.
The output is displayed in the Volume Manager Command Info
window.

In order for this operation to succeed in the GUI, the file system must
be unmounted.



7

7-10  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Displaying File System Properties

Using the GUI

1. Select a volume whose mounted file system’s properties are to be
displayed.

2. From the Basic Ops menu, select File System Operations ➤
Display Operations. The File System Properties form will be
displayed:

3. You can select a different mounted file system from the menu box
in the upper left corner of this form.

✓ All fields in this Properties form are read only, so this form cannot be used to change file
system attributes.
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Displaying File System Properties

File System Properties Form

Mount point: Mount point of the file system

Device: Block device on which this file system resides

Block size: The block size of this file system

Default block size: Fundamental file system block size

Total disk space: Megabytes of disk storage on this file system

Disk space available: Megabytes of disk storage on this file system that is
available for use

Capacity: Percentage of the total disk storage space still
available for use (disk space available/total disk
space)

Total files: Maximum number of files allowed on this file system

Free files available: Number of files that still may be created on this file
system

FS type: The file system type (such as ufs)

Max file name
length:

Maximum number of characters that a file name may
be on this file system (imposed by the file system)

FS attributes:

Read only Cannot be written to

No setuid Does not support the setuid/setgid semantics

No truncate Does not truncate file names longer than NAME_MAX,
the maximum filename length as defined in the
system header files
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References

● SPARCstorage Array User’s Guide
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VM File Systems — Lab 7L

Purpose

This lab will provide you with hands-on experience with common file
system operations that can be performed using Volume Manager.

Prerequisites

● Completed Module 3, "Volume Manager Introduction," Module 5,
"Volume Manager Volume Operations," and Module 6, "Volume
Manager File System Operations"

Objectives

Upon completion of this module, you will be able to:

● Add a file system to an existing volume

● Mount and unmount file systems using the Volume Manager GUI

● Check file systems using the Volume Manager GUI

● Display file system properties using the Volume Manager GUI

● Modify volume properties such as owner, group, and permissions
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Creating a Simple Volume

1. Go to a disk group view.

2. Optional: Select a Volume Manager disk icon.

3. From the Basic Ops menu, select File System Operations ➤ Create
➤ Simple.

4. Fill out the File System Create form with the following
information, and them click on Apply:

● Volume name = tools

● Size = 15 m

● Usage = fsgen

● Create log subdisks = no

● Create file system = yes

● Mount point = /tools

● Mount automatically = yes

5. Verify that a new volume icon is displayed in the disk group view
window, and that the mount point is displayed under the icon.
(When the mount point is displayed, it indicates that the file
system is currently mounted.)

6. Go to a Shell Tool or Command Tool, and execute the mount
command. On which device is the /tools file system mounted?

✓ /dev/vx/dsk/rootdg/tools

7. Display the contents of /etc/vfstab. Which entry was added?

✓ An entry for the /tools file system was added.

✓ If disk subsystem hardware is being shared, each lab group should use unique names for
the file systems they create. One way to do this is to have them append a number (or the
name of their disk group) to the suggested file system name. For example, if the lab
exercise asks the participant to create a volume named tools  and mount it as /tools ,
the first lab group can create the volume tools_1 , and mount it as /tools_1 . Or, you can
have each lab group create its own subdirectory to use as a mount point.
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Add a File System to an Existing Volume

1. Go to the disk group view and verify that the home volume exists.
(If it doesn’t exist, create a home volume by selecting Basic Ops ➤
Volume Ops ➤ Create and using the default values.)

2. Select the home volume icon, and from the Basic Ops menu, select
File System Operations➤ Make File System.

3. Fill out the Make File System form with the following information,
and then click on Apply:

● File system size = use default value (the size of the underlying
volume)

● Mount file system = yes

● Mount point = /home

● Mount automatically = yes

4. Verify that the mount point appears under the volume icon in the
View of rootdg window.

5. In a Shell Tool or Command Tool execute the mount command
and verify that the file system is currently mounted.

6. How does the menu item File System Operations➤ Create differ
from the menu item File System Operations➤ Make File System?
________________________________________________________
________________________________________________________

7. How does the menu item File System Operations➤ Create differ
from the menu item File System Operations➤ Make File System?

✓ The Create option creates the underlying volume as well as the file system. The Make File
System option only creates the file system; it assumes the underlying volume already
exists.
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Unmounting a File System

1. Go to the disk group view and select the /home volume icon.
From the Basic Ops menu, select File System Operations ➤
Unmount.

2. Verify that the mount point disappears from under the volume
icon in the disk group view.

3. In a Shell Tool or Command Tool, execute the mount command
and verify that the file system was unmounted.

4. Display the contents of the /etc/vfstab file. Was the entry for
the /home file system removed from this file? ___________

5. Display the contents of the /etc/vfstab file. Was the entry for
the /home file system removed from this file?

✓ No, the file system is unmounted, but the entry is not removed from the /etc/vfstab file.
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Mounting a File System

1. Go to the disk group view and select the home volume icon.

2. From the Basic Ops menu, select File System Operations ➤ Mount.

3. Verify that the mount point reappears under the volume icon in
the View of rootdg window.

4. In a Shell Tool or Command Tool execute the mount command
and verify that the file system is now mounted again.
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Checking a File System

1. Go to the disk group view and select the home volume icon.

2. From the Basic Ops menu, select File System Operations ➤ Check
File System (fsck).

3. What error message is displayed?
________________________________________________________

4. Unmount /home file system, and repeat the operation: from Basic
Ops menu select File System Operations➤ Check File System.

5. Verify successful completion of this command in the Commands
Window.

6. What error message is displayed?

✓ Can’t check file system (run fsck) on a mounted file system.
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Displaying the Properties Form for a File System

1. Go to the disk group view and select a volume icon that contains a
mounted file system. (The mount point will be displayed under
the volume icon.)

2. From the Basic Ops menu, select File System Operations ➤
Display Properties. The Properties form for the selected file system
will be displayed.

3. Choose another file system from the menu in the upper left corner
of the Properties form. Notice how the Properties form is updated
to reflect the properties of the new file system.
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Volume Manager Disk Group
Operations 8

Purpose

This module describes the various disk group operations that can be
performed using Volume Manager. Both the GUI and the command
line interface (CLI) are presented.

Prerequisites

● Completion of Module 3, "Volume Manager Introduction," and
Module 5, "Volume Manager Volume Operations"

Objectives

Upon completion of this module, you will be able to

● Create a new disk group

● Add disks to a disk group

● Remove disks from a disk group

● Move disks from one disk group to another

● Import and deport disk groups

● Move disk groups from one host to another
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Overview

● Disk groups facilitate moving disks between systems:

● The first system deports the disk group

● The second system can then import the disk group and start
accessing it

● All disk groups across all systems should have unique names.

● Each system must have a disk group named rootdg. In general,
this disk group should be kept small.

● The rootdg disk group cannot be imported or deported.

What’s one of the main purposes of disk groups? Disk groups facilitate
moving disks between host systems, and are an important piece in
enabling high availability. Disk groups also allow you to group storage
according to department or application.

Disk groups facilitate moving disks between host systems. Disk
groups can be deported and imported. Deporting a disk group disables
access to that disk group by that host. Another host can then import
the disk group and start accessing all disks in the disk group.

A host can only import disk groups with a unique names. Therefore,
all disk groups on all systems (with the exception of rootdg, which is
required) should be given unique names. If one system fails, another
system running Volume Manager can import its non-rootdg disk
groups and provide access to them.

Also, remember that the disk group configuration information is
stored on one or more VM disks within the disk group. Because the
information is stored on the disks themselves, and not on the host
system, it is easy to move disk groups from one host to another.

Discuss the importance of setting up disk groups carefully. In most
cases, the rootdg disk group should be kept small and should contain
only disks which will not need to be moved to a different system. This
is because the disk group rootdg cannot be imported by another
system.
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Overview

The disk group rootdg, and all other disk groups, must contain at
least one disk. However, at least two disks are recommended per disk
group so that copies of the disk group configuration can be stored on
multiple disks for redundancy reasons.

It is easy to move an entire disk group between hosts—provided the
disk group name is unique. It is also easy to move an “empty” VM
disk (one that doesn’t contain any Volume Manager objects) between
hosts. However, it is more complex to move one or more populated
VM disks from one disk group to another, when VM disks are
removed from a disk group, the configuration information is not
saved! Care should therefore be taken when setting up disk groups.



8

8-4  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May  1997

Creating a New Disk Group

Using the GUI

1. Open the View of SPARCstorage Array window, and select the
physical disk that you want to bring under Volume Manager
control.

2. From the Commands menu, select Volume Manager ➤  New Disk
Group. This will display the Disk Group Initialize Form:

3. Enter a name for the new disk group, and then click on Apply.
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Creating a New Disk Group

Using the CLI

Use the vxdiskadd command. You will be prompted for the disk
group, and can enter a new disk group name.

# vxdiskadd c2t3d1sc

During the installation, all disks were added to the default disk group,
rootdg. During the custom installation, you could choose to leave
disks alone and not bring them under Volume Manager control. Then,
at a later time, you can add these disks to new disk groups.

To create a new disk group using the GUI, you must first select a
physical disk that currently doesn’t belong to a disk group. Then,
choose Volume Manager ➤  New Disk Group from the Commands
menu. This will display the Disk Group Initialize form. Enter the new
disk group name and click on Apply. A new disk group will be
created, and the physical disk that was selected will be added to this
disk group. Additional physical disks can now be added to this disk
group using “drag and drop” from the GUI.
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Removing a VM Disk From a Disk Group

In order to remove a VM disk from a disk group, it cannot contain any
subdisks. If any subdisks exist, they should either be deleted or moved
to another VM disk.

Using the GUI

1. Remove any subdisks from the VM disk icons—either delete them,
or move them to another VM disk.

2. Select the desired VM disks icons.

3. From the Advanced Ops menu, choose Disk Group ➤  Remove
Disks:

Note – This procedure removes a VM disk from a disk group only
until the next reboot because the private region still exists on the
physical disk. To permanently remove a disk from Volume Manager
control, relabel the physical disk and remove the private region.

Using the CLI

If you use the vxdiskadd command to add a disk to Volume Manager
control, you will be prompted for the disk group. If you enter a new
disk group name, Volume Manager will create the disk group.
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Removing a VM Disk From a Disk Group

Using the CLI (Continued)

You can use the vxdg rmdisk command to remove a disk from a disk
group. Note that this does not affect the data on the disk. If the VM
disk contains subdisks, remove them from the configuration data base
before removing the VM disk.

1. Move subdisks to another VM disk, or, if you do not want to keep
the volume under Volume Manager control, remove the volumes
from the configuration database:

# vxvol stop volume_name
# vxedit -r rm volume_name

For example:

# vxvol stop pubs
# vxedit -r rm pubs

2. Remove the VM disk from the disk group:

# vxdg rmdscisk disk_name

Note – Removing a VM disk from a disk group removes the
configuration information from the disk, but it does not affect the data.

✓ You cannot remove the last disk in a disk group using this procedure. Instead, you must
deport the disk group in order to remove the last disk.

Why might you want to remove a VM disk from a disk group? You
may want to move the VM disk to a different disk group. Or, you may
no longer want to keep the disk, and the data on its partitions, under
Volume Manager control.
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Moving a VM Disk to a Different Disk Group

Using the GUI

Note the corresponding physical disk device of the VM disk, then
remove the VM disk from the disk group.

Next, go to the View of SPARCstorage Array window and select the
physical disk icon and add it to the new disk group.

1. Note the physical disk device of the desired VM disk.

2. Select the VM disk icon (it cannot contain any subdisks).

3. From the Advanced Ops menu, choose Disk Group ➤  Remove
Disks. The VM disk icon will disappear.

4. Go to the View of SPARCstorage Array, and select the physical
disk icon.

5. From the Commands menu, select Volume Manager ➤  Add Disk.

6. Fill out the Add Disk form, and click on Apply.

Using the CLI

First, remove the disk from the original disk group using the vxdg
rmdisk command. This takes as an argument the VM disk name.

Next, use the vxdg adddisk command to add the disk to the new
disk group. The -g option is used to specify the new disk group. The
last argument in this example, new02=c1t3d0, specifies that the
physical disk c1t3d0 is to be added as a VM disk named new02.

In this example, physical disk c1t3d0 belongs to rootdg, and is
assigned to VM disk disk04. This disk does not contain any subdisks.
It is being moved to the disk group new_dg, and is given the new VM
disk name new02.

1. Remove the disk from the first disk group:

# vxdg rmdisk disk04
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Moving a VM Disk to a Different Disk Group

Using the CLI (Continued)

2. Add the disk to the new disk group:

# vxdg -g new_dg adddisk new02=c1t3d0

✓ This procedure illustrates how to move an “empty” VM disk (one that does not contain
any subdisks) from one disk group to another. Moving a populated VM disks is explained
on the next several pages.

You can easily move a disk that doesn’t contain any Volume Manager
objects from one disk to another: First remove the disk from the
original disk group, and then add the disk to the new disk group.

However, when you remove a disk from a disk group the
configuration information is not saved. This is not a problem if the disk
does not contain any Volume Manager objects. But if the disk does
contain Volume Manager objects and you want to save the
configuration, the procedure is more complex. You must first save the
configuration information, then move the disk, and then finally use the
saved information to rebuild the configuration. This is illustrated on
the following pages.

Care should be taken when initially setting up disk groups, to
minimize the hassles of rearranging disk group configurations.
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Populated VM Disks

Assume you are moving volume vol01, and all associated VM disks,
from the disk group olddg to the disk group newdg.

✓ Moving populated VM disks can be considered an advanced topic, and coverage of this
topic is therefore optional. Depending on the interests and background of the course
participants, you can choose to skip it entirely, merely pointing out that it exists as a
reference, or, you can treat it as an additional lab exercise. Of course, you can also cover
it during the lecture portion of the class.

In this example, volume vol01, and all associated VM disks, are being
moved from the disk group olddg to the new disk group newdg.

Step 1. First, determine which VM disks contain the volume vol01.
You can use projection in the GUI—click Shift-MIDDLE on the volume
icon, and the corresponding subdisk icons on the VM disks will be
highlighted. Note the names of the highlighted VM disks and the
corresponding physical disks.

Or, use the vxprint command to display records from the Volume
Manager configuration database. The options used in this example are:

The Header section describes what fields are output for each type of
record.

The VM Disks section lists one-line entries for each VM disk.

The Volume Hierarchy section lists an entry for the volume, followed
by entries for its associated plexes and subdisks. In this example,
volume vol01 contains one plex (vol01-01). This plex comprises 3
subdisks (olddg01-01, olddg02-01, and olddg03-01), each of
which is stored on a separate VM disk. We can tell from this output
that the three VM disks that need to be moved are: olddg01,
olddg02, and olddg03.

-g specifies the disk group (olddg, in this example)

-h lists complete hierarchies

-t prints single-line output records
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Populated VM Disks

One final issue to verify (not obvious from the excerpts of output
shown here) is that these three VM disks do not contain any subdisks
belonging to other volumes.

The options used in this example are:

Moving Populated VM Disks

1. Determine which disks contain the volumes to be moved. You can
use projection in the GUI, or print out the configuration from the
command line:

-h lists complete hierarchies

-m display information in a format that can be used as
input to the vxmake utility

-Q suppress the disk group header that separates each
disk group

-q suppress headers (in addition to disk group header)

-g specifies the disk group

# vxprint -ht -g olddg
DG NAME GROUP-ID
DM NAME DEVICE TYPE PRIVLEN PUBLEN PUBPATH
FLAGS
V  NAME USETYPE KSTATE STATE LENGTH READPOL
PREFPLEX
PL NAME VOLUME KSTATE STATE LENGTH LAYOUT
NCOL/WDTH
MODE
SD NAME PLEX DISK DISKOFFS LENGTH [COL/]OFF
FLAGS
...
dm olddg01 c1t0d0s2 sliced 2015 2050272
/dev/rdsk/c1t0d0s4
dm olddg02 c1t2d0s2 sliced 2015 2050272
/dev/rdsk/c1t0d0s4
dm olddg03 c1t4d0s2 sliced 2015 2050272

Header

VM disks

Volume
hierarchy

Volume to be moved
Disks to be moved
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Populated VM Disks

Moving Populated VM Disks (Continued)

2. Save the configuration:

# vxprint -hmQq -g olddg vol01 > save_vol01

✓ The vxprint  command is used to save the configuration in a format that can be plugged
back into the vxmake  utility. In this case, we are saving the configuration for volume
vol01  in the file save_vol01.

3. Unmount appropriate file systems, and/or stop any processes on
the vol01 volume.

4. Stop the volume:

# vxvol -g olddg stop vol01

✓ The vxvol stop  command is used to stop volume vol01 .

5. Remove the definitions of the structures (volume, plexes, and
subdisks) from the configuration database:

# vxedit -g olddg -r rm vol01

✓ The vxedit  command is used to remove the definitions of the volume, plexes, and
subdisks from the configuration database for the old disk group, olddg . Note that this
does not affect the data; it only removes selected records from the configuration
database. The -r  option will recursively remove the volume and all associated plexes and
subdisks.

6. Remove the disks from the original disk group

# vxdg -g olddg rmdisk olddg01 olddg02 olddg03

✓ Use the vxdg rmdisk  command to remove the associated VM disks from the original disk
group. Refer back to Step 1. on page 11 to determine which VM disks are part of the
volume.

7. Optional: If the new disk group, newdg, does not exist, initialize it
using one of the disks to be moved:

# vxdg init newdg olddg01=c1t0d0s2
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Populated VM Disks

Moving Populated VM Disks (Continued)

✓ If the new disk group does not exist, create it and initialize it using one of the disks to be
moved (disk olddg01 , in this example). Stress that you do not re-initialize the disk using
the vxdisk init  command, as this would destroy the data on the disk. (The commands
vxdisk init  and vxdg  init are similar, but perform very different operations: vxdisk
init  initializes a disk, destroying all existing data; vxdg init  initializes a disk group,
adding the specified disk to the new disk group.) If the disk group newdg already exists,
skip this step.

8. Add the remaining disks to the new disk group:

# vxdg -g newdg adddisk olddg02=c1t2d0s2
# vxdg -g newdg adddisk olddg03=c1t4d0s2

✓ Use the vxdg adddisk  command to add any remaining disks to the new disk group. It is
easiest to add the disks with the same names now, and change them later, if needed.

9. Verify that the disks have been added to the new disk group:

# vxdisk list | grep newdg
c1t0d0s2 sliced olddg01 newdg online
c1t2d0s2 sliced olddg02 newdg online
c1t4d0s2 sliced olddg03 newdg online

✓ You can use the vxdisk list  command to verify that the disks have all been added to the
new disk group correctly.

10. Reload the configuration into the new disk group:

# vxmake -g newdg -d save_vol01
Bring the volumes back on-line:

✓ Use the vxmake  command to reload the saved configuration for the volume vol01 . Recall
that earlier this configuration was saved in the file save_vol01.  The -d  option is used to
specify the description file to use for building subdisks, plexes, and volumes.

11. Use the vxvol command to bring the volumes back on-line.

# vxvol -g newdg init active vol01

✓ If desired, you can rename the disks to be more meaningful.
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Populated VM Disks

Moving Populated VM Disks (Continued)

What is an alternate method of moving populated disks? If extra disk
space is available, create volumes on the extra disks and move the data
to them, then delete the volumes from the original disks.
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Deporting a Disk Group

Why would you want to deport a disk group? Typically, a disk group
is deported so that another system can import it. You could also deport
a disk group to disable access to all disks in that disk group.

Deporting a disk group does not actually remove a disk group, it
disables access to a disk group. A deported disk group can be re-
imported later on the same host, or can be imported by a different host
running the Volume Manager.

You may also need to deport a disk group so that the last VM disk in
the disk group can be removed. You cannot remove the last VM disk in
a disk group. Instead, you deport the entire disk group, thus removing
the last disk as well.

The basic procedure for deporting a disk group using the GUI involves
displaying the Deport Disk Group Form, and entering the disk group
name. The New name: and New host: fields can be left blank, and will
remain unchanged.

The New name: and New host: fields are used for changing the disk
group name and associated host during the deport operation. You
might want to enter a new name if one host is deporting a disk group
that will be imported by another host, and the importing host already
has a disk group with that name.

Using the GUI

1. Open the view of the desired disk group.

2. From the Advanced Ops menu, choose Disk Group ➤  Deport Disk
Group. The Deport Disk Group form is displayed:
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Deporting a Disk Group

Using the GUI (Continued)

3. Fill in the form, and then click on Apply.

Using the CLI

To deport a disk group:

# vxdg deport disk_group_name

For example:

# vxdg deport play

Deport Disk Group Form

✓ The disk group rootdg  cannot be deported.

For more information, see the on-line manual page for vxdg(1M).

Disk group: The name of the disk group to be deported
and made inaccessible.

New name: This will become the disk group’s new name
after it is deported. This field does not
contain a default value. If left blank, the
existing name will remain the same.

New host: This will set the disk group’s host as part of
the deport operation. If left blank, the host
name will be unchanged.
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Importing a Disk Group

Using the GUI

1. Open the view of the desired disk group.

2. From the Advanced Ops menu, choose Disk Group ➤ Import Disk
Group to display the Import Disk form:

3. Fill in the form, and then click on Apply.

Using the CLI

To import a disk group:

# vxdg import disk_group_name

For example: # vxdg import play

To import a disk group, and clear the host ID field:

# vxdg -C import disk_group_name

For example: # vxdg -C import play

Warning – Use extreme caution with the clear host ID option;
corruption and loss of data can occur if two hosts import the same
disk group at the same time.

Importing a disk group allows you to access a disk group that has
been deported. You can import a disk group on the same host that
originally deported it, or, if the disk group name is unique, you can
import it on another host running Volume Manager.
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Importing a Disk Group

Using the CLI (Continued)

In order to import a disk group, you must know its name. If you
choose, you can change the name of the disk group when you import
it.

Use extreme caution with the Clear Host ID field! This field clears the
existing host ID that is stored on the disks in the disk group. The
default for this field is No. You should only enter Yes if one of the
following is true:

● The disks have been physically moved from one machine to
another, and you are in the process of importing the disk group on
the new host.

● You are positive that only one machine is attempting to access a
particular disk group at a given time (even though two machines
may be dual porting the same disk).

Why might you want to import a disk group?

● You might have previously disabled access to a disk group with
the deport command, and now want to re-enable access to the disk
group.

● You physically moved disks to a different machine, and want to
import the disk groups on those disks and start using them.

● If two hosts are dual-porting the same SPARCstorage Array, you
may want one host to take over servicing disk groups that were
previously serviced by the other host.

What potential problem is associated with clearing the host id? If the
first host is still accessing the disk group, and a second host clears the
host ID and imports the same disk group, both systems will be
accessing the same disk group. In this case, the database configuration
records will most likely become corrupt and data will be lost.
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Moving Disk Groups Between Systems

Using the GUI

1. On the first system, display the Advanced Ops menu and choose
Disk Group ➤  Deport Disk Group.

2. On the second system, display the Advanced Ops menu and
choose Disk Group ➤  Import Disk Group.

Using the CLI

1. On the first system—stop and unmount all volumes in the disk
group, and deport the disk group:

HostA# vxdg deport disk_group_name

2. On the second system—import the disk group:

HostB# vxdg import disk_group_name

Note – If the first system was unable to deport the disk group (for
example, the first system crashed), then use:
HostB# vxdg -C import disk_group_name

3. After the disk group is imported, start all volumes in the disk
group:

HostB# vxrecover -g disk_group_name -sb

An important feature of disk groups is that they can be moved
between systems. If all disks in a disk group are moved from system to
another, then the disk group can be used by the second system
without having to re-specify the configuration.

Entire disk groups can be easily moved from one system to another if:

● Both systems are up

● The disk group name is unique to the second system



8

8-20  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May  1997

Moving Disk Groups Between Systems

Using the CLI (Continued)

When a disk group is created or imported on a host, that host writes
its host ID on all disks in the disk group. This acts as a lock, and
ensures that disks will not be used by multiple hosts at the same time.
The deport operation clears the host ID. The second host is then able to
use the import operation to start using a disk group. The only
restriction is that the disk group name be unique.

If the first host crashed, it will be unable to deport the disk group and
clear the host ID. In this case, the second host can use the -C option
when importing to clear the host ID on all disks in the disk group. Be
very careful when doing this! If the first host is still up, it will get no
notification that the second host has taken over the disk group. Both
hosts will keep accessing and updating the disk group, most likely
corrupting the database configuration and the data.

Earlier, in Module 4, "Volume Manager Disk Operations," reserving
and releasing disks was discussed. Compare this with
importing/deporting disk groups as a method of controlling access to
disks on a dual-ported SPARCstorage Array.

● Reserving and releasing disks

● If a host reserves a disk, another host cannot access that disk
until the reservation is released by the original host.

● If a host crashes while it has disks reserved, it will be unable to
release the reservation. A new host cannot take over for the
failed host. (Because of this, importing/deporting disk groups
is generally preferred.)

● Importing and deporting disk group

● When a host imports a disk group, the host’s Host ID is stored
in the configuration database. Another host cannot simply
import the disk group when a different host’s Host ID is found
in the configuration database.

● A host can, however, forcibly clear the Host ID and import the
disk group. This is useful if the original host crashes, and a
different host will be taking over its disk groups.
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References

● On-line manual pages for vxdg(1M)
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VM Disk Groups— Lab 8L

Purpose

This lab will help you become familiar with the disk group operations
of Volume Manager.

Prerequisites

● Completion of Module 4, "Volume Manager Disk Group
Operations"

Objectives

Upon completion of this lab, you will be able to:

● Create a new disk group with Volume Manager

● Add disks to a Volume Manager disk group

● Remove disks from a disk group using Volume Manager

● Move disks from one Volume Manager disk group to another

● Import and deport disk groups using Volume Manager

● Move disk groups from one host to another using Volume
Manager
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Removing a VM Disk From a Disk Group

1. Locate a VM disk that is no longer needed. If necessary, remove
any existing subdisks from this VM disk (delete them or move
them to a different VM disk).

2. Note the corresponding physical disk device for the selected VM
disk:
________________________________________________________

3. Select the VM disk icon. From the Advanced Ops menu, choose
Disk Group ➤  Remove Disks.

4. Verify that the icon for the selected VM disk disappears from the
disk group view.
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Creating a New Disk Group

1. Go to the view of SPARCstorage Array and select the physical disk
icon that you removed from the disk group in the previous lab
exercise.

2. From the Commands menu, select Volume Manager ➤  New Disk
Group.

3. Enter a name for the new disk group, and then press Apply.

4. Note that a new disk group button appears on the Volume
Manager root window.

5. Open the view for the new disk group and verify that it contains
the VM disk you just added.
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Deporting Disk Groups

1. From the Advanced Ops menu, choose Disk Group ➤  Deport Disk
Group.

2. Enter a disk group other than rootdg, and then click on Apply.
Disk group to deport: _____________________________________

3. Verify that the View button for this deported disk group
disappears from the Volume Manager root window.

4. You can list summary information about all disks, including disks
in deported disk groups, with the vxdisk command. This is
useful if you ever forget the name of a disk group that has been
deported.

Sample output of the vxdisk command:

boulder# vxdisk -s list
Disk:   c0t2d0s2
type:   sliced
flags:  online ready private autoconfig autoimport
imported
diskid: 791000525.1055.boulder
dgname: rootdg
dgid:   791000499.1025.boulder
hostid: boulder

Disk:   c1t0d0s2
type:   sliced
flags:  online ready private autoconfig autoimport
imported
diskid: 791000503.1032.boulder
dgname: test2
dgid:   791048023.1173.boulder
hostid: boulder

Disk:   c1t1d0s2
type:   sliced
flags:  online ready private autoconfig autoimport
imported
diskid: 791444384.1189.boulder
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Deporting Disk Groups

dgname: test2
dgid:   791048023.1173.boulder
hostid: boulder
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Importing Disk Groups

1. From the Advanced Ops menu, choose Disk Group ➤  Import
Disk Group.

2. Enter the disk group name that was deported in the previous lab
exercise, and then click on Apply.

3. Verify that a View button for this newly imported disk group
appears in the Volume Manager root window.

4. Open the view of this disk group and verify that it was imported
correctly.
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Changing the Name of a Disk Group Upon Deport

1. From the Advanced Ops menu, choose Disk Group ➤  Deport Disk
Group. The Deport Disk Group form will be displayed.

2. Enter a disk group (other than rootdg) to be deported, enter a
New Disk Group Name, and the click on Apply.
Disk group to be deported: ________________________________
New disk group name: ___________________________________

3. Verify that the disk group is deported.

4. Why might you want to change the name of the disk group when
it is being deported?
________________________________________________________
________________________________________________________
________________________________________________________

5. From the Advanced Ops menu, choose Disk Group ➤  Import
Disk Group.

6. Enter the new disk group name that you specified on the Deport
Disk Group form, and then click on Apply.

7. Verify that the disk group is imported.

8. Why might you want to change the name of the disk group when
it is being deported?

✓ You might be planning on importing this disk group on a different host, and that host may
already have a disk group with the original name.
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Populated VM Disks

Moving a populated VM disk takes several steps:

● Determine which VM disks contain the subdisks for the volume to
be moved

● Verify that other volumes are not affected by the move

● Save the original configuration

● Remove the definition of the volume to be moved from the
configuration database

● Remove the VM disks containing the volume from the disk group

● Create a new disk group

● Add the VM disk(s) to the new disk group

● Reload the configuration and volume definition

● Bring the volume back on-line

Moving Populated VM Disks

1. Choose a volume (create, if necessary) that is to be moved from
one disk group to another.
Volume Name: ___________________________________________
Original Disk Group: _____________________________________

2. Use the vxprint command to display the configuration
information for the original disk group. Save this for future
reference.

# vxprint -ht -g orig_disk_group

3. Determine which VM disk(s) contain the subdisks for the selected
volume. You can either use the output from the vxprint
command (Step 2), or turn on projection for the volume in the
GUI. Also note the corresponding physical device  for each VM
disk; for example, /dev/rdsk/c2t0d2s2.
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Populated VM Disks

Moving Populated VM Disks (Continued)

4. Verify that the VM disks listed above do not contain subdisks of
any other volumes. If they do, move the subdisks to a different
VM disk. When you are finished, the VM disks listed in Step 3
should contain only subdisks for the volume that is to be moved.

5. Save the configuration:

# vxprint -hmQq -g orig_disk_group volume-name  >
file

6. Stop the volume:

# vxvol -g orig_disk_group stop volume

7. Remove the definition from the configuration database:

# vxedit -g orig_disk_group  -r rm volume

VM Disk Name Physical Device

________________ ________________

________________ ________________

________________ ________________

________________ ________________
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Moving Populated VM Disks

1. Remove the VM disks from the original disk group.

# vxdg -g orig_disk_group  rmdisk VM_disks

2. Create a new disk group, and initialize it using one of the VM
disks you removed from the original disk group. The VM disk
names and corresponding physical device names are listed in the
previous table:

# vxdg init new_disk_group vmdisk=phy_device

3. Add the remaining VM disks to this new disk group.

# vxdg init -g new_disk_group vmdisk=phy_device

4. Verify that the disks have been added to the new disk group. You
can either check the new disk group in the GUI or use

# vxdisk list | grep new_disk_group

5. Reload the configuration.

# vxmake -g new_disk_group  -d file

6. Bring the volume back on-line.

# vxvol -g new_disk_group  init active volume
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Introduction to Performance Tuning 9

Purpose

This module provides an introduction to performance analysis and
tuning for the SPARCstorage Volume Manager.

Prerequisites

● Completion of Module 1, "Introduction to Managing Data"

● Familiarity with using the Volume Manager software

Objectives

Upon completion of this module, you will be able to:

● List striping guidelines to improve performance

● List guidelines for choosing an optimized stripe width for
sequential and random access I/O

● List RAID 5 guidelines to improve performance

● List mirroring guidelines to improve performance

● List dirty region logging guidelines to improve performance

● Use the Volume Manager to gather performance information

● Use the Volume Manager GUI to reorganize data on disks to
improve performance
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✓ Stress that this is an introduction only! Complete coverage of this topic is beyond the
scope of this course.

✓ Also stress that performance tuning is an art, and not a science. This module contains
suggestions and guidelines for improving performance, but there are no guarantees that
any one change will improve performance of a particular system. As with all performance
tuning, some experimentation is necessary to determine what works best for any given
configuration.
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Configuration Trade-offs

Use the following high-level decision tree to determine the best fit for
Volume Manager in your environment.

Step 1. Step 2. Step 3.

Choose the factor
most important
to you.

Choose the next
most important
factor.

For your needs,
the best
DiskSuite feature
is...

Performance

Availability Mirroring

Hardware Costs Striping

Performance

Hardware Costs

Mirroring *

RAID5 *

Hardware Costs

Availability

Performance

RAID5

Striping

Availability

Performance

(* with Hot Sparing)
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Configuration Trade-offs

When planning a configuration, it is important to remember that for
any given application there are trade-offs in performance, availability,
and hardware costs. Experimenting with the different variables is key
to determining what works best for a given configuration.

There are many ways to configure the same storage. For any given
application, you must consider:

● Performance trade-offs

● Availability trade-offs

● Hardware cost trade-offs

What are some examples of performance trade-offs, availability trade-
offs, and hardware cost trade-offs?

● Performance trade-offs – Striping generally has the best
performance, but it offers no data protection. For write-intensive
applications, mirroring generally has better performance than
RAID 5.

● Availability trade-offs – Mirroring and RAID 5 both increase data
availability, but they both generally have lower performance,
especially for write operations. Mirroring can improve random
read performance.

● Hardware cost trade-offs – RAID 5 has a lower hardware cost than
mirroring. Striping and concatenation have no additional
hardware cost.
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General Performance Guidelines

There are two basic strategies for optimizing performance:

● Assign data to physical drives to evenly balance the I/O load
among the available disk drives. For example, use striped and
RAID 5 metadevices to distribute data across multiple disk drives.

● Identify the most frequently accessed data and increase access
bandwidth to that data with mirroring, striping, and RAID 5. (Use
DiskSuite Tool’s performance-monitoring capabilities.)

Review the two basic strategies for optimizing performance.

Striping and RAID 5 configurations both distribute data across
multiple disk drives and help balance the I/O load. In addition,
mirroring can also be used to help balance the I/O load.

Use Volume Manager’s performance analysis capabilities to identify
the most frequently accessed data. Once identified, the access
bandwidth to this data can be increased using mirroring, striping, or
RAID 5.

Both striped and RAID 5 volumes distribute data across multiple disk
drives and help balance the I/O load. In addition, mirroring can also
be used to help balance the I/O load. (But remember, RAID 5 volumes
cannot be mirrored.)
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Performance Overview

Striping

Striping is a way of “slicing” data and storing it across multiple
devices in order to improve access performance. Optimizing the stripe
width for both sequential and random access I/O is discussed later in
this module.

RAID 5

RAID 5 is a way of combining many of the benefits of striping and
mirroring, without requiring twice as much disk storage. It provides a
means of spreading data across multiple device to improve
performance, while using parity data to maintain the reliability of the
data. However, it is not without disadvantages, particularly for writes.

Mirroring

Mirroring has been discussed as a reliability feature. It can also
improve performance in some cases, if there are mostly read
operations performed on a volume. If an application is write-intensive,
mirroring will degrade performance. Specifically, writes to a mirror are
degraded by about 15 percent as compared to equivalent non-mirrored
configurations. Note, however, that mirrored writes are approximately
three times faster than equivalent RAID 5 writes.

Dirty Region Logging

Dirty region logging is used to provide a speedy recovery after a
system failure. It keeps track of the regions that have changed due to
I/O writes to a mirrored volume and only recovers those regions
marked as “dirty.”



9

Introduction to Performance Tuning 9-7
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Performance Overview

Performance Analysis

The Volume Manager software provides a way to gather performance
statistics and conduct performance analysis. After measuring actual
access patterns, the system administrator can perform volume
reconfiguration. For example, heavily accessed subdisks can be moved
to a less busy disk, or an additional striped mirror can be added to a
heavily accessed volume. Volumes can be reconfigured on-line after
performance patterns have been established or have changed, without
adversely impacting volume availability.
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Striping Guidelines

● Set the stripe unit size appropriately.

● Typically, the greater the number of physical disks in the stripe,
the greater the improvement in random I/O performance.

● When possible, distribute the components of a striped volume
across different controllers and buses.

Terminology – It is important to know the difference between stripe
width and interlace size (referred to as the stripe unit size by Volume
Manager).

Avoid small stripe widths – Small stripe widths can result in poor
system performance unless its total width exactly matches the size of
the I/O requests being done at the application layer.

Further discussion on optimizing the stripe width for sequential and
random access is included later in this module.

Note – The documentation suggests using the track length to set the
stripe width. However, track sizes are irrelevant since they can’t be
accurately calculated anymore (the SCSI target controllers hide the
physical geometry of the disk).

Chunk 1 Chunk 2 Chunk 3
Chunk 4 Chunk 5 Chunk 6

Stripe width

Stripe unit size
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Striping Guidelines

Greater number of physical disks in the stripe – Having a greater
number of physical disks in the stripe will typically improve random
I/O performance. But it will also reduce the effective mean time
between failure of the volume. If this is an issue, striping can be
combined with mirroring to provide a high-performance volume with
improved reliability.

Note – At the time this was written, sequential I/O throughput
stopped increasing after the fourth disk. This is, however, ongoing
research, and results may change as more is known.

Different controllers/busses – Although desirable, this is by no means
mandatory! Even for sequential I/O, disks are much slower than host
adapters and I/O busses. In the SPARCstorage Array, the maximum
disk throughput for sequential I/O is about 4 Mbytes/sec, and the
Fibre Channel can handle 25 Mbytes/sec full duplex; each SCSI bus is
good for 20 Mbytes/sec. So, you can easily have 4 disks on a single
SCSI bus transferring in sequential mode without serious degradation.

The random I/O situation is even better, because in purely random
I/O seek time and rotational latency dominate, and the transfer rate is
only about 180 Kbytes - 700 Kbytes/sec. Clearly, with 20 Mbytes/sec
available on a SCSI bus it is quite feasible to have many random access
disks configured on a single bus.

Also, note that each SCSI disk is able to transfer from the storage
platters into an on-disk I/O buffer independently of the SCSI bus, so
transfers are normally handled very much in parallel. Random I/O is
usually done in very small chunks (2 Kbytes - 8 Kbytes), so bus
residency is almost not a consideration at all. (Consider that it takes
just 0.0977 milliseconds to transfer 2 Kbytes on a 20 Mbytes/sec SCSI
bus.)
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Striping Plus Mirroring Guidelines

● When striping is used with mirroring, never place subdisks from
one mirror on the same physical disk as subdisks from the other
mirror.

✓ Use the above diagram to help explain mirroring guidelines.

In this example, the volume import uses both striping and mirroring.
It contains two plexes (or mirrors) that each contain a copy of the data.
The data on each plex is striped across two disks.

Striping

Each of the subdisks in a striped plex should be on a separate disk for
performance reasons. For example, the plex import-01 contains two
subdisks, test03-01 and test04-01. These subdisks are located on
separate physical disks.
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Striping Plus Mirroring Guidelines

Mirroring

The subdisks from both mirrors (plexes) should also be on separate
physical disks for data-protection reasons. In this example, the
subdisks from the first plex are located on VM disks test03 and
test04, and the subdisks from the second plex are located on VM
disks test01 and test02.

Why is this guideline important? Assume you didn’t follow this
guideline, and both plexes (mirrors) contained subdisks on the same
VM disk. If this disk failed, you would not be able to access either
plex, and you would therefore lose access to the data on that volume.
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RAID 5 Guidelines

● Volumes with more than about 20 percent writes should probably
not be RAID 5. This threshold will increase in SPARCstorage
Array 2.1 when the NVRAM cache is enabled. (If data protection is
required, consider mirroring.)

● RAID 5 sequential write performance is best if:

stripe_unit_size * (#_cols - 1) = i/o_size

● In this case, full stripe writes can be used, and a read-modify-write
sequence is not necessary. Even in this case, writes will be slower
than reads.

Note – Striping guidelines also apply to RAID 5 configurations.

RAID 5 Limitations

● You cannot include a non-SPARCstorage Array disk in a RAID 5
configuration.

● You cannot mirror a RAID 5 configuration.

● You cannot detach part of a RAID 5 volume to do on-line backups,
as is possible with a mirrored volume.

Chunk 1 Chunk 2 Chunk 3
Chunk 4 Chunk 5

Physical
disk 1

Physical
disk 2

Physical
disk 3

Physical
Disk 4

P(1-3)
Chunk 6P(4-6)

Chunk 7 Chunk 8 Chunk 9P(7-9)
Chunk 10 Chunk 11 Chunk 12P(10-12)

Physical
disk 4

Stripe
unit size

Stripe width
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Write-Intensive Applications

Because of the complexities of the parity calculations, volumes with
greater than about 20 percent writes should probably not be RAID 5. If
data protection is required, consider mirroring.

Note that this threshold (20 percent writes) increased in SPARCstorage
Array 2.1 when the NVRAM cache was enabled. However, RAID 5
writes will never be as fast as mirrored writes, which in turn will
never be as fast as unprotected writes. The NVRAM cache will only
close the gap between RAID 5 and mirrored configurations.

Full-Stripe Writes

RAID 5 read performance is always good, but write performance
suffers because of the necessary parity calculations. In particular, when
writes are less than a full-stripe width, a read-modify-write sequence
is required. (This was covered in more detail in Module 1,
"Introduction to Managing Data.")

Full-stripe-width writes have the advantage of not requiring the read-
modify-write sequence, and thus performance is not degraded as
much.

Full-stripe writes are used when the I/O size exactly matches:

stripe_unit_size * (number_of_columns - 1)

In the previous diagram, the RAID 5 configuration is striped over four
columns. In any one stripe, three chunks are used to store data, and
one chunk is used to store the corresponding parity. In this example,
full stripe writes are used when the I/O size is equal to:
stripe_unit_size * 3. For example, if the stripe unit size is 16 Kbytes,
full stripe writes would be used for I/O requests of size 48 Kbytes.

Cannot Mirror RAID 5

You cannot mirror a RAID 5 volume, nor would this be especially
useful. (Write performance would be abysmal, anyway.)
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Write-Intensive Applications

Cannot Do On-line Backups

With mirrored volumes, a separate snapshot mirror can be created for
the volume and then detached for on-line backups. However, since
RAID 5 configurations cannot have a mirror created for them, they
cannot be detached for on-line backups and still provide access to the
data.
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Optimizing Stripe Width

Random Access I/O

● Goal: Spread the I/O load evenly across as many physical disk
spindles as possible.

● Strategy: Set the stripe unit size so that it is “large” relative to the
size of the typical I/O request.

● The default stripe unit size in Volume Manager 2.3 is 32 sectors
(16 Kytes), which is good for spreading random I/O requests
across all of the disks.

Random I/O requests are small (typically 2K to 8K), so it’s not efficient
to split an individual request of this kind onto multiple disk drives.

The stripe width doesn’t really matter much here, because you just
want to spread the data across all of the disks. Virtually any sensible
interlace (that is, any size greater than the typical I/O request) will do
that.

For example, assume you have 4.2 Gbytes DBMS table space. If you
stripe across four 1.05 Gbytes disk spindles, and if the I/O load is truly
random and evenly dispersed across the entire range of the table
space, then each of the four spindles will tend to be equally busy. This
is what you want to optimize overall performance: you don’t want one
disk busy 100 percent and the other disks idle.

In random I/O, the time spent waiting for disk seeks and rotational
latency dominates I/O service time.

The target disk utilization for maximum random I/O performance is
35 percent or lower. Disk utilization in excess of 65 percent on a typical
basis is a problem. Disk utilization in excess of 90 percent is a major
problem. It’s worth noting that if you have a disk running at 100
percent and you stripe the data across four disks, you will probably
get all four disks running at greater than 35 percent since there won’t be
an artificial limitation to the throughput (of 100 percent of one disk).
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Optimizing the Stripe Width

Random Access I/O (Continued)

Note – A useful analogy is walking into a bank. If there are 20 people
in line, but only one teller is working, you will be waiting in line for a
long time—even though you may actually spend a very small amount
of time transacting your business. If there are 10 tellers working, you
trip to the bank will be much faster.

Defaults: The default stripe unit size in release 2.3 of the Volume
Manager software is 32 disk sectors, or 16 Kbytes (1 sector = 512
bytes). This value is usually good for optimizing random I/O.

Note – In release 1.0 of the Volume Manager software, the default
stripe unit size was 128 sectors (64 Kbytes). The default was changed
to 16 Kbytes in 2.0 because smaller stripe unit sizes allow more full-
stripe writes in RAID 5 volumes, which is more I/O efficient.

Sequential Access I/O

● Goal: Get greater sequential performance than you can get from a
single disk.

● Strategy: Set the stripe unit size so that is “small” relative to the
size of the typical I/O request:

max-io-size / #-disks-in-stripe

● Examples:

● Theoretical: Assume typical I/O request size of 256 Kbytes and
striping across four spindles. A good choice for stripe unit size
in this example would be:

(256 KB / 4) = 64 KB, or smaller

● Practical: Since the largest physical I/O ever issued to the SCSI
subsystems by Solaris is 64 Kbytes, a more generally useful
recommendation is:

(64 KB / #-disks-in-stripe)
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Optimizing Stripe Width

Sequential Access I/O (Continued)

Note that seek and rotation time are practically non-existent in the
sequential case. So, when optimizing sequential I/O, the internal
transfer rate of a disk is most important.

Also note that while most people think of disk I/O in terms of
sequential performance figures, only a few servers—DBMS servers
that are dominated by full table scans and NFS servers in very data-
intensive environments—will normally experience sequential I/O. The
vast majority of systems experience random access I/O most of the
time. Even when such servers are serving many streams of sequential
I/O to their clients, the disk subsystems perceive them as being
randomized.

The most useful recommendation is: max-io-size / #-disks.
Note that for file systems, the maxcontig parameter controls the file
system cluster size, which defaults to 56 Kbytes. It may be useful to
configure this to larger sizes for some sequential applications. The
maximum sequential performance ever obtained on a Solaris platform
is accomplished with a maxcontig value of 16 (16 * 8 Kbytes blocks =
128 Kbytes clusters), a 4-wide stripe, and a 32 Kbytes stripe unit size (4
* 32 = 128 Kbytes stripe width).

Theoretical example: In sequential applications, typical I/O size is
usually large (greater than 128 Kbytes, often greater than 1 Mbyte).
Assume an application with a typical I/O request size of 256 Kbytes
and assume striping across 4 disk spindles. Do the arithmetic: 256
Kbytes / 4 = 64 Kbytes. So, a good choice for the stripe width would
be 32 - 64 Kbytes.

Practical example: Although sequential applications typically have
larger I/O requests, the largest physical I/O ever issued to the SCSI
subsystems by Solaris is 64 Kbytes. So, a more generally useful
recommendation is: 64 Kbytes / #-of-disks.
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Optimizing Stripe Width

Sequential Access I/O (Continued)

Number of stripes: Another way of looking at striping is to first
determine the performance requirements. For example, you may need
10.4 Mbytes/sec performance for a selected application, and each disk
may deliver approximately 4 Mbytes/sec. Based on this, then
determine how many disk spindles you need to stripe across:
10.4 Mbytes/sec / 4 Mbytes/sec = 2.6. Therefore, three disks would be
needed.
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Mirroring

● Mirroring may improve read performance; write performance is
always degraded.

● Mirroring improves read performance only in a multiuser
situation; if there is just a single thread reading from the volume,
performance will not improve.

● Mirroring degrades write performance by about 15 percent.

Write intensive Read intensive

Physical I/O mix

Mirroring improves
performance

Mirroring degrades
performance
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Mirroring

Mirroring was discussed earlier as a reliability feature. It can also
improve performance in some cases, if there are mostly read
operations performed on a volume.

Mirroring degrades write performance by about 15 percent, because
two copies of the data must be written to disk to complete a single
logical write. If an application is write intensive, mirroring will
degrade overall performance. However, the write degradation with
mirroring is substantially less than the typical RAID 5 write penalty
(which can be as much as 70 percent).

Note that the UNIX operating system implements a file system cache.
Since read requests frequently can be satisfied from this cache, the
read/write ratio for physical I/Os through the file system can be
significantly biased toward writing. (The point to be made is that you
may think your application is read intensive, when it is actually write
intensive at the physical I/O level.)

For example, an application I/O mix might be 80 percent reads / 20
percent writes. But if many read requests can be satisfied from the file
system cache, the physical I/O mix might be quite different – perhaps
only 60 percent reads and 40 percent writes. In fact, if there is a large
amount of memory to be used as a buffer cache, the physical I/O mix
can even go the other direction: 80/20 reads might turn out to be 40
percent reads and 60 percent writes.
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Mirroring Guidelines

● To provide optimum performance improvements through
mirroring, at least 70 percent of the physical I/O operations
should be reads.

● Never place subdisks from different mirrors of a mirrored volume
on the same physical disk.

● If possible, use disks attached to different controllers.

● If one mirror exhibits superior performance, set the volume read
policy to prefer the “faster” mirror.

● At the command line:

# vxvol rdpol prefer volume plex

● Using the GUI, display the Properties form for the selected
volume, and set the Read Policy field to Preferred Plex.

● For volumes performing sequential I/O, set the volume read
policy to Preferred Plex.

I/O mix at least 70 percent reads – The higher the percentage of read
operations, the greater the performance benefit of mirroring. In a
write-intensive environment, mirroring may provide no performance
increase or result in a decrease of performance.

Place subdisks on different physical disks – If you place subdisks from
different mirrors of a mirrored volume on the same physical disk, you
compromise the availability benefits of mirroring and also significantly
degrade the performance.

Use different controllers – Placing mirrors on disks attached to
different controllers adds to the data availability—the data remains
available even if one controller fails.

Setting the volume read policy – One mirror may exhibit superior
performance, either because it is striped or concatenated across
multiple disks, or because it is located on a much faster device. In
these cases, the volume read policy can be set to prefer the “faster”
mirror. By default, a volume with one striped plex should be
configured with preferred reading of the striped plex.
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Mirroring Guidelines

To set the volume read policy using the GUI, display the Properties
form for the desired volume. The Read Policy field, located in the
middle of the form, lists three choices: Round Robin, Preferred Plex,
and Based on plex layouts. To explicitly select a favored plex, select
Preferred Plex, and type the name of the preferred plex in the next
field. You can also use the vxvol command to set the read policy for a
volume.

If a volume is performing sequential I/O, the volume read policy
should also be set to preferred plex to take advantage of the read
ahead cache. (If you used Round Robin to switch between plexes, you
would not be taking advantage of the data in the cache.)

Note – The default read policy for a volume is “Select based on plex
layouts.” For a volume that contains one enabled, striped plex, the
default is to prefer that plex. For any other set of plex associations, the
default is to use Round Robin.

See the on-line man page for vxvol(1M) for more information on
setting the volume read policy.
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Dirty Region Logging

● Dirty region logging (DRL) keeps track of the regions that have
changes due to I/O writes to a mirrored volume.

● A separate subdisk is used to contain the dirty region log.

● There is additional overhead associated with write operations
(regions must be marked in log); there is no additional overhead
for read operations.

● After a system crash, the Volume Manager will recover only those
regions which are marked as dirty in the dirty region log.

After a system crash, you must resync the plexes on mirrored volumes.
For example, assume the system crashes mid-write, leaving one mirror
with the updated information and other without. It doesn’t matter
which mirror is chosen, as long as they are put in sync. But
synchronizing takes time, and during this time you have no protection
in case of a second crash.

Dirty region logging can significantly speed up recovery of mirrored
volumes following a system crash. A dirty region log is used to keep
track of regions that have changed due to I/O writes to a mirrored
volume. After a system failure, only the regions marked as dirty in the
dirty region log will be recovered.

Volume using dirty region logging

Log subdiskData subdisks
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Dirty Region Logging

This example shows a mirrored volume that is using dirty region
logging. The first two plexes contain copies of data. The subdisks in
these two plexes are data subdisks. The third plex contains a log
subdisk; this subdisk is used to contain the dirty region log. You can
tell that a subdisk is a log subdisk by its double border.

DRL considers a volume to be a set of consecutive regions. It keeps
track of which regions are written to, and updates a status bit in the
log for the corresponding region. Logging subdisks are two-, four-,
six-, or eight-, or ten-block long subdisks that are defined and added to
a mirror; they are only used to hold the DRL.

If DRL is not used and a system failure occurs, all mirrors of the
volumes must be restored to a consistent state by copying the full
contents of an ACTIVE mirror to other mirrors. This process can be
lengthy and I/O intensive, and it will unnecessarily recover the areas
of volumes that are already consistent.

What’s the key advantage to using dirty region logging? Speedy
recovery after a system failure.

What’s the key disadvantage to using dirty region logging? Additional
overhead associated with write operations.
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Dirty Region Logging Guidelines

● The log subdisk should not be placed on a heavily used disk, if at
all possible.

● If a volume is small (less than 50 Gbytes), a logging subdisk of two
blocks may be sufficient.

● For extremely large volumes, create a large (eight or ten blocks)
logging subdisk.

Choosing the Location of a Logging Subdisk

Logging subdisks are typically accessed frequently. For best
performance, avoid placing them on heavily used disks. You may also
want to place log subdisks in the middle of a disk to minimize the
average seek times when accessing the subdisk.

Choosing the Size of a Logging Subdisk

The larger the logging subdisk size, the finer the granularity of a dirty
region. Choose the size of the logging subdisk based on the size of the
volume. If the volume is small (less than 50 Gbytes), a logging subdisk
of two blocks may be sufficient. For extremely large volumes, it is
recommended that you create a large (8 or 10 blocks) logging subdisk.
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RAID 5 Logging

● RAID 5 logging is optional, but is strongly recommended to avoid
data corruption.

● A separate subdisk is used to contain the RAID 5 log.

● Data and parity are written to the log before being written to disk.

RAID 5 logging is optional, but is strongly recommended to avoid
data corruption.

Assume you are doing a write to a RAID 5 volume. This causes two
physical writes to the disk: one to write the new data, and one to write
the updated parity. We would like these two write to be an atomic
operation—we want them both to succeed or both to fail, because if
one succeeded and one failed, we’d have data that didn’t match parity.
And, although we could tell that they didn’t match, we couldn’t tell
which one (the data or the parity) was “correct.”

RAID 5 volume using logging

Log subdiskData subdisks
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RAID 5 Logging

With RAID 5 writes, a problem can occur if the system crashes after
one of the writes (for example, the data) is completed but before the
other write (the parity) completes. Without logging, there is no way of
knowing if the data being written to the data portions of the disks or
the parity being written to the parity stripes have actually been
written. Therefore, the recovery of the corrupted disk may be
corrupted itself.

Logging is used to prevent this corruption of recovery data. A log of
the new data and parity is made on a persistent device (the logging
subdisk). The new data and parity are then written to the disks. After
a system crash, the RAID 5 log is used to recover any data and parity
that may not have been written to disk.

The log is the size of a complete RAID 5 stripe width.

✓ Stress that RAID 5 logging and dirty region logging (DRL) may look similar in the Volume
Manager GUI, but they are completely different in function.

✓ First review RAID 5 logging and dirty region logging (DRL). Indicate they look similar in
the Volume Manager GUI, but they are completely different in function.

✓ What is the difference between DRL and RAID 5 logging? DRL keeps track of regions of a
mirrored volume that have changed, and is used to speed up recovery after a system
crash. RAID 5 logs are used to store a copy of the data and parity before writing them to
disk, and help prevent data corruption in a RAID 5 volume.
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RAID 5 Logging Guidelines

● The log subdisk should not be placed on a heavily used disk, if at
all possible.

● Don’t place all logs on the same disk, as this could create a
bottleneck.

● You can mirror a RAID 5 log, but this will have an even greater
impact on write performance.

RAID 5 logging guidelines are similar to guidelines for dirty region
logging.

Choosing the Location of a Logging Subdisk

Logging subdisks are typically accessed frequently. For best
performance, avoid placing them on heavily used disks. You may also
want to place log subdisks in the middle of a disk, to minimize the
average seek times when accessing the subdisk.

It typically isn’t a good idea to place all logs on the same disk. Logging
subdisks are usually accessed heavily. If all volumes needed to update
a log subdisk on the same physical disk, this disk could become a
bottleneck.

Mirroring the RAID 5 Log

The truly cautious can mirror a RAID 5 log. Although it is unlikely,
there are opportunities for data corruption even with a log. Suppose
that the system crashed after the data got written, but before the parity
was written—and the log disk was unavailable when the system came
back up. In this case, there is no log, and you have data corruption.
Mirroring the RAID 5 log solves this problem, but this makes the log
even more of a write performance bottleneck because writes to mirrors
are slower than writes to simple devices. But, for the truly cautious,
this is the price that must be paid.
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Additional Performance Guidelines

● Don’t use the default mkfs settings for large file systems; use

● minfree = 1 percent (instead of 10 percent)

● inode density = 1 inode / 8 Kbytes of file space

# newfs -m 1 -i 8192 /dev/rdsk/c1t1d0s2

● For large volumes (greater than 8 Gbytes), it may be necessary to
increase the size of a cylinder group to as many as 256 cylinders
per cylinder group.

# newfs -c 256 /dev/rdsk/c1t1d0s2

● If possible, set your file system cluster size equal to some integral
of the stripe width. For example, the best sequential I/O
performance was obtained with:

● maxcontig = 16
(16 * 8 Kbytes blocks = 128 Kbytes clusters)

● Four disks in stripe

● stripe unit size = 32 K
(32 Kbytes stripe unit size * 4 disks = 128 Kbytes stripe width)
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Default newfs Command

The default values to the newfs command are not optimal for large file
systems.

● It’s recommended to use minfree = 1 percent (instead of 10
percent), especially for large file systems. Disks have grown
grossly larger since the minfree=10 percent was set back in 1980. In
1980, 10 percent of a disk was 2.5 to 5.0 Mbytes. Today, 10 percent
of an SSA disk is 105 Mbytes. On the SPARCstorage Array 200
with 9 Gbytes disks, this would be 900 Mbytes!

● Set the inode density to 1 inode per 8 Kbytes of file space, rather
than 1 inode per 2 Kbytes. Typical files today are approaching 64
Kbytes in size, rather than the 1 Kbytes with typified files in 1980.

Both of these settings will become the default mkfs parameters in
Solaris 2.6. They reduce the overhead of creating a file system from
more than 10 percent of the disk to about 3 percent, with no
performance trade-off.

Cylinders/Cylinder Group

For large volumes (> 8 Gbytes), it may be necessary to increase the size
of a cylinder group from 16 cylinders per cylinder group to as many as
256 cylinders per cylinder group. (Note that the man page in Solaris
2.3 and 2.4 incorrectly states that the maximum size is 32 cylinders.)

File System Cluster Size

You can set the maxcontig parameter for a file system to control the
file system I/O cluster size. This parameter specifies the maximum
number of blocks, belonging to one file, that will be allocated
contiguously before inserting a rotational delay.

Performance may be improved if the file system I/O cluster size is
some integral of the stripe width. For example, setting the maxcontig
parameter to 16 results in 128 Kbytes clusters (16 blocks * 8 Kbytes file
system block size).
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Default newfs Command

Note – The options to the mkfs command can be used to modify the
default minfree, inode density, cylinders/cylinder group, and
maxcontig settings. You can also use the tunefs command to modify
the maxcontig and minfree settings.

See the on-line man pages for mkfs(1M), tunefs(1M), and
newfs(1M) for more information.
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Performance Analysis and Tuning Overview

● The activity levels of volumes, subdisks, and VM disks can be
displayed both visually (different colors/patterns) and
numerically (pop-up statistics forms).

● Parameters for analysis can be set; for example:

● Sample rate

● High/low values for read and write operations

● Log file

● Data can be moved from one VM disk to another to balance I/O
load and improve performance.

Volumes and VM disks can be selected for analysis. Selecting an object
for analysis displays its activity level either visually (with color or
bitmap patterns) or numerically (with pop-up statistics forms).
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Performance Analysis and Tuning Overview

This example shows a volume (payables) that was selected for
analysis. Because this example was taken from a monochrome system,
different bitmap patterns are used to display high, medium, and low
activity. For example, the cross-weave pattern (disk01-02) indicates
low activity, and the root weave (disk04-01) indicates medium
activity. On a color monitor, red signifies high activity, yellow medium
activity, and green low activity.

A useful feature of Volume Manager is the ability to rearrange the data
in response to observed performance problems. For example, if there
are two heavily used subdisks on one VM disks, you can move a
subdisk from one VM disk to another disk—and you can do this
without stopping the volume. This is accomplished by simply
dragging the subdisk icon from one VM disk and dropping it onto
another VM disk icon.

Note – The red/green/yellow activity levels are not intuitive. Red
seems bad at first, but it can be good. It just depends on what you are
going after. Generally, you want more I/Os per second, so red is
"good." On the other hand, you may have one disk red (high) and all
other disks green (low). By moving some data off the red disk, you
may see it turn yellow, and the green disks that received the new data
may also turn yellow. Looking at the actual I/Os, aggregate
throughput may have increased. So in this case, going from red to
yellow is a good thing.
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Performance Monitoring

SPARCstorage Array Window

1. Display the desired View of SPARCstorage Array

2. Select Start from the Analyze menu.

Additional statistics are displayed beneath the Controller icon. In this
example, the MicroSPARC CPU on the array controller is 44 percent
busy, and the total number of IOPS for all drives on this controller is
1322.

Using the CLI

The ssaadm command can be used to enable the accumulation of
performance statistics and to display performance information. The
BUSY field shows how busy the MicroSparc CPU is, IOPS shows the
total I/Os per second for the SPARCstorage Array, and the entries for
each disk show the total I/Os per second for that disk.

For more information, see the on-line man page for ssaadm(1M).
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Performance Monitoring

Using the CLI (Continued)

1. To enable the accumulation of performance statistics:

# ssaadm perf_statistics -e controller
# ssaadm perf_statistics -e c2

2. To display the activity level on SPARCstorage Array disks:

# ssaadm display -p c2
PERFORMANCE Log
BUSY: 84% IOPS: 1102

    DEVICE IOPS
slot TRAY 1 TRAY 2 TRAY 3
1 254 20 103
2 120 348 348
3 41 20 123
4 34 20 10
5 26 20 13
6 254 20 43
7 72 348 0
8 50 20 0
9 31 0 0
10 7 11 46
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Performance Monitoring

Default Analysis Colors and Patterns

Stopping Analysis

To stop analysis, select the SPARCstorage Array icons that you want to
stop analysis on and then select Stop from the Analyze menu or select
Stop All from Analyze menu.

Pattern Color Analysis Activity Level

cross weave green low activity level

root weave yellow medium activity level

dark weave red high activity level
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Performance Monitoring

Disk Group View

1. Select one or more Volume Manager disks and/or volume icons.

2. Select Start from the Analyze menu.

This example shows the activity levels for a selected volume. Since this
example was taken from a monochrome system, the activity levels are
shown using bitmap patterns.

When a volume is selected for analysis, the activity level for that
volume as well as all its corresponding subdisks is displayed.

Displaying analysis statistics and setting analysis parameters are
covered in the next few pages.
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Performance Analysis Statistics

Using the GUI

If you want more details on the performance statistics, you can display
the Analysis Statistics form. This displays information such as the
number of blocks read and written and the average read and write
time. This can be of use in tuning your system performance.

In this example, a VM disk icon (disk03) was selected, and its
Analysis Statistics form was displayed.

You can also use the vxstat command to display performance
statistics of Volume Manager objects (such as volumes and VM disks).
In the first example, the -g option is used to specify the disk group.
Statistics are displayed for all volumes in the disk group test. In the
second example, the -d option is used to specify the VM disk.
Statistics are displayed for the VM disk test04.

The -r option to the vxstat command is used to reset (clear) the
accumulated statistics.

1. Click RIGHT on a Volume Manager disk icon or volume icon that
is under analysis.
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Performance Analysis Statistics

Using the GUI (Continued)

2. The Analysis Statistics form will be displayed:

Using the CLI

To display volume statistics:

pluto97# vxstat -g test
                        OPERATIONS
BLOCKS        AVG TIME(ms)
TYP NAME              READ     WRITE      READ
WRITE   READ  WRITE
vol import               0     11778         0
11778    0.0   14.0
vol raid                 0         0
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Performance Analysis Statistics

Using the CLI (Continued)

0         0    0.0    0.0
vol simple           11779         0
11779         0    8.8    0.0

To display disk statistics:

pluto97# vxstat -d test04
                        OPERATIONS
BLOCKS        AVG TIME(ms)
TYP NAME              READ     WRITE      READ
WRITE   READ  WRITE
dm  test04            1405      7408    112738
60651   39.3   14.7

To reset (clear) statistics:

# vxstat -r
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Performance Analysis Statistics

Tuning Example

Assume that a subdisk has relatively large read and write times, but a
relatively small number of blocks read and written. This could indicate
that you have two or more “hot spots” on the subdisk, and the system
is spending too much time seeking between these areas of heavy disk
access.

You could split the subdisk into several smaller subdisks (from the
Advanced-Ops menu, select Subdisk➤ Split the Subdisk➤ Into More
Than 2 Subdisks), and monitor performance to see which of the
smaller subdisks have the most activity. Once you have this
information, you can then move one of the heavily used subdisks to
another lightly used disk—select the subdisk, then drag and drop it on
another VM disk icon—or, you can use the Advanced Ops features to
specifically position two heavily used subdisks next to each other to
minimize head seeks on a single disk.

Note – Hot spots may move over time. Check that a hot spot is
persistent over time before moving it to improve performance.

For more information, see the on-line man page for vxstat(1M).
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Setting Analysis Parameters

1. From the Analysis menu, select Parameters. This will display the
Analysis Parameters form:

2. Change the parameters on the form, and then click on the Apply
button.

Note – The log is a binary file. To process the file for viewing, use:
/opt/vxva/bin/valog2text filename
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Analysis Parameters Form

You can choose a sample rate between 1 second and 60 minutes. A
shorter interval means that data will be updated more often, but this
also places a higher load on the system. A lower sample rate is useful
for benchmarking a specific application; a higher sample rate is
generally more useful for on-going performance analysis.

The high and low threshold values for the volume disk, and subdisks
parameters are application specific.

Sample rate: Time interval, in seconds, between data
samples. Default is 5 seconds.

Volume parameters: Enter the total number of read/write
operations that should be considered the
high and low values for
coloring/patterning of the volume icons.

Disk parameters: Enter the total number of read/write
operations that should be considered the
high and low values for
coloring/patterning of the VM disk icons.

Subdisk parameters: Enter the total number of read/write
operations that should be considered the
high and low values for
coloring/patterning of the subdisk icons.

Log files: Enter the name of the file to be used for
statistics logging. If the file does not exist,
it will be created. To stop logging, erase
the filename in this field. If logging is left
in effect, a very large log file could result.
Unlike other fields, this one does not
persist across sessions.
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Volume Manager Recovery
Procedures 10

Purpose

This lab will enable you to become familiar with Volume Manager
data recovery procedures.

Prerequisites

● Completion of the preceeding Volume Manager course modules

Objectives

Upon completion of this module, you will be able to:

● Check the status of volumes and plexes

● Configure debugging parameters

● Move data off a failing disk

● Replace a failed RAID 5 disk and recover the volume

● Replace a failed disk in a mirror and recover the volume

● Replace a failed VM disk

● Recover from boot problems

✓ This module is designed as an interactive lecture/lab. The instructor can choose to do
short talks on select subjects, or let the students read the material and treat the module
as a self-paced lab.
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✓ The lab exercises are designed to walk students through the most common errors and
failures likely to be experienced in the field. It may not be possible to generate each of the
error conditions in the lab environment. The instructor may choose to have students
assume a particular device has failed, or create a mechanism to simulate the desired
failure.

✓ The lab exercises assume knowledge of Volume Manager operation.

✓ Refer students to the instructions located in the Volume Manager modules of this course
for information on how to perform Volume Manager tasks. The lab exercises assume
knowledge of the product; hand-holding through specific Volume Manager steps is not
provided.

✓ The condition of the system after previous lab exercises is not guaranteed. Students may
have to create volumes in order to perform the lab exercises.



10

Volume Manager Recovery Procedures 10-3
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Detecting Failed Physical Disks

You can identify a failed physical disk three ways:

● Volume Manager notifies the administrator via email

● Use the GUI to look at the status of physical disks

● Use the vxprint command to display information and status

When a physical disk fails, the VM disk associated with that disk also
enters an errored state. All volumes using the VM disk are also
affected.

If hot relocation is in use, the disk failure is detected (and recovered
from) and the administrator is notified via email. If hot relocation is
not enabled or you miss the email message, you can check disk status
two other ways:

● Use the vxprint command and check the output for failed disks
and volumes

● Use the GUI to look at the status of physical disks, VM disks and
volumes

Once the failed disk is identified, data may need to be recovered (or
regenerated) for volumes using the failed disk. After the data recovery
issues (discussed in the following pages) are addressed, the disk drive
can be replaced.
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Check Plex State

The ability to check the status of plexes is critical to data recovery.

Using the GUI

1. Select a failed plex.

2. Click Shift-RIGHT to display the Properties form for the plex.

3. Check the Plex State field.

Plex States

State Meaning

EMPTY The plex is not yet initialized. The plex
contains no data. Set at volume creation time.

CLEAN The plex is known to contain a consistent
copy of the data.

ACTIVE The plex is participating in normal volume
I/O. The contents of the plex change as the
contents of the volume change. This should
be the most common plex state during
normal operation.
or
The volume stopped due to a system crash
and the plex was active at the time of the
crash.

STALE The plex may not have the complete and
current volume contents.

OFFLINE The plex is detached from the volume.

TEMP Enables some plex operations that cannot
occur atomically. Set by utilities during the
course of some operations.
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TEMPRM Similar to TEMP. Some subdisk operations
require a temporary plex. When the
operation is complete, the temporary plex is
removed.

TEMPRMSD Used when new plexes are being attached.

IOFAIL Associated with persistent state logging.
Most likely an I/O failure has occurred. The
plex is disqualified from the recovery
process.

LOG The plex contains a dirty region log or a
RAID 5 log. Informational.

State Meaning



10

10-6  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Checking Plex State

✓ Students need to be able to determine state conditions in order to locate specific
problems, errors, and failure conditions.

✓ Plex states reflect whether or not plexes are complete and consistent copies of the
volume contents. The Volume Manager utilities maintain the plex state.

✓ A system administrator can modify the state of a plex to keep the volume from being
modified. For example, if a disk with a particular plex on it begins to show aberrant
behavior, the plex can be temporarily disabled.

Plex states help us to:

● Identify whether the volume contents have been initialized to a
known state

● Determine if a plex contains a valid copy of the volume contents

● Track whether a plex was in active use at the time of a system
failure

● Monitor operations on plexes
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Checking Plex State

Plex States

EMPTY Volume creation sets all plexes associated with a
volume to the EMPTY state to indicate the plex
is not yet initialized.

CLEAN A plex is in the CLEAN state when it is known to
contain a consistent copy of the volume contents
and an operation has disabled the volume. No
action is required to guarantee data consistency.

ACTIVE Two situations can cause a plex to be in the
ACTIVE state: (1) when the volume is started
and the plex is fully participating in I/O and (2)
when the volume was stopped due to a system
crash and the plex was active. When the volume
is started, recovery procedures will update the
plex contents.

STALE The plex may not have the complete and current
volume contents. If an I/O error occurs on a
plex, the kernel stops using and updating the
plex, placing it in the STALE state.

OFFLINE The plex is detached (but still associated with
the volume). If changes are made to the volume,
this plex will go into the STALE state.

TEMP* Three temporary plexes are used internally
while performing operations.

IOFAIL This state is associated with persistent state
logging. On the detection of a failure of an active
plex, the plex is placed in the IOFAIL state so
that it is disqualified from the recovery selection
process when the volume is started.
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Checking Volume State

The ability to check the status of plexes is critical to data recovery.

Using the GUI

1. Select a failed volume.

2. Click Shift-RIGHT to display the Properties form for the plex.

3. Check the Utility State field.

Volume States

State Meaning

CLEAN The volume is not started and its plexes are
synchronized.

ACTIVE The volume has been started or was in use
when the machine was rebooted.

EMPTY The volume contents are not initialized.

SYNC The volume is in either read-writeback
recovery mode or was in that mode when the
machine rebooted.

NEEDSYNC The volume will require a resynchronization
the next time it is started.
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Check Volume State

Some volume states which are similar to plex states include:

CLEAN The volume is not started (kernel state is
DISABLED) and its plexes are synchronized.

ACTIVE The volume has been started (kernel state is
currently ENABLED) or was in that state when
the machine was rebooted. If the volume is
currently ENABLED, the state of its plexes at
any moment is not certain (the contents are
being modified). If the volume is currently
DISABLED, the plexes are not guaranteed to be
consistent, but will be made consistent when the
volume is started.

EMPTY The volume contents are not initialized. The
kernel state is always DISABLED when the
volume is EMPTY.

SYNC The volume is either in read-writeback recovery
mode (kernel state is ENABLED) or was in the
mode when the machine rebooted (kernel state
is DISABLED). With read-writeback recovery,
plex consistency is recovered by reading data
from blocks of one plex and writing the data to
all other writable plexes in the volume. If the
volume is ENABLED, this means the plexes are
being resynchronized using this read-writeback
procedure. If the volume is DISABLED, the
plexes were being resynchronized using the
read-writeback procedure when the machine
rebooted. In this case, the plexes still need to be
resynchronized.

NEEDSYNC The volume will require a resynchronization the
next time it is started.



10

10-10  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Checking RAID 5 Volume State

RAID 5 volumes have their own set of volume states.

Using the GUI

1. Select a failed RAID 5 volume.

2. Click Shift-RIGHT to display the Properties form for the plex.

3. Check the Utility State field.

Volume States

State Meaning

CLEAN The volume is not started and its parity is
good. The RAID 5 plex stripes are consistent.

ACTIVE The volume has been started or was in use
when the machine rebooted. If the volume is
currently ENABLED, the state of the plex is
uncertain (the volume is in use). If the
volume is currently DISABLED, the parity
cannot be guaranteed to be synchronized.

EMPTY The volume contents are not initialized.

SYNC The volume is either undergoing a parity
resynchronization or was having its parity
resynchronized when the machine rebooted.

NEEDSYNC The volume will require a parity
resynchronization the next time it is started.

REPLAY The volume is in a transient state as part of a
log replay. A log replay occurs when it
becomes necessary to used logged parity and
data.
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Checking RAID 5 Volume State

RAID 5 volumes have their own set of volume states, these include:

CLEAN The volume is not started (kernel state is
DISABLED) and its parity is good. The RAID 5
plex stripes are consistent.

ACTIVE The volume has been started (kernel state was
ENABLED) or was in use when the machine
rebooted. If the volume is currently ENABLED,
the state of the plex is uncertain (the volume is in
use). If the volume is currently DISABLED, the
parity cannot be guaranteed to be synchronized.

EMPTY The volume contents are not initialized. The
kernel state is always DISABLED when the
volume is EMPTY.

SYNC The volume is either undergoing a parity
resynchronization (kernel state is currently
ENABLED) or was having its parity
resynchronized when the machine rebooted
(kernel state is DISABLED).

NEEDSYNC The volume will require a parity
resynchronization the next time it is started.

REPLAY The volume is in a transient state as part of a log
replay. A log replay occurs when it becomes
necessary to used logged parity and data. (The
RAID 5 volume is running in degraded mode.)
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Setting Debugging Parameters

Four environment variables are available to enable debug statements
to be printed:

● S_DEBUG – Prints information when running the Mode Sense
command

● P_DEBUG – Prints information for each external library function call

● I_DEBUG – Prints progress during get status function

● O_DEBUG – Prints when files are opened

Output statements may provide useful information on the behavior of
the system.

Enable the environment variables by setting them in the same
environment as the CLI before starting the program.

Set environment variables to enable debug statements.

Enable the environment variables using the setenv command:

# setenv S_DEBUG
# setenv P_DEBUG
# setenv I_DEBUG
# setenv O_DEBUG
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Moving Data From a Failing Disk

If a physical disk starts to behave strangely, you can move its data to
another physical disk using the following procedure.

You may be able to determine which physical disk has failed by
clicking the RIGHT button over the failed VM disk icon (view the
Properties form). The GUI portrays a failed VM disk icon in a different
color or pattern.

The Physical Disk text field in the VM Disk Properties form gives the
device name for the failed or failing disk. Note this device name down
so that you can replace it or fix it later.

✓ The evacuation procedure can only be performed on two disks in the same disk group. Do
not try to evacuate the subdisks to a VM disk in another disk group.

Use this procedure to move data to a different physical disk

1. Determine which physical disk has failed or is failing. Check the
VM disk icon for color changes, or check the Properties form.

2. Note the failing disk’s device name:___________________

3. Evacuate subdisks from the failing disk:

a. Go to the disk group’s view window.

b. Select the failing disk. This is the disk from which you want to
evacuate data.

c. From the Basic-Ops menu, select Disk Operation: Evacuate
Subdisks.

d. Complete the Evacuate Subdisks form.

e. Select Apply.

4. Replace the failing device noted in Step 2.

Note – The evacuation procedure can only be performed on two disks
in the same disk group. Do not try to evacuate the subdisks to a VM
disk in another disk group.
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Recovering a Volume

If a system crash or an I/O error corrupts one or more plexes of a
volume and no plex is CLEAN or ACTIVE, mark one of the plexes
CLEAN and instruct the system to use that plex as the source for
repairing the others.

To place a plex in the CLEAN state, use the vxmend command.

For more information, see the on-line manual page for vxmend(1M).

● A system crash or I/O error results in a volume with no plex
CLEAN or ACTIVE.

● Use this procedure to place a plex in the CLEAN state and thereby
instruct the system to use it as the source to repair other plexes.

1. Identify the failed/failing plex.

2. Note the plex name.
______________________________________________

3. Use the vxmend command to place the plex in the CLEAN state:

# vxmend fix clean plex-name

For example:

# vxmend fix clean vol01-02
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Recovering a RAID 5 Volume

This procedure assumes the failed VM disk contains only the RAID 5
subdisk that needs to be evacuated and that hot sparing and hot
relocation have not (or cannot) take place. (A manual fix is required.)
A more detailed example of moving a fully populated VM disk follow
later in this module.

When the RAID 5 subdisk is evacuated to a new VM disk, the data for
that subdisk is regenerated automatically using the data and parity
from the other components of the RAID 5 volume.

✓ While this procedure is unlikely to be used due to the complexity of most configurations
(it is rare that a VM disk contains only one subdisk), it will illustrate the method of
replacing a RAID 5 subdisk. We will walk through replacing a fully populated VM disk
shortly.

1. Identify the VM disk that has failed.

2. Identify the physical disk containing the failed VM disk.

3. Unmount all file systems on disks in the tray with the faulty drive.

4. Stop all database processes that are accessing disks in the tray with
the faulty drive.

5. Stop all other processes that are accessing disks in the tray with
the faulty drive.

6. Flush or purge any outstanding writes from NVRAM, if necessary.

7. Move the failed RAID 5 subdisk from the failed VM disk to a good
VM disk. (Evacuate the subdisk.)

8. Remove the failed VM disk.

9. Locate the relocated RAID 5 subdisk on the new VM disk.
The data is regenerated using parity calculations.

10. Spin down the drives in the tray containing the failed disk.

11. Replace the failed disk.

12. Spin up the drives in the tray containing the replaced disk.
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Recovering a Mirror

This procedure assumes the failed VM disk contains only the RAID 5
subdisk that needs to be evacuated and that hot sparing and hot
relocation have not (or cannot) take place. (A manual fix is required.)
A more detailed example of moving a fully populated VM disk
follows later in this module.

Volume Manager does not regenerate data in this case unless you
reconfigure another plex and attach it to the mirror—at which point
the “new” submirror is fully synchronized.

✓ While this procedure is unlikely to be used due to the complexity of most configurations
(it is rare that a VM disk contains only one subdisk), it will illustrate the method of fixing
a mirrored volume. We will walk through replacing a fully populated VM disk shortly.

1. Identify the VM disk that has failed.

2. Identify the physical disk containing the failed VM disk.

3. Unmount all file systems on disks in the tray with the faulty drive.

4. Stop all database processes that are accessing disks in the tray with
the faulty drive.

5. Stop all other processes that are accessing disks in the tray with
the faulty drive.

6. Flush or purge any outstanding writes from NVRAM, if necessary.

7. Remove the plex containing the failed subdisk from the volume.

8. Remove the failed VM disk.

9. Spin down the drives in the tray containing the failed disk.

10. Replace the failed disk.

11. Spin up the drives in the tray containing the replaced disk.

12. Create a new plex to replace the failed plex.

13. Attach the new plex to the volume. The plex is fully synchronized.
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Replacing a Failed VM Disk

This is perhaps the most likely scenario to be faced in the field. When
a VM disk fails, each volume which makes use of the VM disk will be
in an errored state. If hot sparing and hot relocation can not be
accomplished (not activated or spare disks are not available), the
volumes can be repaired by hand.

Once the VM disk is identified, each subdisk on the VM disk must be
examined and relocated, if possible.

For more information see Figures 7-5 and 7-6 in Chapter 7, "Disk
Replacement Flowchart" in the SPARCstorage Array User’s Guide.

1. Identify the VM disk that has failed.

2. Identify the physical disk containing the failed VM disk.

3. Unmount all file systems on disks in the tray with the faulty drive.

4. Stop all database processes that are accessing disks in the tray with
the faulty drive.

5. Stop all other processes that are accessing disks in the tray with
the faulty drive.

6. Flush or purge any outstanding writes from NVRAM, if necessary.

7. Check each subdisk on the failed VM disk:

a. If the subdisk is part of a mirror, remove the plex containing
the failed subdisk.

b. If the subdisk is part of a RAID 5 volume, evacuate the subdisk
to a known good VM disk.

c. If the subdisk is part of a simple or striped volume, remove the
volume.

d. If the subdisk is a logging subdisk, remove the log from the
volume.

8. Remove the failed VM disk.

9. Spin down the drives in the tray containing the failed disk.
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Replacing a Failed VM Disk

10. Replace the failed disk.

11. Spin up the drives in the tray containing the replaced disk.

12. For each mirror affected by the failed VM disk:

a. Create a new plex to replace the failed plex.

b. Attach the new plex to the volume. The plex is fully
synchronized.
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Booting After a Failure—Booting from a Mirror

● The boot disk is mirrored and under Volume Manager control
(root is encapsulated).

● The boot disk fails.

● To boot from a mirror of the boot disk

a. Check for aliased VM disks using the devalias command at
the OpenBoot prompt.

✓ Disks that are suitable mirrors of the boot disk will be listed with the name vx-medianame,
where medianame represents the disk media name for the disk containing the boot disk
mirror.

b. Boot using the alias name

  ok boot alias-name

If the root disk is mirrored, an alternate boot disk can be used to boot
the system if the primary boot disk fails.

To boot the system from a mirror of the boot disk:

● Check for aliased VM disks using the devalias command at the
OpenBoot prompt. Disks that are suitable mirrors of the boot disk
will be listed with the name vx-medianame, where medianame
represents the disk media name for the disk containing the boot
disk mirror.

● Boot using the alias name.

If a selected disk contains a root mirror that is stale, vxconfigd will
display an error stating that the mirror is unusable and will list any
nonstale alternate disks from which to boot.

Once the system boots, the boot disk and its mirrors can be repaired.
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Recovering From Improper /etc/vfstab Entries

If there are incorrect entries in /etc/vfstab, the system will appear
to be booting correctly and then fail. This can happen, for example, if
root is mirrored and /etc/vfstab does not reference the proper root
volume device path. To remedy this situation, you need to edit
/etc/vfstab while in single-user mode.

The high-level steps to recover improper /etc/vfstab entries are:

● Boot the system in single-user mode

● Run fsck on the mirrored root volume

● Remount the file system as read-only

● Verify the /etc/vfstab file correctly references the volume
for the file system entry

● Reboot

In this example, root is mirrored two ways, and the /etc/vfstab file
has reverted to using the original physical slice.

1. Because of errors, the system booted in single-user mode. At this
point, root (/) and /usr are mounted read-only.

2. Run fsck on the mirrored volume for root (/).

# fsck root-volume
# fsck /dev/vx/rdsk/rootvol

3. Remount root (/) read/write so you can edit /etc/vfstab.

# mount -o rw,remount root - metadevice /
# mount -o rw,remount /dev/vx/rdsk/rootvol /

4. Edit /etc/vfstab and ensure it references the proper root
volume name and device path.

5. Reboot.
The system returns to normal operation.
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Replacing a Failed Boot Disk

If the boot disk is under Volume Manager control and the boot disk
fails, it will need to be replaced.

The first step is to boot the system from an alternate boot disk (such as
a mirror of the boot disk) or boot device.

If the failed disk is not detached from its device, manually detach it
using the vxdiskadm command. Use the Remove a Disk for
Replacement function.

Once the disk is detached, the system can be shut down and the failed
disk replaced. The replacement disk must be at least as large as the
failed disk to ensure it can hold all the information required.

After the disk replacement is complete, boot the system. Run the
vxdiskadm command and select the “Replace a failed or removed
disk” function. This replaces the failed disk with the new device that
was just added.

1. Boot the system from an alternate boot device (or a mirror of the
boot disk, if the boot disk was mirrored using Volume Manager).

2. Detach the failing disk.

● Use the Remove a Disk for Replacement function of the
vxdiskadm command.

3. Shutdown the system and replace the failed disk.

4. Boot the system.

5. Replace the failed disk with the one that was just added.

Use the Replace a Failed or Removed Disk function of the
vxdiskadm command.

6. Reconfigure the new device to be the boot device.



10

10-22  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Moving the SSA to Another Host

Use this procedure to move a SPARCstorage Array managed by
Volume Manager to another host.

In this example, Volume Manager is running on Host A with one
SPARCstorage Array connected. Host A fails, and we want to move
the SPARCstorage Array to another host, Host B.

1. Install the Volume Manager software on Host B, if necessary.

2. Remove install-db file in /etc/vx/reconfig.d/state.d

3. Gracefully shut down Host A and remove the SPARCstorage
Array.

4. Connect the SPARCstorage Array to Host B.

5. Perform a reconfiguration reboot to build the device tree.

6. Bring up Volume Manager on Host B:

a. Configure the I/O daemon

  # vxiod set 10

b. Disable the configuration daemon

  # vxconfigd -m disable

c. Remove the old host name and add the new host name to the
configuration

  # vxdctl init host-A
  # vxdctl enable
  # vxdctl init host-B
  # vxdctl enable
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References

● The following chapters and appendix from the SPARCstorage Array
User’s Guide

● Chapter 6, “Maintaining the Data”

● Chapter 7, “Performing Service-Related Software Tasks”

● Chapter 11, “Managing the Data”

● Appendix E, “Recovery”

● The on-line manual pages for vxdiskadm(1M), vxdctl(1M),
vxconfigd(1M), vxiod(1M),and vxmend(1M).
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Glossary A

Array controller
The electronic device within a SPARCstorage Array that
manages commands and data transfers between the host and
the Array’s disk drives and removes much of the burden of I/O
processing from the host system.

ASIC
Application specific integrated circuit. A chip designed to
implement a special-purpose set of functions.

Availability
A measure of the amount of time that the array allows access to
user data due to proper operation.

Bandwidth
A measure of the capacity of a communication channel, usually
specified in megabytes per second.

BIANCA
Bus interface and NVRAM controller ASIC. An ASIC chipset
developed for the SPARCstorage Array.

Bus
A path for transferring data.

Button
A graphical component on a window frame or a dialog box that
works by clicking on it with the mouse.

Channel
A path for transferring data between the host and a peripheral
device; usually implies multiple paths (channels).
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Chunk
A quantity of information that is handled as a unit by the host
and array.

Cold spare
A drive in an array that is held in reserve to replace any other
drive that fails. When a drive fails, the spare is powered up by
the array. See hot spare.

Concatenated stripe
A metadevice comprised of both concatenated and striped
components.

Concatenation
A metadevice created by sequentially mapping blocks on
partitions to a logical device. Two or more partitions can be
concatenated and accessed as a single device.

Concurrent
Occurring at the same time; refers to the array’s ability to
process multiple data blocks independently through multiple
paths.

Controller
A device within the array that manages commands and data
transfers from the host, delegates jobs to its processors and
maps the data locations in the array.

Disk array
A subsystem that contains multiple disk drives, designed to
provide performance, high availability, serviceability, or other
benefits.

Disk set
A grouping of two hosts and disk drives in which all the drives
are accessible by each host in the set.

DSBE/S
S-Bus fast differential SCSI-2/buffered Ethernet card, option
number 1052A.

DWIS/S
S-bus differential fast/wide intelligent SCSI-2 host adapter,
option number 1062A.
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Error correction code
Bits of information generated from a block of data to detect an
erroneous bit within the data block. The code also indicates the
correct data.

Fast write
A feature of the SPARCstorage Array NVRAM cache
implementation. Allows disk-write commands to be safety
acknowledged to the host system as completed before the data
is actually written to the disk media.

Fault tolerance
The capability of a system to perform its functions regardless of
software or hardware failures.

FCSI
Fibre Channel System Initiative, jointly sponsored by SUN, HP,
and IBM. This is an effort to guide the emerging Fibre Channel
standard to widespread implementation and to guarantee that
different implementations are interoperable.

Fibre channel
A high-performance data movement interface developed under
the auspices of the American National Standards Institute
(ANSI).

Full duplex
Refers to an interface such as Fibre Channel that can move data
both in and out at the same time. Thus a 25-Mbyte/second
Fibre Channel interface has a total bandwidth of 50
Mbyte/second. See half duplex.

GUI
Graphical user interface.

Half duplex
Refers to an interface such as SCSI that can transmit data in
only one direction at a time. See full duplex.

Host adapter
A device that connects a peripheral device I/O protocol and
medium to the computer system’s I/O bus. The FC25/S card is
a host adapter connecting Fibre Channel to the S-bus.

Hot plug
The ability to replace failed components without removing the
array from user access. See warm plug.
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Hot spare
A drive in an array that is held in reserve to replace any other
drive that fails. Hot spares are continuously powered up and
spinning. This allows the array processor to have immediate
access to a functioning drive for possible reconstruction of lost
data. See cold spare.

Hot spare pool
A group of drives from which a hot spare can be obtained to
replace a failed drive.

Interlace
The number of blocks on a component of a striped or RAID
metadevice that can be simultaneously accessed with the same
number of blocks from another component. The interlace value
dictates how much data Solstice DiskSuite places on a
component of a striped or RAIDed metadevice before moving
on to the next component.

I/O rate
A measure of the capacity of a device to transfer data to and
from another device within a given time period; typically stated
in I/O operations per second.

IOPS
Input/output operations per second. A measure of I/O
performance, this is usually used to quote random I/O
performance.

Logging
See journaling.

Logging device
The component containing the log for a trans device.

Journaling
The recording of UNIX file system (UFS) updates in a log before
the updates are applied to the UNIX file system. This allows for
increased data recovery in the event of a catastrophic system
failure. (Also called logging.)

Logical elements
Those design constituents defined by the array software that
enable the array to emulate another device.

Master device
The component containing the file system for a trans device.
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Metadevice
A group of components accessed as a single logical device by
concatenating, striping, mirroring, RAIDing, or logging the
physical devices. Metadevices are sometimes called pseudo
devices or volumes in UNIX domains or products. See volume.

Metadevice state database
Information stored in non-volatile storage (on disk) that
preserves the state and configuration of metadevices.

Metadriver
A pseudo device driver that maps metadevice operations to
commands to the metadevice components.

Mirroring
In RAID terminology, refers to the redundant storage of data,
either by duplicating the exact data or generating parity data
bit-for-bit.

MTBDL
Mean time between data loss. In a RAID, this is the average
expected time between two rapid disk failures which cause
irreparable data loss.

MTBF
Mean time between failures. A measure of reliability, this is the
average expected time between failures of equipment, usually
measured in hours.

NVRAM cache
A nonvolatile (battery-backed) random access memory area
used as an intermediate store for data between host computer
system an disk drives. See fast write.

Parallel
Simultaneous. Usually applied to a RAID 3 environment where
a large block of data is transferred by dividing it into smaller
blocks, accessing all drives at once and simultaneously
transferring the data.

Parity
In an array environment, data that is generated from user data
and is used to regenerate user data lost due to a drive failure.
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RAID
Redundant array of independent disks, a set of disk drives that
appear to be a single logical disk drive to an application such as
a database or file system. Different RAID levels provide
different capacity, performance, high availability, and cost
characteristics.

Reconstruction
The process of rebuilding lost data on a replacement drive after
a drive failure.

Redundancy
Duplication for the purpose of achieving fault tolerance. Refers
to duplication or addition of components, data and functions
within the array.

Release
A SCSI command to release a previously granted reservation.
See reserve.

Reserve
A SCSI command issued by a host system to reserve access to a
controller or disk drive. Once a reservation is granted to a
system, commands to the controller or disk drive by any other
system are rejected. This is a valuable safety feature in dual-
hosted SPARCstorage Array configurations.

Sector
A bounded area of the disk drive that can hold a specified
amount of data. Each drive is divided into multiple sectors.

Single connector
A new SCSI disk connector technology co-invented by Sun
Microsystems.

SOC
Serial optical channel, an ASIC developed by Sun for the
SPARCstorage Array, which implements an S-bus to Fibre
Channel interface.

State database
A dedicated region of a disk that is reserved exclusively for the
metadisk driver.
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Striping
Spreading, or interleaving, logical contiguous blocks of data
across multiple independent disk spindles. Striping allows
multiple disk controllers to simultaneously access data,
improving performance.

Stripe width
The amount of data written across a striped or RAID volume. In
Solstice DiskSuite, this is the interlace size multiplied by the
number of disks in the stripe.

Submirror
A metadevice that is part of a mirror.

TAB
Tape automated bonding. A type of chip packaging and
mounting technology used in the SPARCstorage Array
controller’s microSPARC™ and SOC chips.

Throughput
A measure of sequential I/O performance, quoted as
MB/second. See IOPS and I/O rate.

Trans device
A special type of device used for UFS logging. A trans device is
composed of one or more metadevices or components, usually a
master device and an optional logging device.

Volume
A volume is a virtual disk partition into which a file system,
DBMS, or other application can place data. A volume can
physically be a single disk partition or multiple disk partitions
on one or more physical disk drives. Applications that use
volumes do not need to be aware of their underlying physical
structure. Software handles the mapping of virtual partition
addresses to physical addresses. In Solstice DiskSuite, a volume
is called a metadevice. See metadevice.

Warm plug
The ability to replace a failed disk drive without powering
down the SPARCstorage Array and without rebooting the host
computer system. This is an important aspect of high
availability. See hot plug.
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XOR
eXclusive OR. A binary mathematical operation performed on
data to produce parity information. In RAID level 5, parity is
generated from user data and is used to regenerate any user
data lost due to a drive failure.
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Sun Disk Management Course Review B

Purpose

This appendix compares the features and functionality provided in
Solstice DiskSuite with those in SPARCstorage Volume Manager.

Objectives

Upon completion of this appendix, you will be able to:

● Discuss the differences in product features

● Discuss the differences in product function

● Discuss the differences in product implementation

✓ The purpose of this course wrap-up is to get students to think about what they have
learned, and how the products are the same, and how they are different.

✓ Ask students to give their definition of each topic, whether it is supported in the products,
how it is implemented in each product, and how the products do it differently (if
applicable).
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Product Functionality

Table B-1 Features of SDS and VM

Feature Supported
in SDS?

Supported
in VM?

Comments
and Notes

Virtual disks Yes Yes Virtual disks are a logical
grouping of one or more
physical disks presented as
one device to the operating
system, application, and user.

Concatenation Yes Yes The ability to group multiple
disks together. The addressing
is sequential. In SDS you
concatenate by adding another
slice to the metadevice. In VM
you resize the volume.

Mirroring Yes Yes Keeping multiple copies of the
data. In SDS each copy is called
a submirror; in VM each copy is
contained in a plex.

Striping Yes Yes The ability to group multiple
disks together. The addressing
is interleaved among the disks.

RAID 5 Yes Yes Data is protected by parity. The
parity is interspersed among
the data.

Hot spares Yes Yes Disks/partitions that can
replace failed disks/partitions.
Data is reconstructed on the hot
spare. In SDS hot spares are not
permanent; they go back to the
hot spare pool. In VM they are
permanent replacements.

Hot relocation No Yes Similar to hot sparing. Data is
recreated on a spare or any
available disk in the disk
group. Disks and subdisks can
be replaced.
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Disk grouping Yes Yes In SDS this is called a disk set.
In VM  it is called a disk group.
Used to move groups of disks
between hosts, and is the basis
for high-availability solutions.

GUI Yes Yes

Dirty region
logging

Yes Yes DRLs are used to speed mirror
resyncs. A bitmap keeps track
of which blocks have changed,
eliminating the need to do a
full resync. In SDS it is
mandatory; you cannot disable
it. SDS stores the DRLs in the
metadevice state database.
Two copies are kept per mirror.
In VM, it is optional.

RAID 5
logging

Yes Yes SDS: component log.
VM: optional RAID 5 log.

Reliable state
detection

Yes Yes SDS uses metadevice state
database replicas to hold the
configuration information. A
quorum is needed at boot time.
In VM, configuration
information is read from disks
at boot time and recreated in
memory. Same concept,
different philosophy.

On-line
growth
(volume)

Yes Yes To grow a metadevice in SDS,
add more disk space to it
(concatenate). In VM, resize
the volume.

On-line
growth
(file system)

Yes Yes In SDS, grow the metadevice
and run growfs on the file
system. In VM, resize the file
system.

Table B-1 Features of SDS and VM  (Continued)

Feature Supported
in SDS?

Supported
in VM?

Comments
and Notes
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On-line shrink No Yes The ability to shrink a volume.
In SDS, you cannot shrink a
metadevice once is it
committed. In VM, resize it.
You should never shrink one
that contains a file system on it.

On-line
backups

Yes Yes In SDS, take a submirror off-
line. In VM, use the snapshot
procedure or take a plex off-
line.

Disk
evacuation

No Yes The automated task of
allocating a subdisk and
copying data to it. Can also be
used to create a copy of the
data. Typically used when a
disk begins behaving badly but
has not yet failed. Not a
replacement for hot sparing or
hot relocation.

Physical disk
management

Yes Yes SDS and VM have the ability to
manage disks (spin up, spin
down, etc.). In SDS, you can
also format them.

Free space
management

Yes Somewhat Because SDS is based on
physical partitions, it is easy to
determine what is available.
With VM, you have to sum the
free space in holes and at the
end of disks.

Performance
analysis and
monitoring

Yes Yes Enables the user to determine
the most heavily used disks
and re-balance I/O, if
necessary. Different graphical
displays in the products;
similar content.

Table B-1 Features of SDS and VM  (Continued)

Feature Supported
in SDS?

Supported
in VM?

Comments
and Notes
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Journaling
file system

Yes No SDS supports a journaling UFS.
To get this functionality in VM,
you must get an additional
license, and the journalled file
system is proprietary.

Fast reboot Yes No Comes from journaling file
system. Eliminates the need for
fsck.

Performance Subjective.

Stability Subjective.

Table B-1 Features of SDS and VM  (Continued)

Feature Supported
in SDS?

Supported
in VM?

Comments
and Notes
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SPARCstorage Array
Model 100 Series: Troubleshooting C

Purpose

This module consists of lab exercises to help you become familiar with
SPARCstorage Array Model 100 Series status indicators, conditions,
and recovery and replacement procedures.

Objectives

After completing this module, you will be able to:

● Check the status of the SPARCstorage Array Model 100

● Remove and replace the major SPARCstorage Array Model 100
subassemblies

● Remove and replace SPARCstorage Array Model 100 disk trays

● Remove and replace disk drives

● Check and recover from SPARCstorage Array Model 100
communication errors

● Make a SPARCstorage Array Model 100 disk drive the boot device

● Make a SPARCstorage Array Model 100 disk drive the boot device

✓ This module is designed to educate students on how to remove and replace hardware
components. Software and data-related issues are discussed in subsequent modules.

✓ This module is designed as an interactive lecture/lab. The instructor can choose to do
small talks on various subjects, or let the students read the material and treat the module
as a self-paced lab.
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✓ The lab exercises are designed to walk students through the most common errors and
failures likely to be experienced in the field. It may not be possible to generate each of the
error conditions in the lab environment. The instructor may choose to have students
assume a particular device has failed, or create a mechanism to simulate the desired
failure.
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Check SPARCstorage Array Model 100 Series Status

Failures of the SPARCstorage Array Model 100 Series hardware
components can be diagnosed from the front panel LCD of the unit.

Whenever the SPARCstorage Array Model 100 Series exhibits
unexpected results, first look at the front panel LCD. All hardware
problems are identified here.

● Check the front panel LCD for SPARCstorage Array status
indications.

Use the following table to determine which component has failed.:

Icon Indication

POST The user should wait while POST is running.

Service  Service is needed. The wrench is always
displayed in combination with another icon.

Controller  Controller problem (memory, for example).

Alphanumerics • POST – Test code and status value of
failing test are flashed continuously.

• Normal Operation – Four least-significant
digits of the array’s World-Wide Name.

• Controller Errors – Panic code is flashed
continuously, and controller icon is
switched on.

Fan Fan failure, or excessive internal
temperature.

+

BAService icon

POST icon
Alphanumerics

Battery icon

Fan icon
Controller icon

Fibre channel link icons
Drive icons
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Use the POST code meanings in the following table to determine the
hardware problem and the action to take:

Battery Low NVRAM battery voltage – Battery
should be replaced.

Drive • A small, solid rectangle represents an
available drive. There are 10 of these in
each tray box.

• If a drive is not available (not installed,
broken, or not turned on), its icon will not
be lit.

Fibre Fibre optic link state. There are two link
icons, one for each possible link. Each icon is
switched on when a link is established.

POST Code Meaning Action

01 LCD failure Replace fan tray.

08 Fan failure Replace fan tray.

09 Power supply
failure

Replace power supply.

30 Battery failure Replace battery module.

Any other
number

Controller failure Replace controller.

Icon Indication
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Removing the Fan Tray

1. Turn off the power to the SPARCstorage Array subsystem, and
remove the front panel.

a. Place your fingers under the arrow embossed on the panel, and
press up on the latch located on the bottom, center of the front
panel to release the latch.

b. When the bottom of the panel is released, gently pull the
bottom of the front panel out, and lift it off of the chassis. Set
the panel aside.

2. Locate the fan tray handle on the front left side of the chassis.

3. Press the latch, and pull the handle to pull out the fan tray until
the first safety catch stops it.

4. Press down on the safety catch at the top of the fan tray with a
small flat-blade screwdriver, and pull the fan tray out until the
second safety catch stops it.

+
B

A

B

Fan tray handle

Safety catch
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Removing the Fan Tray

5. Release the second safety catch with the same screwdriver, and
then slowly and firmly slide the tray from the chassis, supporting
the weight of the fan tray as you remove it from the chassis. Place
the tray on a flat surface.

Caution – Do not press on the glass cover of the LCD display above
the fan tray handle.When the fan try is removed, the fans may still be
spinning slowly. Do not touch the fans while they are moving.

!
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Replacing the Fan Tray

1. Slide the fan tray into the tray slot until the front latch clicks.
Align the top surface of the fan tray with the underside of the
upper chassis flange.

2. Replace the system front cover. Align the top edge of the cover
with the top front of the chassis.

3. Press the bottom of the front cover until the latch clicks shut.

4. Restart the SPARCstorage Array subsystem.
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Removing the Power Supply

▼ Procedure

1. Locate the power supply at the upper rear of the subsystem
chassis.

2. Turn off the power to the SPARCstorage Array subsystem.

3. Unplug the power cable from the AC connector.

4. Loosen the four captive screws that secure the power supply to the
chassis.

5. Pull both ejector levers out to disengage the power supply from its
backplane connections.

6. Pull the power supply toward you.

7. While supporting its weight, slide the power supply out from the
chassis.
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Power supply
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Captive retaining screws (4)

Ejector levers
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Removing the Power Supply

8. Place the power supply on a secure flat surface.

Caution – Grasp the power supply firmly as soon as it is extended far
enough to do so. The power supply is heavy and must be firmly held.!
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Replacing the Power Supply

1. Slide the power supply into the chassis, pressing it upward against
the upper chassis flange to align it. Ensure that the ejector levers
are pointing out.

2. Seat the power supply firmly in its slot.

3. Press both ejector levers inward toward the power supply to seat
the power supply into its internal array controller connectors.

4. Tighten all four captive screws with a screwdriver. Do not
overtighten.

5. Plug in the external power cable to the AC connector.

6. Restart the SPARCstorage Array subsystem.

O I

~ IN

~

OFF
ONO
I

AC connector



C

SPARCstorage Array Model 100 Series: Troubleshooting C-11
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Removing the Array Controller

1. Turn off the power to the SPARCstorage Array subsystem.

2. Locate the array controller at the lower back of the chassis.

3. Disconnect all fibre optic cables connected to the array controller.

4. Loosen the two captive screws that secure the array controller to
the chassis.

5. Remove the array controller from the chassis by pulling out on the
ejector levers.

6. Pull the array controller from the chassis while supporting its
weight.

O I

~ IN

~

OFF
ONO
I

Array controller

Captive screws
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Removing the Array Controller

7. Set the array controller aside, upside down, on a flat surface.

8. Remove the FC/OM(s) from the array controller.

9. Remove the battery module from the array controller.
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Replacing the Array Controller

Because a replacement array controller does not ship with battery
modules and FC/OMs, it is necessary to use these same items from the
failed array controller.

1. Install the FC/OM(s) from the faulty array controller onto the
replacement controller.

2. Install the battery modules from the faulty array controller onto
the replacement controller.

3. Slide the array controller into the chassis, making sure that the
array controller engages the guides provided for it in the chassis.

4. Press both ejectors inward so that they seat the array controller
into its connectors.

5. Tighten the captive screws with a Phillips screwdriver to secure
the array controller to the chassis.

6. Reconnect all fibre optic cables from the host system to the array
controller.

7. Restart the SPARCstorage Array.
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Removing the Fibre Channel Optical Module (FC/OM)

Up to two Fibre Channel Optical Modules (FC/OM) may be connected
to the array controller.

The FC/OM converts electrical signals from the array controller into
light signals to be transmitted through fibre optic cables to the host
system, and from the host to the SPARCstorage Array.

1. Disconnect all fibre optic cables attached to the array controller.

2. Remove the array controller.

3. Place the array controller upside down on a flat surface.

4. Remove the FC/OM from the array controller.

a. Carefully lift the rear of the FC/OM until it comes loose from
the connector.
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Removing the Fibre Channel Optical Module (FC/OM)

b. Pull the FC/OM back from its cutout at the rear of the array
controller back panel.
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Replacing the Fibre Channel Optical Module (FC/OM)

1. Prepare the FC/OM for insertion by removing its two connector
dust covers (if present).

2. Replace the FC/OM. It is important to align the FC/OM
connectors properly. Do not try to force the FC/OM in place, as
damage can result.

a. Insert the fibre optic connector in the cutout provided for it in
the array controller back panel.

b. Align the connector pins with the socket, and press down
firmly until the connector is seated.

3. Replace the array controller in the SPARCstorage Array chassis.

Battery module

FC/OM
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Removing the Battery Module

The battery module is attached to the array controller to the right of
the two FC/OM connectors (when looking at an upside-down
controller).

1. Remove the array controller.

2. Place the array controller upside down on a flat, secure surface.

3. Lift the rear of the battery module until the standoffs disengage
from the array controller.

4. Slide the battery module from the two positioning cutouts on the
array controller back panel.

5. Set the battery module aside.
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Replacing the Battery Module

1. Insert the two tabs at the front of the battery module with the two
alignment slots in the array controller backplate.

2. Press the rear of the battery module down.

a. Align the connector on the battery module with its mate on the
array controller.

b. Standoffs should be seated in their holes on the array
controller.

3. Replace the array controller in the subsystem chassis.
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Removing the Subsystem Backplane

The subsystem backplane internally distributes power and signals for
the SPARCstorage Array.

It is not necessary to remove the drive trays completely from the
subsystem chassis. Simply disconnect them from their backplane
connectors and pull them out until they engage their safety stops.

1. Turn off the power to the SPARCstorage Array system.

2. Remove the power supply.

3. Remove the array controller.

4. Remove the fan tray from the subsystem backplane.

5. Disengage the three drive trays from the subsystem backplane.

Note – You need not remove the drive trays completely from the
subsystem chassis; just disconnect them from their backplane
connectors and pull them out until they engage their safety stops.

6. Remove the five Phillips screws that secure the subsystem
backplane to the chassis.

7. Slide the backplane upward, and pull outward to remove it from
the six keyway standoffs that mount it to the chassis.

Mounting screw holes

Keyway holes
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Removing the Subsystem Backplane

8. Remove the backplane from the chassis.

a. Lift the backplane upward to clear the left card guide wall.

b. Rotate the backplane, left side first, out the rear chassis
opening.

Caution – Be careful to not damage the right side of the backplane
near the fan tray connector area as you remove the backplane.!
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Replacing the Subsystem Backplane

1. Replace the backplane into the chassis.

a. Lift the backplane upward to clear the left card guide wall.

b. Rotate the backplane, right side first, into the rear chassis
opening.

Caution – Be careful—do not damage the right side of the backplane
near the fan tray connector area as you replace the backplane.

2. Install the backplane on to the six keyway standoffs that mount it
to the chassis.

a. Align all six keyway holes with their respective standoffs.

b. Slide the backplane down to engage all six standoffs in their
respective keyway slots.

3. Replace the five Phillips screws that secure the subsystem
backplane to the chassis.The screws to be replaced have a silk-
screened circle surrounding their holes.

4. Engage the three drive trays to the subsystem backplane.

5. Engage the fan tray to the subsystem backplane.

6. Replace the array controller.

7. Replace the power supply.

8. Reconnect fibre optic cables from the host system to the array
controller.

9. Restart the SPARCstorage Array.

!
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Removing the Fibre Optic Cable

The fibre optic cables are somewhat fragile. It is important never to
kink them, or pull on them inappropriately. When removing the cable,
be sure to grab the cable by its connector, not the cable itself.

1. Grasp the fibre optic cable by the wide part of its connector, and
pull it out of the FC/OM connectors of the host system and the
SPARCstorage Array.

Caution – Do not pull on the fibre optic cable itself. Always grasp the
cable by the connector at the end of the cable.

2. Replace the fibre optic cable covers (if you still have them).

3. Put the fibre optic cable in a safe place.

!
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Replacing the Fibre Optic Cable

The fibre optic cable has raised keys on one side of the connectors;
there are also keyway notches on the inside of the FC/OM. The fibre
optic cable should be oriented so that the keys on the cable connectors
lines up with the keyway notches on the FC/OM.

The FC/OM should be mounted on an FC/S card, and the FC/S card
should be installed in an SBus slot on your system. Refer to the host
system hardware documentation for the location of the SBus slots in
your system.

1. Properly orient the fibre optic cable with the FC/OM.

FC/OM

Keyway notches

Connector end of the fibre optic cable

Keys
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Replacing the Fibre Optic Cable

2. Plug the cable into the FC/OM at the rear panel of the array
controller.You should hear a distinctive “click” sound, which tells
you that the cable is properly mated with the FC/OM.

3. Locate the FC/OM on the rear panel of the host system, and
connect the fibre optic cable to it.

~

OFF
ONO
I



C

SPARCstorage Array Model 100 Series: Troubleshooting C-25
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May 1997

Removing the Disk Drive Tray

There are three disk drive trays located at the front of the chassis to the
right of the fan tray.

Some software (such as Volume Manager) enables you to remove and
replace disk drive trays, and the disk drives installed in them, without
having to turn off the power to the SPARCstorage Array.

It may be easier to release the stop tab if you slide the tray slightly
back into its bay. Support the weight of the disk drive tray with your
left hand to avoid dropping the tray.

If you are moving the disk drives from a defective drive tray to a
replacement drive tray, set both drive trays side by side. This makes it
easier to avoid putting any drive into the wrong slot of the new drive
tray.

1. Remove the front panel.

2. Locate the disk drive tray. The disk drive trays are located at the
front of the chassis to the right of the fan tray.

B
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Removing the Disk Drive Tray

3. Determine if the light on the front of the disk drive tray is off or
on.

● If the condition light on the front of the disk drive tray is off,
the tray can be removed safely. Go to Step 5.

● If the condition light on the front of the disk drive tray is on,
the drives in the tray are active or still spinning down and the
tray cannot be removed without first performing software
procedures

4. Go to the terminal that is running the volume management
software, and perform the necessary software tasks before you
remove the drive tray.

5. Grasp the center of the left side of the tray handle with your right
hand, and press the locking button on the side of the handle and
swing the handle out from the face of the tray.

6. Slide the disk drive tray from the chassis.

7. When the drive tray engages the stop, reach under the tray with
your left hand, press up on the stop tab to release it from the stop,
and pull the tray the rest of the way from the chassis.

8. Place the disk drive tray on a flat surface.
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Replacing the Disk Drive Tray

1. With the tray handle fully open, slide the disk drive tray into the
chassis making sure that the tray engages its guide channels in the
chassis.

2. Carefully slide the disk drive tray all the way to the back of its bay
until it stops.

3. Swing the tray handle to the left until it clicks into place. Part of
the handle should engage the chassis, pull the drive tray into the
subsystem backplane connectors, and lock the drive tray in
position.
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Removing a Disk Drive

1. Remove the disk drive tray.

2. Ground yourself.

3. Determine which disk drive you want to remove from the drive
tray.

4. Press the release latch on the right side of the drive ejector and
pull up on the drive ejector.

5. Swing the drive ejector up and over until it contacts the left side
rail of the drive tray.

Note – If the latch does not release from the drive tray when you press
on it, use a small, flat-blade screwdriver to press gently on the latch
through the matching hole on the right side of the drive tray. Then lift
the drive ejector.

6. Gently and firmly continue moving the drive ejector lever over
and down. As the drive ejector moves down, it forces the disk
drive connector from the drive tray connector.

Drive ejector

Release latch
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Removing a Disk Drive

7. Grasp the sides of the drive ejector, and pull the disk drive straight
up from the drive tray. Do not touch the components of the disk
drive circuit card.

8. Place the disk drive on a secure, flat surface, in an antistatic bag,
and with the component side of the disk drive controller card up.
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Replacing a Disk Drive

1. Ground yourself.

2. Select which slot you are installing the disk drive into.

3. Make sure that the slot and the drive tray connector are not
blocked.

4. Carefully insert the disk drive in the drive tray slot, with the disk
drive circuit board facing toward the front of the tray, ensuring
that the disk drive does not slip out of the left or right disk drive
guides. The component side of the board faces towards the drive
tray handle.

5. Close the drive ejector. As the drive ejector closes, it forces the
connectors together. It helps to press slightly on the center of the
top of the drive to begin seating it. You will feel a resistance and
then the joining of the two connectors as the drive ejector moves
down.

6. Press the drive ejector in to seat the disk drive in the array
controller connectors.

7. Swing the drive ejector down into the locked position.

Repeat these steps for each disk drive that you install.

8. Replace the drive tray into the SPARCstorage Array chassis.

Caution – Do not force a drive into a slot, since this can damage the
board and system. The drive should insert and seat smoothly. If it
binds, remove it, and inspect the card cage for sign of obstruction.
Also inspect the drive and drive tray backplane for bent pins or other
damage.

!
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Replacing a Disk Drive

If a drive ejector extends above the edge of the drive tray or is not fully
closed, the disk drive connector is not joined with the drive tray
connector. Perform the following procedure:

1. Carefully open the drive ejector, and remove the disk drive.

2. Check that the connectors are not broken and that nothing blocks
the joining of the disk drive and the slot connectors.
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SPARCstorage Array
Model 200 Series D

Purpose

This module provides a detailed discussion of the SPARCstorage
Array Model 200 Series product offering.

Objectives

After completing this module, you will be able to:

● List the hardware components of the SPARCstorage Array Model
200 Series

● Identify the field replaceable units (FRUs) of the SPARCstorage
Array Model 200 Series

● List the specifications of the SPARCstorage Array Model 200 Series

● Describe how to assemble a SPARCstorage Array Model 200 Series

● Describe how to connect a SPARCstorage Array Model 200 to a
host.Describe how to power a SPARCstorage Array Model 200
Series on and off

✓ Module 1, "SPARCstorage Array Product Line Overview" discussed technologies and
implementation details. This module discusses the construction of the Model 200 Series,
its connection to a host system, and how to turn it on and off. This is a practical
discussion of the product, not a theoretical one.

✓ The SPARCstorage Array device driver software is now bundled with Solaris. Separate
installation steps for the SPARCstorage Array software are no longer required.
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Configuration

The SPARCstorage Array Model 200 Series is offered as a companion
unit for various SPARCserver, SPARCcenter, and Ultra Enterprise
server systems. It is packaged in a data center cabinet.

The SPARCstorage Array Model 200 Series is a rack-mount, disk array
controller. Up to six differential SCSI disk trays can be connected to it.
Each disk tray can hold up to six disk drives.

The SPARCstorage Array Model 200 Series features full component
accessibility.

The functional components of the SPARCstorage Array Model 200
Series hardware include:

● Removable power supply.

● Removable LCD-display diagnostic module.

● Removable disk array controller module. Removable differential
SCSI interface modules (two) with three differential SCSI ports per
module.

● Removable fan tray.

● Internal backplane with attached power and signal buses.

● Rack-mountable chassis.

Fan tray

Power supply

Diagnostic
module

Controller

Differential
SCSI interface
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Chassis Assembly

The chassis is an open-front sheet-metal box containing internal rails
to position and hold the component modules of the SPARCstorage
Array Model 200 Series subsystem. It has external rack mounting
brackets to permit installation within a 56 inch data expansion cabinet.

The SPARCstorage Array Model 200 Series chassis assembly consists
of the following components:

● Chassis (with rack mounting brackets)

● Power supply

● LCD diagnostic display module

O I

Fan tray

Power supply

Diagnostic module

Controller module

Differential SCSI
interface modules

Chassis

Backplane
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Chassis Assembly

● Array controller with

● Fibre Channel Optical Module (FC/OM)

● Battery module Fan tray

● Differential SCSI interface modules (two)

● Backplane

Note – The controllers for the models 100 and 200 look as if they are
interchangeable. They are not. If a Model 100 controller is inserted into
a Model 200, the system may appear to work for a while. Ultimately, it
will fail. Be sure to use the proper controller in each type of array.
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Power Supply

The power supply provides 140 watts. The power supply provides
power to the remaining SPARCstorage Array Model 200 Series
components through the backplane.

There are two LEDs on the power supply at the rear of the
SPARCstorage Array.

LED Meaning

AC LED (~) This LED gives information on the AC input to
the power supply. On – AC is on. Off – AC is off.

DC LED ( ) This LED gives information on the DC output
from the power supply to the array controller,
interface modules, diagnostic display module,
and fan tray. On – DC is on. Off – DC is off.

O I

Power supply
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LCD Diagnostic Display Module

● Mounts inside the chassis under the power supply

● Provides visual indication of

● World-Wide Address

● Operating status

● Diagnostic troubleshooting codes

The LCD diagnostic display module mounts inside the chassis directly
under the SPARCstorage Array power supply. The LCD diagnostic
display module provides visual indication of the SPARCstorage Array
operating status and the World-Wide Address, as well as showing
numeric diagnostic codes to help troubleshoot problems in the
subsystem during operation.

The LCD diagnostic module does not have icons that represent the
disks in the array.

O I

Diagnostic display module
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Array Controller

The array controller controls the functions of the subsystem, and
includes provisions for a battery module and up to two Fibre Channel
optical modules (FC/OM).

Array Controller LEDs

O I

Array controller

B Scan NVRAM DIAG SYS OKA

Fibre optic connectors

Reset switch

SYS OK LED

NVRAM button

DIAG switchNVRAM LED

Scan connector
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Array Controller

Array Controller LEDs (Continued)

Caution – Never press the Reset switch while the array is processing
I/O commands from the host system. The SPARCstorage Array Model
200 Series will reboot and data will be lost.

Component Meaning

Fibre optic
connector

Used to connect the fibre optic cables to the SPARCstorage Array.

Scan connector Used to test the SPARCstorage Array controller (factory use
only).

NVRAM LED Gives information on the SPARCstorage Array NVRAM. Press
the NVRAM button when the SPARCstorage Array is off—if the
NVRAM LED comes on, then there is data pending on the
NVRAM that must be flushed to the disk using the fast write
software command.

NVRAM button Used to determine if there is any data pending on the
SPARCstorage Array NVRAM.

DIAG switch Used to set the level of diagnostics for the SPARCstorage Array.
Set the DIAG switch to DIAG for normal diagnostics or to DIAG
EXT for extended diagnostics. Setting the DIAG switch to DIAG
EXT provides more thorough testing, but it also causes the array
to take longer to boot up. DIAG EXT is most useful in diagnosing
array subsystem problems.

Reset switch Used to reset the SPARCstorage Array. Press the Reset switch to
reset the array. Pressing the Reset switch causes the array
controller to reboot; do not press the Reset switch while the array
is processing I/O commands from the host system.

SYS OK LED Gives information on the SPARCstorage Array status. If the SYS
OK LED is blinking, then the array is running normally (the pace
of the blinking varies with the level of activity on the controller).
If the LED is off, then the controller is either not receiving power
or is hung. If the LED is on, then the controller is receiving power
but may be hung.
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Differential SCSI Interface

The Differential SCSI interface controls data flow between the
SPARCstorage Array Model 200 Series array controller and connected
Differential SCSI disk trays.

Each Differential SCSI interface module has three ports:

● Ports are numbered 0 through 5, reading right to left, top to
bottom.

● Each port should be connected to its equivalent-numbered
differential SCSI disk tray, counting the topmost disk tray as 0, on
down to number 5—assuming that all six possible differential SCSI
disk trays have been installed in the expansion cabinet.

O I

Interface modules
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Fan Tray

The fan tray provides cooling for the power supply, array controller,
Differential SCSI interfaces, and diagnostic display modules.

DC power for the fans comes from the power supply through the
system backplane.

O I

Fan tray
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Field Replaceable Components

The above table identifies items for the SPARCstorage Array Model
200 Series subsystem that can be replaced at the customer site by a
qualified service provider or by a user.

General Category Description Part
Number

Chassis Chassis assembly 540-2653-xx

Rack mounting brackets (2) 340-3103-xx

DC power supply Power supply 540-2465-xx

Diagnostic display Diagnostic display board 501-2671-xx

Controller Array controller 501-2651-xx

Controller Array controller 501-3021-xx

Interface SE Differential SCSI converter 501-2670-xx

Backplane
assembly

Backplane assembly 501-2664-xx

Fan tray Fan tray 540-2610-xx

FC/OM Fibre Channel optical module 370-1426-xx

Battery Battery module 501-2857-xx

Test connector Loopback connector 130-2837-01

Note – The suffix -xx denotes the dash level of an assembly.
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Specifications

Physical

Clearance and Service Access

Electrical

U.S. Metric

Height 12 in 307 mm

Width 17.5 in 445 mm

Depth 5.75 in 146 mm

Weight 40 lbs 18 kg

Power cord 6 ft 1.83 m

Face U.S. Metric Comments

Rear 18 in. 46 cm Access to power supply, system controller,
diagnostic module, differential-SCSI
interface, and cables

Left 3 in. 7.5 cm To maintain airflow

Right 4 in. 10 cm To maintain airflow

Parameter Value

Input Voltage range 100–240 V AC

Current 2.5A maximum at
100 V AC

Frequency range 47–63Hz

Output +5 VDC 25.0A

+12 VDC 1.0A

Output power rating Total power not
to exceed

140W
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Configuring a SPARCstorage Array Model 200 Series

Turning On Power to the System

You must turn on the power to the SPARCstorage Array before turning
on the host system; if you turn on the host system before turning on
the SPARCstorage Array, the host system will not recognize the
SPARCstorage Array.

It may take some time for a system with SPARCstorage Arrays to boot
up, depending on the following factors:

● Total number of disk drives in the SPARCstorage Array(s)
connected to the system

● Total number of disks drives controlled by volume management
software

● Total number of volumes created for the disk drives

● Complexity of the configuration imposed by volume management
software

For example, a SPARCstorage Array with 18 disk drives and only
simple volumes may take 15 to 30 seconds to boot up, while a
SPARCstorage Array with 30 disks drives and striped and mirrored
volumes may take up to 2 minutes to boot up.

✓ The use and impact of volume management software is discussed later in this course.
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Configuring a SPARCstorage Array Model 200 Series

Turning On Power to the System (Continued)

1. Begin with a safety inspection of the subsystem.

a. Verify that the main power circuit breaker on the expansion
cabinet AC distribution unit power switch is switched to the
Off position.

b. Verify that the expansion cabinet power cord is plugged into
the correct facilities power outlet.

Caution – Do not disconnect the expansion cabinet power cord from
the wall socket or the SPARCstorage Array power cord from the
expansion cabinet socket when working on the SPARCstorage Array.
This connection provides a ground path that prevents damage from
uncontrolled electrostatic discharge.

c. Verify that the power cords from all differential SCSI Trays
installed in the expansion cabinet are plugged into the
expansion cabinet AC distribution unit output sockets.

d. Verify that the power cord from the SPARCstorage Array
subsystem power supply is plugged into the expansion cabinet
socket.
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Configuring a SPARCstorage Array Model 200 Series

Turning On Power to the System (Continued)

2. Switch the SPARCstorage Array Model 200 Series power supply
switch to On.

3. Verify that data connections are correct.

a. The fibre optic cable connections between the SPARCstorage
Array Model 200 Series and the host server should be
completed.

b. The differential SCSI connections between the SPARCstorage
Array Model 200 Series and the differential SCSI trays should
be completed.

4. Close the expansion cabinet.

5. Turn the distribution unit Local/Remote switch on the expansion
cabinet rear to Local.

6. Turn the AC distribution unit main power circuit breaker on the
expansion cabinet rear to ON.

7. Turn the expansion cabinet front panel key switch to the On
position. You will hear the SPARCstorage Array fan begin turning.
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Configuring a SPARCstorage Array Model 200 Series

Turning On Power to the System (Continued)

8. Turn the power to the host system.

Note – Do not boot the host system until the SPARCstorage Array
Model 200 Series has completed booting.

Do not move the system when the power is on. Failure to heed this
warning may result in catastrophic disk drive failure. Always turn off
the power to the system before moving it.
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Power-On Self Tests (POST)

During the power-on self test (POST), the POST and service icons are
displayed on the diagnostic module LCD display. The four
alphanumeric LCD characters display the code of the currently
running POST test.

If problems are detected during POST, an error code is displayed
continuously on the alphanumeric LCDs as well as the wrench icon.

After POST is finished, the following will be displayed (in this order):

● The last four digits of the World-Wide Name for that particular
SPARCstorage Array subsystem.

● One or two fibre icons (which indicate the status of the fibre links)
will be displayed after both the SPARCstorage Array Model 200
Series and the host system connected to it have both finished their
boot process.

During normal operation, you should see the same icons steadily
displayed on the front panel.

Turning On Power to the Host

Do not boot the host system until the SPARCstorage Array Model 200
Series has completed booting.

Various indicators show when the SPARCstorage Array Model 200
Series has completed the boot process.

● The diagnostic display module shows that booting is complete.

● The POST icon on the diagnostic array module is no longer
displayed.

● The Fibre Channel icon (or icons, if both SOCHA modules are
installed and connected) is displayed.

● The wrench icon is not displayed.

● The drive ready LED will be lit for each differential SCSI disk
drive.
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Turning Off Power to the System

1. Shut down any disk management software you may be running.

2. Turn off the power to the expansion cabinet. Turn the front panel
key switch to the OFF (standby) position.

3. Turn the AC power off. Turn the AC distribution unit circuit
breaker to Off. The switch is at the rear of the cabinet.

Warning – The power must be turned off at the AC distribution unit to
avoid electrical shock.

Note – Do not disconnect the expansion cabinet power cord from the
wall socket, or the SPARCstorage Array power cord from the
expansion cabinet socket when working on the SPARCstorage Array.
This connection provides a ground path that prevents damage from
uncontrolled electrostatic discharge.

Disk management software is discussed later in this course. For
purposes of this module, assume there is no disk manager software
running at this time.
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Usingssaadm E

Purpose

This module consists of lab exercises to help you become familiar with
the ssaadm command.

Objectives

After completing this module, you will be able to:

● Display controller information

● Reserve and release drives

● Start and stop drives

● Enable and disable fast writes

✓ This module is a self-paced lab exercises to acquaint students with the ssaadm command
and its affect on the operation of the SPARCstorage Array.

✓ The ssaadm command is an administrative command used to manage the SPARCstorage
Array. It performs a variety of control and query tasks depending on the command line
arguments and options used.

✓ Each ssaadm command must contain a subcommand and at least one path name. The
subcommand is applied to each path name specified. A path name specifies a controller
or disk.
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Display Status

1. Display the status of the array and all drives on a given controller
by using the display subcommand.

# ssaadm display c #

For example:

# ssaadm display c1

a. Take note of the information displayed:

________________________________________________________

________________________________________________________

________________________________________________________

________________________________________________________

________________________________________________________

________________________________________________________

________________________________________________________

________________________________________________________
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Reserve Drives

1. Reserve a disk drive by using the reserve subcommand.

# ssaadm reserve /dev/rdsk/c #t #d#s#

For example:

# ssaadm reserve /dev/rdsk/c1t2d0s2

2. Verify that the specified disk was reserved by using the display
subcommand.

# ssaadm display c #

For example:

# ssaadm display c1

3. Reserve all drives on a controller using the reserve subcommand.

# ssaadm reserve c #

For example:

# ssaadm reserve c1

4. Verify that all drives are reserved by using the display
subcommand.

# ssaadm display c #

For example:

# ssaadm display c1

Notes:

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________
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Release Drives

1. Release a disk drive by using the release subcommand.

# ssaadm release /dev/rdsk/c #t #d#s#

For example:

# ssaadm release /dev/rdsk/c1t2d0s2

2. Verify that the specified disk was released by using the display
subcommand.

# ssaadm display c #

For example:

# ssaadm display c1

3. Release all drives on a controller using the release subcommand.

# ssaadm release c #

For example:

# ssaadm release c1

4. Verify that all drives are released by using the display
subcommand.

# ssaadm display c #

For example:

# ssaadm display c1

Notes:

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________
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Stop Drives

1. Stop an individual drive and verify:

# ssaadm stop /dev/rdsk/ slice
# ssaadm display c #

For example:

# ssaadm stop /dev/rdsk/c1t5d0s0
# ssaadm display c1

2. Stop all drives in tray 2 of controller that controller and verify:

# ssaadm stop -t2 c #
# ssaadm display c #

For example:

# ssaadm stop -t2 c1
# ssaadm display c1

3. Stop all drives on a controller and verify:

# ssaadm stop c #
# ssaadm display c #

For example:

# ssaadm stop c1
# ssaadm display c1

Notes:

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________
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Start Drives

4. Start an individual drive and verify:

# ssaadm start /dev/rdsk/ slice
# ssaadm display c #

For example:

# ssaadm start /dev/rdsk/c1t5d0s0
# ssaadm display c1

5. Start all drives in tray 2 of controller that controller and verify:

# ssaadm start -t2 c #
# ssaadm display c #

For example:

# ssaadm start -t2 c1
# ssaadm display c1

6. Start all drives on a controller and verify:

# ssaadm start c #
# ssaadm display c #

For example:

# ssaadm start c1
# ssaadm display c1

Notes:

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________
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Enable Fast Writes

1. Set (enable) fast writes for a specific drive:

# ssaadm fast_write -s -e controller_or_drive

For example:

# ssaadm fast_write -s -e /dev/rdsk/c1t0d0s2

2. Set (enable) fast writes for a controller:

# ssaadm fast_write -s -e controller_or_drive

For example:

# ssaadm fast_write -s -e c1

Notes:

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________
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Enable NVRAM for Synchronous Writes

1. Set (enable) NVRAM for synchronous writes for a specific drive:

# ssaadm fast_write -s -c controller_or_drive

For example:

# ssaadm fast_write -s -c /dev/rdsk/c1t0d0s2

2. Set (enable) NVRAM for synchronous writes for a controller:

# ssaadm fast_write -s -c controller_or_drive

For example:

# ssaadm fast_write -s -c c1

Notes:

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________
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Disable Fast Writes

1. Disable fast writes for a specific drive:

# ssaadm fast_write -s -d controller_or_drive

For example:

# ssaadm fast_write -s -d /dev/rdsk/c1t0d0s2

2. Disable fast writes for a controller:

# ssaadm fast_write -s -d controller_or_drive

For example:

# ssaadm fast_write -s -d c1

Notes:

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________

_________________________________________________________
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SPARCstorage RSM F

Purpose

This module provides an overview of SPARCstorage RSM products.

Prerequisites

● Completion of Module 1, "SPARCstorage Array Product Line
Overview"

Objectives

Upon completion of this module, you will be able to:

● List the hardware components of the SPARCstorage RSM

● Locate and describe the function of SPARCstorage RSM LEDs

● Discuss the features and benefits of the SPARCstorage RSM

● List the specifications of the SPARCstorage RSM

● Install a SPARCstorage RSM tray into a rack

● Power on a SPARCstorage RSM

✓ Technologies and implementation details are discussed in Module 1, "SPARCstorage
Array Product Line Overview." This module discusses the construction of the
SPARCstorage RSM, its connection to a host system, and how to power it on and off. This
is a practical discussion of the product, not a theoretical one.

✓ The SPARCstorage Array device driver software is now bundled in Solaris. Separate
installation steps for the SPARCstorage Array software are no longer required.
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The SPARCstorage RSM

● Drives

● Up to seven single-ended disk drives per tray

● Seagate 4.2 Gbytes 5400 rpm drives

● Wide, differential external SCSI connection

● Drive target address IDs are fixed and sequential

● Up to eight SPARCstorage RSMs per rack on a host

● Up to six SPARCstorage RSMs in an SSA

● SCSI Environmental (SEN) card

● High availability features:

● Hot plug disk drive modules

● Hot plug, redundant power and cooling units

● Dual power cables to separate power sequencers
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The SPARCstorage RSM

The SPARCstorage RSM is a storage subsystem (disk tray) that can
hold from one to seven single-ended, storage devices on a single SCSI
bus. The target address IDs are fixed and sequential. Target address
IDs can range from 0–6 or 8–14.

The SPARCstorage RSM is designed to be installed in a 56 inch data
center expansion cabinet (the rack). Up to eight SPARCstorage RSMs
can be installed in a rack.

Each RSM disk tray contains up to seven 3.5-inch half-height 4.2
Gbytes drives (Seagate 4.2 Gbytes 5400 rpm). The drives operate on a
16-bit wide, single-ended SCSI bus, while the tray interface is a 16-bit
differential SCSI bus.

Front panel LEDs on each RSM drive tray ease administration and
maintenance by indicating power supply failures, fan failures, and
conditions that exceed safe operating temperatures.

SCSI Environmental (SEN) Card

The RSM drive trays can be installed with a SCSI Environmental (SEN)
Card. The SEN card senses environmental changes such as
temperature.

High Availability Feature

● Hot plug disk drive modules — the RSM enclosure supports
drives which utilize SCA-2 connectors to provide hot plug
capability on a quiescent bus.

● Hot plug, redundant power and cooling units — The RSM
includes hot-plug redundant power supplies, each of which is
capable of providing sufficient power to continue non-degraded
operation in the event of a single power supply failure. The RSM
also provides a hot-plug redundant cooling module which
contains two fans, either of which can maintain operating
temperatures in the event of a single fan failure. Both the power
supplies and cooling module can be replaced while the
SPARCstorage RSM is powered on.
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The SPARCstorage RSM

High Availability Feature (Continued)

● Dual power cables to separate power sequencers — Each RSM
drive tray has dual power cables to separate power sequencers in
the expansion, for increased availability in the event of a power
sequencer failure.
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SPARCstorage RSM IDs

● SCSI ID range 0 to 6 (default from factory)

● SEN card—SCSI ID 15 (0xF)

SPARCstorage RSM IDs

SCSI ID Settings

Each SPARCstorage RSM drive tray contains an I/O board that
determines the SCSI ID range (target addresses) for the drives. The
drive trays have a default SCSI ID setting of 0 through 6 when shipped
from the factory.

To change the SCSI ID settings for the 8–14 address range, remove the
drive tray and locate the jumpers. There are eight pins (four pairs
aligned vertically) on the upper right corner of the I/O board. There
should be two shunts attached to two or more pins. Move the shunts
to match the desired positions.

SEN card SCSI ID
Back of drive tray

SCSI ID pins

Drive tray I/O board
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SPARCstorage RSM IDs

SPARCstorage RSM IDs (Continued)

SEN Card SCSI ID Settings

The SEN card enables the host system to get environment status over
the SCSI bus, and provides control over individual drive fault
indicators to the host system.

The SCSI Environmental card (SEN card) SCSI ID is located on the rear
of the drive tray. The SEN card SCSI ID must be set to 15 (0xF).
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SPARCstorage RSM LEDs

Note – Red LEDs flash when a failure condition occurs.

LED Meaning

Power Module A Fault LED Glows red if power module A fails or when
power to the module is removed.

Power Module B Fault LED Glows red if power module B fails or when
power to the module is removed.

Fan Module Warning LED Glows amber when one of the fans in the fan
module fails or when the fan is rotating at the
wrong speed.

Fan Module Failure LED Glows red when both fans in the fan module
have failed. The fan module warning LED may
also light.

Over Temperature Detected LED Glows red when the subsystem reaches an
unsafe operating temperature.

Audible Alarm Sounds during a fault detection. (The
appropriate LED also lights.) Turn off by
pressing and releasing the alarm reset switch.

A

B

!

!

!

I
On/off switch

Power indicator (green LED)

Power module A fault (red LED)
Power module B fault (red LED)

Fan module warning (amber LED)
Fan module failure (red LED)

Over temperature (red LED)

Audible alarm reset switch
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SPARCstorage RSM LEDs

Front panel LEDs ease administration and maintenance by indicating
power supply failures, fan failures, and conditions that exceed safe
operating temperatures. The LEDs light when a module failure occurs
or the component is removed. (See table on previous page.) The LEDs
extinguish when the offending module has been removed or replaced.

Fan Module Failure LED

The fan module failure LED glows red when both fans in the fan
module have failed. The fan module warning LED may also light. The
fan LEDs extinguish when the faulty fan module is replaced. If the
SPARCstorage RSM unit continues in use when the fans have failed,
the tray may overheat and the over temperature LED will light.

Over Temperature Detected LED

The over temperature (red) LED lights when the subsystem nears the
maximum temperature range. The LED operates in conjunction with
the alarm silence switch, with one exception. After first pushing and
releasing the alarm silence switch, the over temperature LED will
remain lit. This is done so that the user will know what caused the
alarm. The second activation and release of the alarm switch clears this
LED if the over temperature condition no longer exists.

If the over temperature condition in not resolved within a short time,
the SPARCstorage RSM subsystem automatically shuts off to prevent
drive damage.

Audible Alarm

The audible alarm sounds during a fault detection (the appropriate red
or amber LED also lights). Turn off the alarm by pressing and then
releasing the alarm silence switch.
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SPARCstorage RSM LEDs

Audible Alarm Reset Switch

Pushing the audible alarm reset switch inward and then releasing the
switch causes the following to occur:

● The responsible fault LED stops flashing and goes to a solid lit
state

● The alarm turns off

Pushing the audible alarm reset switch a second time causes the
following to occur:

● The fault no longer exists and has been repaired—the LED turns
off

● The fault still exists—the LED remains lit
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Storage Device Indicators

Each storage device (drive) has two LEDs

Drives within the SPARCstorage RSM have their own LEDs and
indicators.

Each drive has two LEDs (one green, one red) located directly above
the device. The red LED is controlled by the host and functions only
when the SEN card is present. The green LED indicates I/O activity
and device condition (spun-up or spun-down).

LED On Off

Green I/O activity
During drive spin-up

The device SCSI port is idle
The device is spun up and
idle.

Red Controlled by the host and
functions  only when the
environmental board (SEN
card) is present

A

B

!

!

!

I

Green
 LED

Red
LED
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SPARCstorage RSM Features and Benefits

✓ Discuss the features and benefits of the SPARCstorage RSM with the students.

Feature Benefit

Redundancy Hot-plug redundant
power supplies.
Hot-plug redundant fan
module.

Increases data
availability. Disk drives
remain available in the
event of a single power
supply or fan failure

High
Serviceability

Completely customer
serviceable.

Hot-replacement of disk
drives, power supplies,
and fan module.

Eases configuration
and service. No need to
defer service until
qualified service
representative is
available. Data remains
available during
maintenance.

High Capacity Meets demand for large
amounts of storage.

Front Panel
LEDs

Indicate temperature,
power supply, and fan
module status.

Eases administration.
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SPARCstorage RSM Configurations

● Tray with three 4.2 Gbytes drives

● Field-installed option for existing systems

● Factory installation in system cabinet or expansion cabinet

● Tray with seven 4.2 Gbytes drives

● Field-installed option for existing systems

● Factory installation in system cabinet or expansion cabinet

● 4.2 Gbytes drive

● Field-installed option for existing systems

● Factory installation in system cabinet or expansion cabinet

The SPARCstorage RSM can be ordered in two basic configurations: a
3-drive tray or a fully-populated 7-drive tray. Additional 4.2 Gbytes
drives can also be ordered and added to the 3-drive tray to flexibly
grow from 3 to 7 drives.

The SPARCstorage RSM can be ordered as either a factory-installed
option, or as a field-installed option for existing systems.
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Hardware and Software Requirements

● Hardware support

● SPARCstorage Array Model 200 Series

● Directly attached to host with DWIS/S host adapter

● Software requirements

● Supported on Solaris 2.3, 2.4, 2.5, 2.5.1

● No special software for SPARCstorage RSM

Hardware Support

The SPARCstorage RSM is supported by the SPARCstorage Array
Model 200 series, including both the older and newer models. It is not
supported by the SPARCstorage Array Model 100 series.

The SPARCstorage RSM can also be directly attached to the host with
a DWIS/S host adapter.

Software Requirements

The SPARCstorage RSM is supported on Solaris 2.3, 2.4, 2.5, and 2.5.1.

There is no special software required for the SPARCstorage RSM. Any
software requirements for the SPARCstorage RSM are the same as that
for the SSA Model 200 series with 9 Gbytes drives.

Software is required for the SEN card. The Solaris 2.5.1 2/97 release
will support it.
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Specifications

Vertical Spacing

● Space

● 5.25 inches (13.34 cm)

● Front vertical rail

● 6 rectangular tab positions

● Rear vertical rail

● 9 vertical holes

The first SPARCstorage RSM installed into a cabinet should be
positioned at the bottom of the cabinet. Fill the cabinet from the
bottom to ensure proper weight distribution.

Each SPARCstorage RSM occupies 5.25 inches (13.34 cm) in height.
This translates to six positions on the front vertical rail of the cabinet,
and nine holes on the rear vertical rail.

Vertical space requirement
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Installing the SPARCstorage RSM

Installing the SPARCstorage RSM involves several steps

1. Opening the cabinet

2. Installing the mounting rails

3. Installing the SPARCstorage RSM into the rack

4. Installing the cables

We will discuss each step in the following pages.
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Remove the Front Cover

Open the cabinet. Some cabinets have pull-off front panels; others
have hinged doors.

After deciding where to install the SPARCstorage RSM (which RSM
position), open the cabinet. Some cabinets have pull-off front panels;
others have hinged doors. See the documentation for the rack model
for information, if necessary.

Front view
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Install the Mounting Rails

1. Remove the screen from the back of the rack.

2. Determine which six holes in each of the two front vertical rails
comprise the vertical space to be used. Locate the holes into which
the rail suspension brackets will be installed.

Expansion Rack

SPARCcenter 2000E

3. Install the front suspension brackets into the rack on the inside of
the vertical.

4. Attach the two rear mounting brackets to the inside rear wall of
the rack.

Note – All the mounting brackets mount with the rubber motor mount
toward the inside of the rack. The SEM screw holes face inward.

Tray Front Mounting Holes Rear Mounting Holes

Last 83 and 81 82 and 80

7th 73 and 71 73 and 71

6th 62 and 60 62 and 60

5th 52 and 50 52 and 50

4th 41 and 39 41 and 39

3rd 31 and 29 31 and 29

2nd 20 and 18 20 and 18

1st 10 and 8 10 and 8

Tray Front Mounting Holes Rear Mounting Holes

Last 23 and 21 23 and 21

1st 11 and 9 11 and 9
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Install the Mounting Rails

5. Install the mounting tray between the mounting brackets. The
rectangular holes go toward the rear of the rack.

a. For a tray in the top position, use holes 2 and 4 from the top

b. For all other tray positions, use holes 1 and 3 from the top

6. Install the stopper. The stopper holds the SPARCstorage RSM tray
so that the front is flush with the front of the rack.
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Install the SPARCstorage RSM into the Rack

1. Slide the tray onto the rail until it contacts the stopper.

2. Remove the rear fan assembly from the tray.

3. From the front, position the left side lock rail onto the tray. The
lock tab at front of the rail fits into the slot on the large rail.

4. Fasten the screw at the rear of the rail.

5. Follow the same procedure for the right lock rail.

✓ Remind students to be careful when lifting the SPARCstorage RSM into the rack. When
fully loaded with seven drives, the SPARCstorage RSM enclosure weighs 40.4 lbs (18.4
kg).

I

I



F

F-20  Volume Manager With SPARCstorage Array
Copyright 1998 Sun Microsystems, Inc. All Rights Reserved.  SunService May  1997

Install the Cables

1. Remove the fan module from the SPARCstorage RSM unit (if not
already done).

a. Push the two release levers at the top of the fan module while
rotating the module approximately 5 degrees.

b. Pull up on the fan module to release it from the lip in the base
of the chassis.

c. Pull the fan module out a short distance and remove it by
pulling down and then out.

2. Verify the power modules are switched for 240V line voltage.

3. Attach a power cable to the power outlet on each of the power
modules. Be sure to orient them correctly.

4. Replace the fan module.

Release levers
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Install the Cables

5. Attach the power cables to the power distribution unit (PDU) at
the side of the expansion cabinet. Note which receptacle goes to
which unit. (The PDU is also called the power sequencer.)

Power sequencer
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Install the Cables

✓ Review the power distribution layout for a 56-inch expansion cabinet with the students. Be
sure to point out which tray corresponds to which outlet.

✓ Remind students that the total cable length, internal and external, of a single SCSI bus
must be no greater than 25 meters (82.02 feet).
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Install the Cables

6. Connect the SCSI host cable to the interface connector on the rear
of the SPARCstorage RSM tray. Tighten the thumb screws.

7. Connect the other end of the SCSI cable directly to the differential
SCSI host controller connector. Tighten the thumb screws.

8. Repeat the process for other SPARCstorage RSM trays to be
installed.

9. Replace the front cover on the rack.
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Powering On the System

1. Turn on the power to the power distribution unit, if it is not
already on.

2. Press the power on/off switch on the SPARCstorage RSM panel.

3. Watch the LCD panel. Be sure the following sequence displays.

a. The green power indicator LED on the panel lights.

b. The green LED directly above each drive lights while the drive
spins up. When a drive has spun up the LED turns off. The
LED now functions as an I/O activity indicator.

You must power on the SPARCstorage RSM before powering on the
host system; if you power on the host system before powering on the
SPARCstorage RSM, the host system will not recognize the drives.

Watch the power-on sequence to ensure the tray and all drives are
operational.

✓ Remind students to never move the array when the power is on. Failure to heed this
warning may result in catastrophic disk drive failure. Always power the system off before
moving it.

A

B

!

!

!

I
On/off switch

Power indicator (green LED)

Power module A fault (red LED)

Power module B fault (red LED)

Fan module warning (amber LED)

Fan module failure (red LED)

Over temperature (red LED)

Audible alarm reset switch
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Powering On the System

It may take some time for a system with SPARCstorage RSMs to boot
up, depending on the following factors:

● Total number of disk drives in the SPARCstorage RSM connected
to the system

● Total number of disks drives controlled by volume management
software

● Total number of volumes created for the disk drives

● Complexity of the configuration imposed by volume management
software

✓ The use and impact of volume management software is discussed later in this course.
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SPARCstorage RSM:
Troubleshooting G

Purpose

This module consists of lab exercises to help you become familiar with
SPARCstorage RSM status indicators, conditions, and recovery
procedures.

Objectives

After completing this module, you will be able to:

● Check the status of the SPARCstorage RSM and drives

● Remove and replace the major SPARCstorage RSM components

● Add, remove and replace disk drives

● Configure and unconfigure the Solaris environment for
SPARCstorage RSM drives

● Configure and unconfigure the UFS file system for use with
SPARCstorage RSM drives

✓ This module is designed as an interactive lecture/lab. The instructor can choose to do
small talks on various subjects, or let the students read the material and treat the module
as a self-paced lab.

✓ The lab exercises are designed to walk students through the most common errors and
failures likely to be experienced in the field. It may not be possible to generate each of the
error conditions in the lab environment. The instructor may choose to have students
assume a particular device has failed, or create a mechanism to simulate the desired
failure.
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Check SPARCstorage RSM Status

Different applications provide various levels of error logging. In
general, messages about failing and failed disks can be found in the
system console window. The information is also logged in the
/usr/adm/messages file.

To determine which device has failed, use the following naming
conventions as guides.

The SSA naming convention is cwtxdysz, where:

● w corresponds to a SPARCstorage Array controller.

● x corresponds to the SPARCstorage Array SCSI port.

● y is the target ID on a SPARCstorage RSM disk drive.

● z is the slice (or partition) on the disk.

For example, if the RSM is connected to the third port on an SSA
controller c2, and a drive was added to slot 5 in the RSM tray, the new
drive appears as: /dev/dsk/c2t3d3s[0-7] and
/dev/rds/c2t3d3s[0-7].
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Check SPARCstorage RSM Status

The naming convention for disks attached to a DWIS/S host adapter is
cwtxdysz , where:

● w corresponds to SBus controller in your system.

● x corresponds to the SPARCstorage RSM disk slot.

● y is the logical unit for the disk drive (always 0).

● z is the slice (or partition) on the disk.

For example, if the RSM tray is connected to a DWIS/S host adapter c2
and a drive was added to slot 4 on an RSM tray, the new drive appears
as: /dev/dsk/c2t4d0s[0-7] and /dev/rds/c2t4d0s[0-7].

Use this information to identify the drive, and verify it with the panel
LEDs.
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Removing the Redundant Cooling Module

The redundant cooling module (two fans) is mounted to the fan
module of the SPARCstorage RSM tray. If either of the fans needs
replacing, the entire fan module must be replaced.

Caution – The SPARCstorage RSM unit should not be operated
without a redundant cooling module for more than 5 minutes.

1. Push on the two release levers at the top of the fan module while
rotating the panel approximately 5 degrees.

2. Pull up on the fan module to release the lip connector from the
chassis.

3. Pull the fan module out a short distance, and remove the panel by
pulling down and then out.

!

Release levers

Fan module
(Redundant cooling module)
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Replacing the Redundant Cooling Module

1. Insert the fan module into the SPARCstorage RSM chassis.

2. Rotate the panel approximately 10 degrees to match the lip
connector on the fan module to the cavity on the SPARCstorage
RSM chassis.

3. Align the fan connector on the inside of the fan module with the
connector on the SPARCstorage RSM centerpiece.

4. Push the panel inward to snap the release levers into place. The
fan connector should lock automatically into place.
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Removing the Power Supply Module

Before removing a power supply, the back panel (redundant cooling
module) must be removed.

1. Remove the fan module of the SPARCstorage RSM enclosure.

2. Locate the power supply module that is being removed.

3. Remove the power cable from the outlet on the power supply
module.

4. Remove the bracket securing the power supply to the module.

5. Push the release button on the power supply module to the left
while pulling the module out by the handle.

6. Pull the power supply module out of the SPARCstorage RSM
chassis.

Caution – The SPARCstorage RSM unit should not be operated
without a redundant cooling module for more than 5 minutes.

Release lever
Release button

Handle

Power connector

!
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Replacing the Power Supply Module

1. Locate the slot where the power supply module is being installed.

2. Insert the power supply module into the slot by the handle until
you feel the connectors lock into position.

3. Install the bracket to secure the power supply to the enclosure.

4. Insert the power cable into the outlet on the power supply
module.

5. Replace the fan module of the SPARCstorage RSM chassis.
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Removing the I/O Board

Caution – Ground yourself before handling the I/O board.
Electrostatic discharge can cause damage.

1. Turn off the power to the SPARCstorage RSM tray. The power
switch is on the operator panel.

2. Remove the SCSI cable(s) attached to the I/O board by loosening
the thumbscrews.

3. Loosen the two screws holding the I/O board to the chassis.

4. Pull the I/O board out of the centerplane.

!
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Replacing the I/O Board

1. Insert the I/O board into the SPARCstorage RSM centerplane until
you feel the connector lock into place.

2. Tighten the screws.

3. Reattach any SCSI cables to the new I/O board. Tighten the
screws.

4. Turn the subsystem on with the power switch on the front
operator panel.
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Adding a Disk Drive

The way in which a disk drive is added to the system depends on the
application being used. Each application requires: deciding where to
install the new disk drive, installing the drive, and reconfiguring the
operating environment.

In each case, a slot must be selected, the disk drive physically installed,
and the Solaris environment configured to recognize the drive. The
application must then be configured to recognize, accept, and manage
the new disk drive.

The software procedures are different for each application and
environment. This focus is on the hardware and Solaris procedures.

1. Use the unlocking tool or a 3/32 inch Allen wrench to unlock the
extractor lever on the new disk drive. Rotate the tool 90 degrees
clockwise.

2. Push the button on the extractor lever. The extractor lever ejects
outward.

3. With the lever out, slide the disk drive into the SPARCstorage
RSM tray until it stops.

4. Push the extractor lever up until it engages. The extractor lever
pushes the drive into its connector.

Extractor lever

Extractor button
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Configuring Solaris for a New Disk Drive

Once the drive is installed in the drive tray, the operating system must
be told that the new device exists.

A new device entry must be created for the drive in the /devices,
/dev/dsk, and /dev/rdsk hierarchies. The new drive is assigned a
name associated with the slot in the RSM tray into which it was
installed. This name uses the cwtxdysz convention discussed earlier.

Our example assumes a new disk drive has been added to slot 4.
When these commands are complete, the disk drive is available for use
as a block or character device.

1. Use the drvconfig and disks commands to add the new device
to the system.

# drvconfig
# disks

2. Verify that the new disk has been created.

# ls -l /dev/dsk/c wt xd0s*

For example

# ls -l /dev/dsk/c1t4d0s*

The application can now be configured to work with the new drive if
necessary.

For more information, see the on-line man pages for sd(7).
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Configuring a New Disk Drive for UFS

This procedure can be used to configure a slice (single physical
partition) on a disk to be used with as UFS file system.

1. Verify that the device label meets your requirements.
Use the prtvtoc and format commands as needed.

2. Select a disk slice for your UFS file system. Create a file system on
that slice.

# newfs /dev/rdsk/c wt xdysz

For example:

# newfs /dev/rdsk/c1t4d0s3

3. If necessary, create a mount point for the new file system.

# mkdir mount-point

For example:

# mkdir /pubs

4. Modify /etc/vfstab to reflect the new file system.

5. Mount the new file system.

# mount mount-point

For example:

# mount /pubs

✓ Students should already be familiar with formatting a disk drive and creating and
mounting file systems.
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Guidelines for Removing and Replacing
SPARCstorage RSM Drives

SPARCstorage RSM is a customer-serviceable disk tray with
removable disk modules, hot-pluggable, redundant, load-sharing
power supplies, and a hot-pluggable redundant fan module. When
coupled with software solutions (such as Volume Manager and
Solstice DeskSuite), SPARCstorage RSM disk modules are truly hot
pluggable.

SPARCstorage RSM drives should not be pulled out randomly. The
SPARCstorage RSM design is intended to provide support to replace
failed drives in redundant configurations (such as mirroring or RAID
5). If there is activity on a drive, measures must be taken to stop that
activity before removing the drive. This can be done without bringing
down the operating system or turning the power off to the RSM tray.
(Replacing the I/O board does require shutting the system down.)

● Do not randomly pull out drives

● Stop activity on a drive before removing it

● Always reconfigure the operating environment

✓ This module discusses only the hardware and Solaris aspects of troubleshooting the
SPARCstorage RSM. Software-related (volume management) issues are covered in
subsequent modules in this course.
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Removing a Disk Drive

1. Use the unlocking tool or a 3/32 inch Allen wrench to unlock the
storage device. Rotate the tool 90 degrees clockwise.

2. Push the button on the extractor lever on the front of the storage
device. The extractor lever ejects outward.

3. Gently pull the extractor lever downward approximately
45 degrees. The drive connector disengages from the centerplane
connector.

Caution – Leave the disk in the drive bay for at least 30 seconds before
removing it. When the disk has had time to spin down, you can
remove it from the drive bay.

4. Pull the device out from the chassis until the unit extends a few
inches. Place both hands under the device for support and remove
the device from the SPARCstorage RSM chassis.

5. Lock the device cage with the locking tool or Allen wrench. Rotate
the tool 90 degrees counter-clockwise.

!
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Replacing a Disk Drive

This procedure enables the replacement of a disk drive while the
power is on and the operating system is running.

If possible, prepare replacement disk drives in advance. Each
replacement disk drive should be labeled and partitioned the same as
the disk it will replace. If the replacement disk is the same type as the
faulty disk, you can use the format command to save the partition
table of the disk. This will enable you to configure the replacement
disk so that its layout matches the current disk.

You must stop all activity to the disk. Then physically remove the
failed disk drive, add the replacement disk drive, and restore the
operating environment.

1. Prepare spare drives if possible. Label and partition the
replacement drive the same as the one being replaced.

2. Identify the faulty disk drive.

3. Stop any application processes using that disk drive.

4. Back up the system (optional).

5. Determine what file system(s) are using the failed disk.

# mount | grep c wt xdysz

For example:

# mount | grep c1t4d0s3

6. Determine and save the partition table for the disk.

7. Unmount any file systems using the failed disk.

8. Spin down the disk drive.

# ssaadm stop rdsk-path

For example:

# ssaadm stop /dev/rdsk/c1t4d0s3
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Replacing a Disk Drive

9. Remove the failed disk drive.

10. Add the new disk drive.

11. Configure the new disk drive for UFS.
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