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Overview

Overview

Course Description

This course is intended to introduce students to the various aspects of monitoring and tuning
their systems. Students will be taught how to monitor which tools to use, symptoms to look
for, and what remedial actions to take. The cowrse also covers HP GlancePlus/Gpm and

I1P PerfRx.

The course is desighed to:

Introduce the subject of performance and tuning,
Describe how the system works.
Identify what tools we can use to look at performance.

[ ]
[ ]
[ ]
e Identify the symptoms we may encounter and what they indicate.

Course Goals

e To educate the students on HP-UX performuuice monitoring
e To enable them to identily bottlenecks and potential problems
e To learn the appropriite remedial actions to Lake

Student Performance Ob jectives

Module 1 — Introduction

e List characteristics of a system yielding good user response time.
e List characteristics of a system yielding high data throughput.

e Listthree generic arcas most often analyzed [or performance.

¢ List the [our most conunon hottlenecks on a system.

Module 2 — Performance Tools

e Identify various perfermance tools available on HP-UX.

e (Categorize each tool as eitlier real tinie or data collection.
e List the major [eatures of the performance tools.

e Compare and contriuit the differences between the tools

Module 3 — GlaueePlus
e Conwpare GliticePlus with other perforniance monitoring/nmianagenient tools.

e  Start up the GliuicePlus terminal inteiface (glance) and giraphical user interface (gpm).

http://education.hp.com 1 H4262S C.00
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Overview
Module 4 — Process Management

e Describe the components of a process.

e Describe how a process executes, :ind identify its process states.

e Describe the CPU scheduler.

e Describe a context switch and the circumstances unider which context switching occurs.
e Describe in general, the HP-UX priority queues.

Module 5 — CPU Management
e Describe the components of the processor module.

Describe how the TLB and CPU cache are used.

e List four CPU related metrics.
e Identify how to monitor CPU activity.
e Discuss how best 1o use the performance tools to diagnose CPU problens.

o Specify appropriate corrections for CPU bottlenecks.

Module 6 — Memory Management

Describe how the HP-UX operating system perfornis meimoiry manageiment,
¢ Describe the main perform:utce issues that involve memory management,

e Describe the UNIX buffer cache.

e Describe the sync process.

e Identify the symptoms of a memory bottleneck.

e Identify global :ind process memory metrics.

e Use performance tools to di-ignose memory problems.

e Specify appropriate corrections for memory bottlenecks.

e Describe the function of the serialize conunand.

H4262S C.00 2 http://education.hp.com
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Module 7 — Swap Space Performance

Describe the difference between swap usage and swap reservation.

haterpret the output of the swapinfo conuand.
Define and configure pseudo swap.
Define and configure swap space priorities.

Defime and configure swchunk and maxswapchunks.

Module 8 — Disk Performance Issues

List three ways disk space can be used.
List disk device files.
Identify disk bottlenecks.

Identify kermel system parameters.

Module 8 — File System Performance

List three ways file systems are used.
List basic file system data structures.
Identify file system bottlenecks.

Identify keimel system paraineters.

Module 10 — VxFS Performance

Underst:and JFS structure and version differences

e

e Explan how to enhance JFS performance

e Set block sizes to improve performance

e Set Intent-Log size and rules to improve performance

e Understand and manipulate synclhronous and asynchronous 10
e Identify JFS tuning paraineters

e Understand and control fragimentation issues

e Evaluate the overhead of online backnp snapshots
http://education.hp.com 3
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Module 11 — NFS Performance

e List factors directly related to network performance.

e Describe how to determine network workloads (setrver and client).
e Evaluate UDP and TCP transport options.

e Idenlify a network bottleneck.

e List possible solutions for a network performance problem.

Module 12 — Tunable Kernel Parameters
e [dentify which tunable parameters belong to which category
e [dentify tunable kernel parameters that could impact performance

e Tune both static and dynanic tunable parameters

Module 13 — Putting It A1l Together
e Idenlfy and characterize some network performance problems.

e List some useful tools for measuring network performance problems and state how they
nmight be applied.

¢ [dentify bottlenecks on other common system devices not issociated directly with the
CPU, disk. or memory.
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Student Profile and Prerequisites

Overview

The student should be well versed in UNIX and able to perforin the usual duties of a system
administrator. Students should have completed HP-UX System and Nctwork Admiuistration
I and HP-UX System and Network Administration Il prior to attending this course or
equivalent experience on another manufacturer's equipment.

NOTE: The cowrse nside HP-UX (H5081S) is not a formal prerequisite to attending
HPUX Peiformance and Tuning, but it should be considered a co-requisite

training course for the serious HP

-UX Performance Specialist. (The suggested

ovder is Inside HP-UX then HP-UX Performanee Tuning, but as the two
courses have a synergistic relationship, the order is not absolute).

Curriculuam Path

Fundamentals of UNIX
(H51434S)
|
|
HP-UX System and Network
Admninistration I

ORHP-UX Administration for
the Experienced UNIX

(H3064S) Administrator
[ (H58758)
[ [
IIP-UX System and Network I
Administration I |
(H3065S) I
Inside HP-UUX Recommended
(H50815S)
HP-UX Performance
and Tuning
(14262S)
http:/feducation.hp.com 5 H4262SC.00
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Overview

Agenda

The following agenda is only a guideline. The instructor may vary it if desired.

The cowrse will run unt’l the afternoon of the third day. The last hour or so can be used to
demonstrate more fully the performance offermgs, such as HP PRM and HP PerfView.

Day 1
1 — Introduction
2 — Performemnce Tools

Day 2

3 — GlancePlus

4 — Process Mimagement
5 — CPU Management

Day 3

6 — Memory Management

7 — Swap Space PerformanceManaging
8 — Disk Performance Issues

Day 4

9 — File System Perform:uice
10 — VxFS Performance

11 — NF'S Performance

Day 5

12 — Tunable Kernel Parameters
13 — Putting 1t All Together

H4262S C.00
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Module 1 — Introduction

Objectives
Upon completion of this module, you will be able to do the following:

e List characteristics of a system yielding good user response time.
e List characteristics of a system yielding high data thrronghput.
e List three generic areas most often :malyzed for performance.

e List Lhe fourmost common bottlenecks on a system.

http:/feducation.hp.com 1-1 H4262S C.00
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Module 1
Introduction

1-1. SLIDE: Welcome to HP-UX Performance and Tuning

Welcome to
HP-UX Performance and Tuning

Student Notes

Welcome to the AP-UX Performance and Tuning course.

This course is designed to provide a high level understanding of conunon performance
problems and conunon bottlenecks found on an HP-UX system.

The course uses HP performiuce tools to view activity ciurently on the system. While m:uny
tools can be used to analyze the activity, this course prinuwily utilizes the glance tool,
which is specifically tailored for HP-UX systents.

H4262S C.00 1-2 http://education.hp.com
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Module 1
Introduction

1-2. SLIDE: Course Outline

 Introduction to Performance
* Performance Tools — Overview

» GlancePlus

* Process Management

« CPU Management

* Memory Management

» Swap Space Performance Issues

» Disk and File System Performance Issues
» HFS Performance Issues

» VxFS Performance Issues

» Network Performance Issues

» Tuning the Kernel

+ Putting it All Together — Performance Recap

Student Notes
Topics covered in this course include:

¢ System Internals
This module includes niformation related to how the system components (CPU, memory,
file systeins, and network) function and interact with each other. Similar to a mechanic
not being able to tune a car’s engine wntii he understands how it works. a system
administrator cannet time systeim resources properly until he has a good understanding
of how the resources work.

e Perfermance Tools
There are many performarce tools that are available with HP-UX. Some tools cone as
standard equipment; other tools are additional add-on products. Some tools provide ran-
t'me monitoring; other tools perform data collection. We will review all of tie tools.

e Specialty Areas
These modules cover areas of special interest to customers in particular types of
environmernts. Three specialty areas are covered at a high level "These are N¥'S and
networking, databases, and application profiling,
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Introduction

1-3. SLIDE: System Performance

System Performance

Response Time System Throughput

Student Notes

Different computer systems have diff erent requirement.s. Sonte systems may need to provide
quick response time; other systenis may need to provide a high level of data throughput.

Response Time — User's Perspective

Response time is the time between the instant the user presses the returi key or the monse
button and the receiptl of a response from the computer, Users oficn use response Lime as
criterion of system perfornuance.

A system that yields high response is typically 10t 100% utilized. Often there are free CPU
cycles, along with low utilization of disk drives, and with no swapping or paging. Because the
syslem resources are not being utilized constantly. often when a user executes a task the
resources e available immedliately, yielding quick response time to the user.

Users want low utilization of resources in order to cxperience optimal responsce tine.
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Introduction

Throughput — IT or MIS Management Perspective

Throughput is the nuuber of transactions accomplished in a fixed-time period. Management
is often interested in how many compilations or how many reports they can generate in a
specific amount of time. Many systeins use benchmarks (like SPECmarks or TPC), which
measure, in general, how many operations or transactions a system can perforiu per minute.

A system that yields high throughput is typically 100% utilized. There are no free CPU cycles;
there are always jobs in the CPU run queue; the disk drives are constantly being utilized: and
there is often pressure on memory. Because the systein resources are constantly in use, the
amount of work produced typically yields good system throughput.

Management wants hi gh utilization of resources to maximize system performance.

Question

Is il possible to get both good response time and high system throughput?

http://education.hp.com 1-5 H4262S C.00
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Module 1
Introduction

14. SLIDE: Areas of Performance Problems

Areas of Performance Problems

Operating System

Student Notes

This slide shows a hierarchical view of a computer system. The base of a computer is its
hardware. Built on top of the hardware is the operating system (i.e. the operating system is
dependent on the hardware in orderto rum). The application prograims are built on top of the
oper:ting system (OS).

All tlwee of these areas can have perfornuuice prohlems.

Hardware

The hardware moves data within the computer system. If the hardware is slow, then. no
maiter how finely tmed the OS and applications are. the system will still be slow. Ultimately,
the system is only as fast as the hardware can move the data.

Items affecting the speed of the hiawdware include CPU clock speed, amount and speed of
memory, type of disk controlter (Fast/Wide SCSI or Single-Ended SCSI), and type of network
card (FDDI or Ethernet).
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Operating System

‘The operating system rnuns on top of the hardware. It controls how the hardware is utilized.
The operating system decides which process runs on the CPU, how much memory to allocate
for the buffer cache, whether /O to tlie disks is performued synchronously or asynchronously,
and so on. If the operating system is not configured properly, then the performiance of the
system will be poor.

Items affecting how the operating system perfornus include process priorities and their nice
values, the tunable OS parameters, the mount options used for file systems, and the
configurations of network and swap devices

Applications

The applications run on top of the operating system. The application programs include
softwae, such as database managerment systems, electronic design applications prograis,
and accounting-based applications. The performance of the application progrant is dependent
on the operating system and hardware, but it is also dependent on how the application is
coded, and how the application itself is configured.

Iternus affecting the performuance of the application include how the application data is laid
out on the disk, how many users are trying to use the application caarently, and how
efficiently the application uses the system's resources.

Questions

In which of tliese three areas are mest performance problems located?
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Introduction

1-5. SLIDE: Performance Bottlenecks

Performance Bottlenecks

CPU

Disk /O Queus

Processes

Memory

Disk

System Bottieneck Areas
- CPU
* Memory
» Disk
» Network

Student Notes

Poor performance often results because a given resource cannot handle the demand being
placed npon it. When the demand for a resowrce exceeds the availability of the resource. then

a bottleneck exists for that resource.

Conmumon resource bottlenecks are:

CPU A CPU bottleneck occurs when the number of processes wanting to execute is
constantly more than the CPU can handle. Basic symiptoms of a CPU bottleneck
are high CPU Utilization and multiple jobs in the CPU run queue, consistently.

Memwory A memory bottlenecl occurs when tlie total number of processes on the systent
will not all fit into memory at one time (i.e. there are more processes than
memory can hold). When this happens, pages of memory need to be copied out to
the swap partition on disk to free space in memory. Basic symptoms of a memory
bottleneck are high memory utilization :uid consistent /O activity to the swap
partition on disk.

H4262S C.00
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Introduction

Disk A disk bottleneck occurs when the amoumnt of I/Q to a specific disk is more than
the disk can handle. Basic symptoms of a disk bottleneck include high utilization
of a disk drive and multiple I/O requests consistently in the disk IO queue.

Network A network bottleneck occtuirs when the amount of time needed to perform
network-based transactions is consistently greater than expected. Basic
symptoms of a network bottleneck include network collisions, network request.
timeouts, and packet retransmissions.
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1-6. SLIDE: Baseline

Baseline

Response
Time

44444

Best Possible  Response Time  Response Time Response Time
Response Time with Five Users  with Ten Users  with Fifteen Users

Student Notes

In order to quantify good versus poor performance, a custonier needs to know what the best
possible response tune for a given workload can be. The procedure for calculating the best
possible response time for a given workload is known as baselining.

To calculate the bixselne (i.e. the best possible response tinte) for a particulan- workload, the
workload needs to be pertormed when no other activity is on the systen. The intent is that
when all resources are free, the workload will be able to execute as quickly as possible,
thereby yielding the best possible response tume.

Once the baseline value is known, a relative measure is now available for deternmining how
poorly the workload is performing. For exanmiple, assinue a baseline value of 5 seconds for the
workload shown on the slide. When five users are on the system, the response time for the
workload increases to 7 seconds. The relative comparison shows response tire taking 40%
(or 2 seconds) more time to petform this workload when five users :uwe on the system. We
have just quantified the relative effect of having five users on the system relative to this
particular workload,
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The slide illustrates the typical behavior for a given workload. As more users concurrently
utilize the system, the response time [er a given workload gets worse.

NOTE: In this class we will run baseline metrics using simplified “workload"
simulation programs. Results will vary greatly with youwr applications.
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1-7. SLIDE: Queuning Theory of Performance

Queuinfg Theory of Performance

Response
Time
4X
3X
2X
X Baseline
- i Percent
25 50 75 100 Utilization

Student Notes

The quening theory of performance states that the avciage response time of a given resource
is directly linked to the average utilization of that resource.

The slide shows a baseline value of X seconds for a given resource. Aecording to the queuing
theory, the users will expetience this response time when the resource has an average
utilization of 0 to 25%. When the average utilization of the resource reaches 75%, the average
response tinie will double. As the average utilization approaches 100%, the average response
tune qradruples.

The bottom line is. as the average utilization of the resource incre:ises, the average response
time gets worse :nd worse.

Whiy docs the average respousc time beconte poor as the average wtilization of a resowree
increascs?
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1-8. SLIDE: How Long Is the Line?

How Long Is the Line?

System
Resource

The Line
Starts Here

Student Notes

The reason why the average responsc time gets so poor when the average resource utilization
increascs, is becawse the length of the line waiting to get to the resource gets longer. As
resowurce tilization increases, tlhre nuunber of jobs waiting on the resource also increases.

When poor performance is experienced. it is most often dne to the length of the queue
becoming long. A long queue causes jobs to spend most of their time waiting in I'ne feor the
resource (CPU, memory, network, or disk), as opposed to being serviced by the resource.

The slide shows four people waiting in line to get to aresource (think of a line in a bank with
one bank teller). If it takes 5 minutes to scrvice one customer, then the fourth personin line
will wait 15 minutes belore rcaching the resource. Adding aunotlier 5 niinutes (o service, the
request brings the total response time to 20 minutes for the last person in line, as opposed to
5 minutes if the line had been empty. Of course thereis also an overhead experienced
because of “switching” from one customer to the next. This switching is minimal in this
example because the customers are handled in a serial fashion.
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1-9. SLIDE: Example of Queuing Theory

Example of Queuing Theory

sar -d 5 5 u\'&»—‘\"‘ {.h JYRY !

WS35 device tbusy avque r+w/s ®lks/s awai!; avserv

_ wddis -
e T TTE R e .
15:32:00 cOL6dO CCHL 3.4 =i 248 (59.33 21.20°
cOt5d0 5 5 i 32 0.65  23.58
15:32:05  cOr6d0 B4 3.5> 34 245  <71.64 24.04 O
€0rs5do 3 = 2 8 0.25 17.93

15:32:10 c0tedo o8 ) Bl 248 51.36 18.55
c0oLs5do 1 sl 0 6 0.48 19.18

15:32:15 c0t6d0 7)1 2.7 30 30 62.88 24 .16
20tSe0 0 .5 1 3 0.65 29.25

TS a8l c0t6d0 69 2.7 29 29 61.70 24.14
cot5do 0 b i B 0.65 29.25%

Student Notes

The above slide provides :m example of the queuning theory for the disk drives as reported
with the sar tool. The fowr fields to focus on are:

%busy  The percentage of utilization of each disk

avque The average number of I/O requests in the queuc for that disk

avwait The average amount of time a request spends waiting in that disk’s queue
avserv The average amount of time to service that I/O request (not including the wait

tilme)

Analyzing the data shows a baseline around 20 nilliseconds te service an /O request
(approximate average of avserv colunu).

The tirst line item shows a disk that is 81% utilized. The total response tuue is the average
wait plus the average service, or approximately 80 milliscconds. This is four times longer
than the baseline of 20 milliseconds. In fact. each snapshot shows the busy disk waiting in the
queue for an mnount of fune greater than the amount of tinte to service the VO request. To

H4262S C.00 1-14 http://education.hp.com
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see why the wait time is so high, look at the avque size. Noticc the queue size is highest
when the deviece is most busy. This is the basic concept of the performance queuing theory.
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1-10. SLIDE: Sumumary

Summary

* Objective for the system:

- Provide fast response time to users,
or

- Maximize throughput of system
= Three performance problem areas:
- Hardware
- Operating System
- Application
» Performance bottlenecks:
- CAU
- Disk
- Memory
- Network
* Need for baselines
* Performance queuing theory

Student Notes

To sumnurrize this module, systems are tuned for response time or [or throughput. This class
focuses on turiing for best possible response time.

Areas that affect response time are speed of the hardware, configuration of the operating
system, and configuration of the application. Tlus class focuses on the configuration of the
operating systemn.

Common bottlenecks with computer systermns include CP?U, memory, disk. and network. This
class discusses all four bottlenecks.

Biselines are an important measuwrement Lool fer gnantifying performance. In the lab for this
module, the student will establish CPU :and disk I/O baselines.

FFinally, the queuing theory of performance states that tlie average response time increases as
the average utilization of a resource increases. This is an impovtant concept, which will be
revisited throughout this course.
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1-11. LAB: Establishing a Baseline

Directions

Tle following lab exercise establishes baselines for three CPU-bound applications and one
disk-bound application. The objective is to titne how long these applications take when there
1S no activity on the system.

These same applications will be executed later on in the course when other bottleneck
activity is present. The impact of these bottlenecks on user response time will be measured
through these applications.

1. Change directory to /home/h4262/baseline.

# cd /home/h4262/baseline

LY

Compile three C programs long, med and short by nmning the BUILD script
# ./BUILD
3. Tiwue the execution of the long program. Make sure there is no activity on the system.
# timex ./long
Record Execution Time real:
tiser:
Sys:

4. Tune the exeeution of the med progrun. Make sure there is no activity on the systen.

# timex ./med Coa = '\,,32\\,&}'\ = T\U«&
{
Record Execution Time real:
user:
Sys:

5. Time the execution of the short program. Make sure there is no activity on the system.
# timex ./short
Record Execution Time real:

user:

Sys:

6. Time the execution of the diskread program.

# timex ./diskread (2 (&5 (i y SY 5 =2 TH{QN
Record Execution Time real:
user:
Sys:
http://education.hp.com 1-17 H4262S C.00
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7. Inthe case of the long, med and short programs the real time is the sum of the usr
and sys time (approximately). This is not the case with diskread. Explain why.
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1-12. LAB: Verifying the Performance Queuing Theory

Directions

The perfornuuice queuing theory states that as the number of jobs in a queue increases. so
will the response time of the jobs waitimg to use that resource.

This lab uses the short program compiled from
/home/h4262/baseline/prime short.c.

1.

)

6.

In terminal window 1, monitor the CPU queue with the sar conunand.

# sar -q 5 200

In a second terminal window, time how longittakes for the short program to execute.
# timex ./short &

tlow long did the program take to execute? _ 3 i L

How does this compare to the baseline measurement from earlier?
What is the CPU quene size?
Time how long it takes for three short prograns to execute.

# timex ./short & timex ./short & timex ./short &

How long did the slowest program take to execute? k%

How did the CPU queue size change fromstep 2? e

Time how long it takes for five short programs to execute.

# timex ./short & timex ./short & timex ./short & \
timex ./short & timex ./short &

How long did the slowest program take to execute?

A
|

How did the CPU queuessize change from step 3? b

Is the relationship between elapsed execulion (real) tinie and the number of rumning
prograuus linear?

Conunent about the overhead of switching from one process to another.
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Module 2 — Performance Tools

Objectives
Upon completion of this module, you will be able to do the following:

e Identity various performance tools available on IIP-UX.
e Categorize eachtool as either real time or data collection.
e List the major features of the performaice tools.

e Compare and contrast the differences between the tools.
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2-1. SLIDE: HP-UX Performance Tools

Student Notes

Many performance tools are available for many different purposes. It the HP-UX operating
systeny, there are over 50 different performance-related tools.

Some tools provide real-time perform:uce infermation. such as, “How busy thie CPU is right
now?" Other tools collect data in the background and maintain a history of performance
information. This module addresses all the tools and the different functions they perform.
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2-2. SLIDE: HP-UX Performance Tools (Continued)

HP-UX Performance Tools

Objective:
= Identify the various performance tools available on HP-UX
* Demonstrate their mechanics
* Discuss their features
« Compare and contrast the differences between the tools

Student Notes
The objective of this module is to highlight all the performzuce tools available with HP-UX. to
categorize tliem by function, and to describe how each tool is used.

The modiule is intended to be a quick reference of performuance tools, which the student c:m
refer to when needing to select a tool for a specific task.

NOTE: This module does not discuss how to interpret the output of the tools.
Interpretation of the metrics is provided in later modules.
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2-3. SLIDE: Sources of Tools

Sources of Tools

» Standard tools
- Tools found on UNIX systems, including HP-UX
- Tools frequently found on other UNIX systems
* HP-UX-specific tools
- Tools found only on HP-UX
* Optional tools

- Tools licensed and sold separately
(Generally available only on HP-UX)

Student Notes

Three types of tools are presented in this module:

Standard Tools

Standard tools are those frequently found on many UNIX systems, including HHP-UX. The
advantage of the standard tools is that their results can be compared with those being
collecled on other UNIX platforms. This provides an "apples for apples" comparison,
which is desirable when comparing systeins.

The output from these standard tools (and some of the options) may vay slightly aunong
UNIX systems. In addition, differences between the various UNLY implementations can
affect Llie reliability of the metrics being output by the tools. Therefore. be careful to
check the results with other tools or seck help before basing important tnning decisions
on the value of one metric.

HP-Specific Tools
HP-specific tools are those which are found only on HP-UX operating systems. These
tools are often tailored specifically to understand HP-UX implementations.

These Lools are generally not found on other UNIX implementations, as other

H4262S C.00 24 http://education.hp.com
© 2004 Hewlett-Packard Development Company, L.P.



Module 2
Performance Tools

mplementations are different from those of HP. Some of the HP-specific tools come with
the base OS; others are purchased as optional tools.

e Optional Tools
Optional tools are tools that are added to the operating system in addition to the standard
tools. Some of the optional tools, such as the HP-PAK (Progranmuers Analysis Kit), may
be included with add-on software, such as compilers for HP-UX. Other optional tools,
like GlancePlus, PerfView, MeasuwreWare, NetMetrix, PRM (Process Resource Manager),
and WLM (Work Load Manager), are purchased individually or in small bundles
(GlancePlus Pak also includes a MeasureWare agent).

Optional tools are typically licensed from HP. They offer many advintages over the
standard tools including:

— ease of use

— accuracy

— granularity

— low overhead

— additional metrics
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2—4. SLIDE: Types of Tools

Types of Tools

Data Collection
Performance

Network
Monitoring

Run-Time
Monitoring

Application Profiling
and Monitoring

System Configuration
and Utilization

Performance
Administration

Student Notes

The tools covered in this section fall into six main categories:

Run-Time Monitoring Tools

These tools provide information as to the performance of the system now. The
informuition is ciirent and provides a real-time perspective as tothe state of the system at
the current moment.

Data Collection Performance Tools

These tools collect performance data in the background. sununarize or average the data
into i summary record, and log the snmunary record to a {ile or [iles on disk. They do nol
typically provide real-time data.

Network Monitoring Tools
These tools menitor perfornunce, status, and packet errors on the network. They include
both nionitoring and coufiguration tools related to network nanagement.

Performance Administrative Tools
A systenmi administrator can use these tools to manage the performance of his systen.
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They typically do not rcpert any data, but allow the current configuration of the system
(and its components) to be changed to help improve performance

e« System Configuration and Utilization Information Tools
These tools repert current system configurations (such as LVM and file systems). They
also report utilization of resource statistics, like disk and file system space and number of
processes.

e Application Profiling and Monitoring Tools
These tools provide in-depth analysis about the behavior of a progrant. These tools
monitor and trace the execution of a process, and report the resources and calls made
during its execution.
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2-5. SLIDE: Criteria for Comparing the Tools

» Source of
» Scope

» Accuracy

Criteria for Comparing the Tools

» Additional cost versus no cost
* Intrusiveness

* Ease of use

» Portability

* Metrics available

» Data collection and storage
» Permissions required

data

Student Notes

Each tool has strengths and weaknesses, advantages and disadvantages. and unigque featnres.
Some itents Lo consider when selecting a tool arc:

Source of Data

Scope

Cost

Intrusiveness

H4262S C.00

The collected data can come from a variety of sources, including the
kerncl, an application, or a specific dacmon (like the midaemon).

The scope determines the level of detail provided with the tool. Most of
the standard tools do not show process-level metrics. For example. they
display glob:d disk /O rates, bnt do not show which process is generating
the /O or the disk on which the /O is concentrated.

The cost sometiunces detenuines it the tool is an option. Many of the
HP-specific tools have additional costs associated with them. (Many of
these tools have evaluation copies available for a trial period.)

The mtrusiveness relates to the overhead associated with running the
tool. Some tools also have significant overhead. A large nuser conmumity
using top. for example. may be responsible for generating large amounts
of "monitoring" overhecad on the system. Another example is the ps
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conunand. It has little impact on most systems due to the low frequency
at which it is executed. However, the ps conunand places fairly high
overhead on the system duiring ils execution.

Accuracy The accuracy of the tool relates to the reliability of the data being
reported. Many standard UNIX tools, like vimstat and sar, hive been
ported from other UNIX systems. The registers that they monitor may not
always correspond (o the registers that the kernel updates.

Others There are other factors that can have signibcant impact on the tool you
decide to use. These factors include faiiarity, metrics available,
permissions required, and portability.

As the tools are presented in the upcoming pages, many of these itens will be addressed.
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2-6. SLIDE: Data Sources

Data Sources

g K /’/"—-—-— T I»#‘_}L."Yr {:——{_‘—”5} , ;
‘Kernel Memory Gernel lnstrumentatlorD 20
( /dev/kmem . Trace Buffers
o!’pstats_} SR e
""'_'7:"“- m & (;.daemon)-— I\S.'It:::ligy
fee Eoio ) G;s Sl ;"- Segment

( ps ) <vmsta> " e Measurement
eux)t—

'Interface
Library

Cl.ogflles
Socket glance )

) kutilxtj (extrac>

'y

l’"hi‘ !

PG\L vwr wkdne ARIL ¢ .‘C‘?'I{f aban RO UG Inana J
"W (e b anentt ARTT S tandscs )

-

Student Notes

The standard tools read information from the UNIX counters and registers maintained in
keruel memory (accessible via the /dev/kmem device file and the pstat () system call).
These counters and registers are updated 10 times a second as a standard part of most UNIX
system implementations. The data in the counters and registers are generally adequate for
most performance jobs, but do not provide enough detail when in-depth tuning is nceded.

The optional Lools for HP-UX use an additional source called kernel instrnumentation (K1).
The Kl interface provides additional information beyond the UNIX keimnel counters :nd
registers. The Kl interface gathers perforimance irtformation on a system call basis, with
every system cill generated by every process being traced. The Kl interface uses a
proprietary measurciment interface library to derive the additional metrics. These tools are
frequently revised and updated to provide the highest levels ol accuracy with the lowest
possible overhead. The optional tools. such as Glance and MeasureWare, arce Kl-based tools
when running on HP-UX systeius. although they are available for other vendor systeims as
well.

Additional information about Kl-based tools (also known as resource and perfomuuce
management (RPM) tools) can be obtained from the RPM web site at: www. hp.com/go/rpm

/ varleptl M\ do\{,‘ui ks
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2-7. SLIDE: Performance Monitoring Tools (Standard UNIX)

Performance Monitoring Tools

(Standard UNIX)

Global Metrics Process Details Alarming Capability
iostat Yes No No
ps No Yes No
sar Yes No No
time No Some No
timex Some Some No
top Yes Some No
uptime,w Some Some No
vmstat Yes No No

Student Notes

The slide shows 1un-tinme performance monitoring tools included with HP-UX. These tools
provide current information about the perfermance of the system. These tools are standard
UNIX performance tools, which wwe found on most other UNLX implementations.

The Global Metrics colunn indicates whether the tool will show aggregate resource
utilization without differentiating between specific resources,

The Process Detail colnnm indicates whether the tool will show resources being used by a
single PID.

The Alarming Capability colunm indicates whetlier the tool is capable of sending an alarm
when one of the metrics exceeds a nser-ttef' med threshold.
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2-8. TEXT PAGE: iostat

The iostat comuand reports I/Q statistics for each active disk on the systeni.

Tool Source:
Documentation
Interval

Data Source:
Type of Data:
Metrics:
Logging:
@verhead:

Unique Features:

Full Pathnarue:

Pros and Cons:

Syntax

iostat [-t]

Standard UNIX (BSD 1.x)

man page

>= 1 second

Kermnel registers/cowntters

Global

Physical Disk /O

Standard output device

Varies. depending on the output interval
Terminal YO

/usr/bin/iostat

+ statistics by physical disk drive
- limited statistics
- poorly documented and cryptic headings

[interval [{ceunt}]

- Report terminal statistics as well as disk statistics
interval Display successive lines summaries at this freguency
count Repeat the summaries this number of times
Key Metrics

The iostat etrics include:

bps Blocks (kilobytes) transferred per second
sps Number of seeks per second

msps

Average milliseconds per seek

With the advent of new disk technologies, such as data striping, where a single data transfer
is spread across several disks. the average niilliseconds per seek becomes hupossible (o
compuite accurately. At best it is only an approximation. varying greatly, based on several
dynamic system conditions. For this reason and to maintain backward compatibility. the
milliseconds per seek (isps) field is set (o the value 1.0.

Examples
# iostat 5 2

device bps sps msps
c0t6do 0 0 110
cot6do 1100 34.6 1.0,
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# iostat -t 5 1

tty cpu
tin tout gg O sy ad
0 0 2 0 1 958
device bps sps msps
c0t6do 0 0.0 1.0
http:/leducation.hp.com 2-13 H4262S C.00
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2-9. TEXT PAGE: ps

The ps conunand displays information about selected processes running on the system. The

conmmnuud has many options for reducing the aimmownt of output.

Tool Source:
Documentation:
Interval:

Data Source:
Type of Dala:
Metrics:
Logging:

Overhead

Unique Fealures:

Full Pathname:

Pros and Cons:

Syutlax

»s

Key Metrics

[-aAcdelH]lP]
| -0 Lormat]
| -u uidlist]

Standard UNIX (BSD 4.x)

man page

on demand

in core process table

per proces.s

state, priority, nice values, PIDs, times, ...
Standard output device

Varies, depending on the munber of processes
Wait channel and Run queue of processes.
/usr/bin/ps

+ familiarity

+ options for altering output

- minimal infermation

- no averaging or sununarization (i.e. no global melrics)

[-C cmdlist]
|-R prmgrplist
[-U uidlist]

[-G agidlist] |-n namelist]
|- termlist]

l-g grplist]
|-s sidlist]|

The ps metrics include:

ADDR The memory address of the process, if resident: otherwise. the disk address.
C Recent processor utilization, used for CPU scheduling (0-255).
r Flags associated with the process (octal, additive):
0 Processison the swap device
1 Precess is in cere memory
2 Process is a system process
1 Process is locked in memory
(and m:uty more)
NI The nice valne for the process; used in priority computation.
PPID The process ID nunber of the parent process.
PID The process IB munber of this process.
H4262S C.00 2-14 http://education.hp.com
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PRI The priority of the process.
S The state of the process
I Process is being created (very rarely seen)
S Process is Sleeping
R Process is currently Runnable
T Process is Stopped (rare)
Z Process is terminated (aka Zombie process)
STIME Starting time of process.
S7 The size in 4-KB miemory pages.
TIME The cunuilative execution time of the process.
TTY The controlling terminal fer the process.
WCHAN The address of a structure representing the event or resource for which the
process is waiting or sleeping.
Example
# s -fu daemon
uID  PTD PPI® C STIME TTY TIME COMMAND
daemon 1171 117 0 13:03:42 7?2 3:10 /usr/Win/X11/X :0
daemort 1565 1171 0 17:47:47 2 0:00 pexd /tmp/te pexd 1171.2 /dev/ttyp2
4 | Jaemon
Ulp  EID  peIB  C PRI NI ADDR 5% WCHAN TTY TIME COMO
18 1 1171 1170 1 154 20 dbea00 697 3aceYe ? 3:10 X
S 1 1565 1171 0 154 20 10269030 115 3acesc 7 @:00 mexd
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2-10. TEXT PAGE: sar

The sar conunand collects and reports on many different system activities (and
system areas), including CPU, buffer cache, disk, and others.

Related conunands ‘urlude sadc, sal. and sa2. These conutiands are related to the data
collection functionality of saxr and will be addressed with the data collection conunands.

Tool Source:
Docurnentation:
Interval:

Data Source:
Type of Data:
Metrics:
Logging

@®verhead:

Unique Features:

Full Pathname:

Pros and Cons:

Syntax

sar [-ubdycwagvmpAMSP]

Standard UNIX (System V)

man page and kernel source

>= 1 second

/dev/kmem registers/counters

Global

CPU. Disk, and Kernel resources

Standard output device, or file on disk

Varies. dependig on the output interval

Disk V) wait time, kernel tadle overflows, buffer cache hit ratios
/usr/sbin/sar

+ familiarity

+ performs both real time and data collection functions

- no per process information

- no paging information. only designed for swapping (no tonger done
on HP-UX)

[-e file] t [m]

Metric-related options:

-u CPU Utilization

4 Run queue and swap queue lengths and utilizatiou
-b Buffer cache stats

-d Disk utilization

-y TTY utilization

< System call rates

-w Swap activity

-V Kemnel Lable ntilization

-m Semaphore and message queue utilization

-a File access system routine utilization
-AEverything!

-M Per processor breakdown (used with —u and/or —g)

-P/p  Per processor set breakdown (used with —MU and/or —Mq)
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Key Metrics

The sar contnand has many metrics. hicluded below are some sample metrics based on the
disk and CPU reports:

CPU Report (-u)
The CPU repott displays ntilization of CPU and the percentage of time spent within the

different modes.

%usr Percentage of time system spent in user mode

%sys Percentage of time system spent in systenm mode

%wio Percentage of time processes were waiting for (disk) /O
%idle Percentage of time system was idle

Disk Report (-d)

The disk report displays activity on each block device (i.e. disk drive).

Device Logical name of the device (device file naime)

Sbusy Percentage of time the device was busy servicing arequest

avque Average nunber of VO requests pending for the device

r+w/s Number of I/O requests per second (includes reads and writes)

blks/s Number of 512-byte blocks transferred (to and from) per second

avwait The average unount of tume the /O requests wait i1t the queue before being
serviced

avserv The average atneuit of time spent servicing an /@ request (includes seek,

rotational latency, and data transfer times)

\ s )\)C) Y] Aesacs I )n \¢ N
Examples . plinsd do N A 1e dve enty Moy '[“""

i

# sar -u 5 4 P
HP-UX r3wl4 B.10.20 C 9000/712 10/14/97
08:32:24 susr $sSYys $wio $1idle
08:321:29 64 36 0 0
08:32:34 61 39 0 0
0.843§2=439 Gill 39 0 0
08:32:44 6l 39 0 0
Average 61 39 0 0

L &
# sar -d 5 4 Dt
HP-UX r3wld4 B.10.20 C 9000/712 10/14/97
08:32:24 device $busy avgue r+w/s Dblks/s avwait avserv
08 :32:29 c0tedO 13936 0.55% A 18341 @..3%9 14 . 27
08:32 234 c0tedo 26.40 0.58 2% 1687 . 046 185.00
018 g32 3810 c0tedo 2,00 0.54 &3 1528 5.48 14.09
08:32:44 cO0tedoO 21.40Q 0.54 28 1528 5.48 14.09
Average c0te6dO 22.44 0.56 23 il 5152, 6.34 14.45
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2-11. TEXT PAGE: time, timex

Description

The time and timex conunands repoit the elapsed (wall clock) time, the time spent in
system mode, and the time spent in user mode, for a specific invocation of a program.

The t imex conunand is an enhanced version of time, and can report additional statistics
related to resources used during the execution of the conunand.

Tool Source:
Docuunentation:
Interval:

Data Sowrce:
Tvpe of Data:
Metrics:
Logging:
Overhead:
Unique Feature:
Fnll Pathname:

Pros and Cons:

Symtax

time command

timex [-ol

[ olfhkmrt]

Standard UNIX (System V)

man page and kernel source
Process completiorn

Kemel registers/cowiters

Process

CPU (user, system, elapscd)
Standard output device

Minimal

Timing how long a process execttes
/usr/bin/timex

+ minimal overhead
- cannot be used on already running processes

[-sl

cemmand

-0 List amount of 1/@ performed by command {requirespacct file to be present)

S Lis't actiwity

(SAR data) present during execution of command

{requires sar {ile to be present)

Example

timex Lind / 2>&1 >/dev/null |

tee -a perf.data

real 39.49
user 1.47
sys 11.24
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2-12. TEXT PAGE: top

Description

‘The top conunand displays a real-titue list of the CPU conswuners (processes) on the systen,
serted, with the greatest users at the top of the list.

Tool Source:

Pocumentation:

Interval:
Data Source:
Tvpe of Data:
Metrics:
Logging:

Overhead:

Unique Feature:

Full Pathnaue:

Pros and Cons:

Syutax

tep [-s time]

-s time
d count

Standard UNIX (BSD -1.x)

man page

>= 1 second

Kemel registers/counters

Global, Process

CPU, Memory

Standard output device

Varies. depending on presentation inteirval
Real-time list of top CPU conswners
/usr/bin/top

+ quick look at global and process CPU data
- limited statistics
- uses awses for terminal output

[-d count] [-n number] [-«]

Set the delay between screen updates
Set the number of screen updates te "count”, then exit

-n number Set the number ef processes to be displayed

g

Key Metrics

Run quick.

The top command with a nice value of zere.

The top metrics include:

SIZE Total size of the process in KB. This includes text, data, and stack.
RES Resident size of the process in KB. This includes text, data, and stack.
SWCPU Average (weighted) CPU usage since top st:nted.

%CPU Cwrrent CPU usage over the current interval.

Example

* Start top with a 10 second update interval
H tep -3 10

* Start top ané display only 5 screen updates then exil

# top -d S
* St.art. top and display only tep 15 processes
# tep -n 15
http:/leducation.hp.com 2-19 H4262S C.00
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* Start top and let it run continuously

Il tep

System: r3wl4a Fri OcL 17 10:24:23 1997

Load averages: 0.55, 0.37, 0.25

115 processes: 113 sleeping, 2 yunning

Cpu states:LOAD USER NICE SYS IDLE BLOCK SWAIT INTR SS5YS

0.58 9.9% 0.0% 2.0% 88.1% 0.0% 0.0% 0.0% 0.0%

Memory: 24204K (15084K) real, 46308K (33432K) virtual, 22¢4K free Fage# 1/9

TTY PID USERNAME PRI NI SIZE RES STATE TIME %WCPU %CPU COMMAND
2 680 root 154 20 1328K 468K sleep 33:23 12.36 12.34 snmpdm
L 728 root 1%4 20 240K 136K sleep 18:20 5.82 5.81 mibzagl
E 1141 roct 154 20 12784K 2708K gsleep 84:06 4.47 4.47 natmon
? 1071 root 83 20 1264K 568K run 0:19 3.00 2.99 pmd
? 3892 root 179 20 308K 296K cun 0:00 2.59 0.34 top

* To go to Lher next/previeus page, type "j" and "“k" respectively

* Te go to the first page, type “t*

NOTE:

The two values preceding real and virtual memory are the memory allocated

[or all processes, and in parentheses, memory allocated for processes that are
currently runnable or that have executed within the last 20 seconds.

NOTL:

swait and block are relevant for SMP systems and will be 0.8% on single

processor systems. swait is the time a processor spends “spinning” while
waiting for a spinlock. block is the ttme a processor spends “blocked” while

waiting f[or a kerncl-level semaphore.

H4262S C.00 2-20
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2-13. TEXT PAGE: uptime, w

The uptime comnuind shows how long a system has been up, autd who is logged in and what
they are doing.

The w conunand is linked to uptime and prints the same output asuptime -w, displaying a
summry of the current activity on the system.

Tool Source: Standard UNIX (BSD 4.x)
Documentation: man page
Interval: on demand
Data Source: Kemel registers/counters and /etc/utmp
Type of Data: Global
Metrics: Load averages, number of logged on users
Loggmg: Standard output device
@®verhead: Varies, depending on number of users logged in
Unique Feature: Easiest way to see time since last reboot, load averages
Full Pathname: /usr/bin/uptime
Pros and Cous: + quick look at load average, how long systeius been up
- limited statistics
Syntax
uptime [-hlsuw] [user]
w [-klsuw] [userl|
-h Suppress Lhe first line and the header line
= Print long listine
-5 Print short listing
-u Print only the utilization lines; do not show user information
-w Print what each user is doing; same as w command.
Example
# uptime
11:22am up 3 days, 22:22, 7 users, load average: 0.62, 0.37, 0.30
# uptime -w
1t:32am up 3 days, 22:22, 7 users, load average: 0.57, 0.37, 0.30
User Lty logine idle JCPU PCPII  what
root. console 9:26am 94:20 /usr/sbin/eetty console
root. pts/0 9:26zm 5 /shin/sh
root prs/3 9:26am  1:57 /sbin/sh
root pts/4 10: 16am 2 2 wvi toels_netes
coot pts/% ®:43am seript
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2-14. TEXT PAGE: vmstat

The vmstat comnuuid reports virtual niemory statistics about processes, virtual menoty,

and CPU activity.

Tool Source:
Documentation
Interval:

Data Source:
Type of Data:
Metrics:
Logging:
Overhead:
Unique Feature:
Full Pathnane:

Pros and Cons:

Syntax

vmskLat |-dnS]

vmstat -7 | -s

l[intarval

Stand:ard UNIX (BSD 4.x)

man page, include (iles

>= 1 second

Kemnel registers/counters

Global

CPU, Memory

Standard output device

Varies. depending on presentation inteival
Cumulative VM statistics smee last reboot
/usr/bin/vmstat

+ minimal overhead

- poorly docuimented

- cryptic headings

- lines wrap on 80-coluunn character display
- statistics can bleed together

[ceunt]]
| -2

d Tnelude disk L/@ infermation

n Print in a format. mere easily viewed on a 80 -celumn display

-S  Include swapping infermation

-f Print number e@f processes forked since boot, number of pages used
by all forked processes, and the average paees/forked process

-s Print virtual memory summary informatien

-z Zere the summary registers,

Key Metrics

The vinstat melrics include:

Process metrics

r In rmin queue

b Blocked for resource (170, paging, and so on)

w Runnable or short sleeper (< 20 sec.) but swapped
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Active virtual pages

Numnber of pages on the free list

Page reclaims

Address translation faults

Pages paged in

Pages paged out

Pages freed by vhand, per second

Pages smveyed (dereferenced) by vhand, per second

Device interrupts per second
System calls per second
CPU context switch rate (switches/second)

us User mode utilization
sy System mode utilization
id Idle time
Examples
# vmstat -n 5 2
VM
memory page faults
avm free re al. pi pe £x de sr in sy cs
7589 728 9] RY] [ [ 0 0 0 140 490 30
CRiJ
cpu Precs
us sy id r b w
2 1 &7 0 74 0
7670 692 ¢l 0 [ ] [ (] 0 Q 230 4959 170
47 11 42 [ 75 0
# vaostat. -nS 5 2
VM
memery pasge faulrcs
avm tree si se P »e fir: de sY in sy (o5}
1984 584 0 0 0 0 0 0 0 140 490 30
CPU
cpu precs
us sy 1id I b %
2, i 175 0 75 [
7972 549 0 0 0 0 0] 0 0 203 462 53
1 1 98 ] 76 0
# vmsfat -
3949 forks, 497929 pages, average= 126.09
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vmstat -s

swap 1ns

swap outs

pages swapped in

0 pages swapped out

1116471 total address trans. faults caken
346175 page ins

7976 paes euts

200675 pages paged in

16824 pae&es paged out

213104 reclaims from free list

216129 total page reclaims

110 intransit blocking page faults
587961 zero fill pages created

303212 zero fill mpage faults

248573 executakle fill pages created
67077 executable till page faults

0 swap text pa€es tound in free list
80233 incde texc pages found in free list
166 revolutions of the clock hand
106769 pages scanned fer page eut
13236 pages freed by the cleck daemon
75633551 cpu context switches
16123872244 device interrupts

1137948 iraps

2477228805 system calls

QO ox
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2-15. SLIDE: Performance Monitoring Tools (HP Specific)

Performance Monitoring Tools

(HP Specific)

Glabal Metrics Process Detaiis Alarming Capability
glance Yes Yes Yes
gpm Yes Yes Yes
xload Yes No No

Student Notes

This slide shows the HP-specific. run-time performance monitoring tools included with
HP-UX. Currently, glance and gpm are available for lIP-UX. Both glance and gpm are
optional. and c¢an be purchased separately. If you are running 11i (any version), both glance
and gpm are included with the Enterprise and Mission Critical Operating Environments.

The glance and gpm tools provide real-time monitoring capabilities specific to the IIP-UX
operating system. Both tools provide access to performance data not available with standard
UNIX tools, and both tools use the midaemon (i.e. KI interface) to collect performance data.
vielding much more accurate performance results.

xloadis an X-windows application, which graphically shows the recent length of the CPU’s
run queue. It consists of a window that displays vertical lines which represent the average
nwnber of processes in the run gnene over the previous intervals. The default interval size is
8 seconds.
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© 2004 Hewlett-Packard Development Company, L.P.



Module 2

Performance Tools

2-16. TEXT: glance

The glance loolis available for HP-UX. This is the recommended (and preferred)
performance monitoring tool for HP-UX systems (character-based display). This tool show's
information that cannot be seen with any of the standard UNIX monitoring tools. The
accuracy of the data is considered more reliable, as the source is the mi daemon, as opposed
to the keinel counters and registers.

NOTE:

Free evaluation copies of glance and gpm can be obtained for trial periods.

The phone number to obtain an evaluation copy is (800)237-3990.

Tool Source:

Pocumentation:

Interval:
Data Source:
Type of Data:
Metrics:
Logging:

Overhead:

Unique Feature:

Full Pathname:

Pros and Cons:

Syntax

glance [-j intervall

H4262S C.00

[-iterations count]

HP

man page and on-line help

>= 2 second

midaemon

Global, Process, and Application

CPU, Memory, Disk. Network, and Kernel resources

Standard output device, screen shots to a file

Varies, depending on presentation interval and nwunber of processes

Per process (and global) system call rates
Extensive on-line help for the metrics

Sort by CPU usage, memory usage, or disk VO usage
Files opened per process

/opt/perf/bin/glance

+ extensive per-process information

+ extensive global information

+ more accurate than standard UNIX tools
- uses the “curses” display library

- relatively slow startup

- not bundled with the QS (prior to 11i)

[-p [dest]] [-f dest] [-maxpages numpages]
[-command] [-nice nicevalue] [-nosort] [-lock]
[-adviser_off] [-adviser only] [-bootup]

[-syntax filename] [-all trans]

[-all_instances] [-disks <n>] |-kernel <path>] [-nfs =zn>]
[-pids <n>] {-no fkeys]
2-26 http://education.hp.com
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The glance tool includes reports forthe following areas:

Hot. Key GLANCE PLUS REPORT
a CPU by Processor
& CPU Report.
d Bisk Report
q Process List
h
il 1/® by Filesystem
1 Network by LAN
m Memory Report
n NES Report
s Process selection
f System 'l'able Report
u Disk Repert
v T/® by Logical Volume
w Swap Detail
z
A Applicatioen List
B Global Waits
8] DCE Activity
2 Process @pen Files
G Process Threads
H Alarm Hist.ory
I Thread Roseurce
J Thread Wait
K DCE Process List
L Process System Cails
M Process Memory Kegions
N NFS Gloeal Activity
? PRM Group List
R Process Resources
W Transae!l len Tracker
W Process Wait Stales
Y Global System Calls
7 Global Threads
2

<CR>

EDINCTION

All CPUs Performance Stats
CPU Utilization Stats

Disk 1/® Stats

Global Process Stats

Help

I/0 by Filesystem

Lan Stats

Memory StLats

NFS Stats

Single process information

GS Tabkle Utilization
Disk Queue Length
Losgical Volume Mgr Stats
Swap Stats

Zero all Stals

Help with options
Update screen with new data

See Module 3 for a more complete discussion of glance and gpm.

http:/ieducation.hp.com
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2-17. TEXT PAGE: gpm

The gpm tool is a graphical version of glance. All the benefits of using glance apply to
gpm (GlancePlus Monitor).

Free evaluation copies of Glance and gpm can be obtained for a 90-day trial

petiod. The phone number to obtain the cvaluation copy is (800)237-3990.

Tool Source:

Documentation:

Interval:
Data Source:
Type of Data;
Metrics:
Logging:

Overhead:

Unique Feature:

Full Pathnane:

Pros and Cons:

Syutax

gpm [-nosave]

HP

man page and on-line help

>= 1 second

midaemon

Global, Process, Application

CPU, Memnory, Disk. Network, kernel resources

Standard output device and screen shots to a file

Varies, depending on presentation interval and number of processes

Alarming capabilitics
Performance advisor

/opt/perf/bin/gpm

+ extensive per-process information

+ extensive global information

+ more accurate than standard UNIX tools
- 1no selection for printing graphs

- not bundled with the OS, prior to 111

[-rpt [rplname|] [-sharedcir] [-nice nicevaluel [-lock]

[-disks <n>] [-kernel «path>] [-1fs <n>| [-nfs <n>] [-pids <n>)
iXoptions]

Glance and GPM Advantages
Both Glaice and GPM:

e Use the same metrics

Use the midaemon and keimel registers/counters as data sowces

e lave adjustable presentation intervals

e Have the ability to renice processes

e Provide alarming capability (via /var/opt/pert/advisor.syntax)

e Provide per-CPU metrics

H4262S C.00
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e Can be configured to monitor application performance (thatis, groups of processes)

Glance Advantages

Advantages of using Glance include:

e Itis independent of X-Windows.

e It usesless overhead.

GPM Advantages
Advantages of using gpm include:

e Ithas custosizable advisor syntax, which generates color-coded alarns.
e Hasthe ability to kill processes
e Reports are custonizable.

e More comprehensive online documentation is available.

See Module 3 for a inore complete discussion of glance and gpm.
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2-18. TEXT PAGE: xload

xloadis a graphical tool that will display the average length of the run queue over recent 10
second intervals. Since it is displayed in its own window on a graphics terminal, the window
can be resized to acconunodate good detail aitd many intervals at once.

Tool Source:

Documentation:

Interval:
Data Source:
Type of Pata:
Metrics:
Logging:
®verhead:

Unique Feature:

Full Pathname:

Pros and Cons:

HP

man page

10 seconds (default)

Kermel registers

Global

Run queue length

none

Very little

Visual representation of run queue lengths
/usr/contrib./bin/X11/xload

+ visual representation of run queue lengths in real time
+ expandable window for greater time and detail

+ self-scaling

- no scale labels

- no per-processor mformation

Syntax
xload [ toolkitoption .. 1 [-scale inteeer] -update seconds}
[-h1l| highlight celer| [-jumpscroll pixels] [ label strine]
[-nelabel] [-1lights]|
Example

xload -update 30

H4262S C.00

2-30 http://education.hp.com

© 2004 Hewlett-Packard Development Company, L.P.



Module 2

Performance Tools

2-19. SLIDE: Data Collection Performance Tools (Standard

UNIX)

acctcom

Bar

(Standard UNIX)

Data Collection Performance Tools

Global Metrics Process Details Alarming Capability
Some Some No
Yes No No

Student Notes

This slide shows the standard UNIX data collcction tools included with HP-UX. Data
collection tools gather performance data and other system-activity information. and store this
data to a file on the system.

By default, not too many standard UNIX tools perform data collection. The two most
common tools are the acct (system accounting) suite of toels and sar (via the sadc and

sal progr:uuns), Lhe system activity reporter.

http://education.hp.com
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2-20. TEXT PAGE: acct Programs

The system accounting programs are primarily a financial tool and are designed to charge for
tune and resources used on the system. Infermation such as connect time, pages printed, disk
space used for [ile storage, and conunands executed (and the resowrces used by those
conminmands) is collected and stored by the acct cominands. Generally not considered a
performance tool, the accounting conumands can provide useful data for certain situations.

Description

Tool Source:

Documentation:

Intervad:
Data Source:
Type of Data:
Metrics:
Logging:

Overhead:

Unique Feature:

Full Pathnane:

Pros and Cons:

Syntax

Standard UNIX (System V)

man pages

on demand

Kermnel registers and other kernel routines
System resowices used, on a per user basis
Comnect time, Disk space used, others
Binary file /var/adm/acct/pacct

Medium to large (up to 33%), depencling on number of users and aumount
of activity

Shows the amount of systemresources being consumed by each user on
the system.

Logs every conunand executed by every user on the system.
/usr/sbin/acct/ [acct_command]

+ provides infermation to cliarge users for system use

+ extensive system utilization information kept

- extremely large overhead, especially on an active system.
- poor doclunentation

/usr/sbin/acct/acctdisk

/usr/sbin/acct /acctdusg [-u file] [(-p file]

/usr/sbin/acct/accton [file]

/usr/sbin/acct/acctwtmp reason

/usr/sbin/acct/clesewtmp

/usr/skin/acct/utmp2wtmp

and many more ...

H4262S C.00
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System Accounting Notes

e System Accounting can be started:

Manually Run the /usr/sbin/acct/startup coimmand.

Automatically at Boot Time Editthe /etc/rc.config.d/acct {ile and set
he START ACCT parameter equal to one (for
example, START ACCT=1).

e Only terminated processes are reported.

e Accounting reports include:

— CPU tine accounting

— Disk accounting

— Memory accolnting

— Connect time accounting
— User conunand history

— Several more
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2-21. TEXT PAGE: sar

The sar tool comes with additional prograims, which assist in performande data collection
and storage. The performance data is kept for one inonth before being overwritten with new
data. Since collected data is overwritten each month, monitoring the files’ sizes is

wmecessary.

The sadc program is a data collector which runs in the background, usually started by sar

or sal.

The sal program is a convenient shell script for collecting and storing “sar” datato a logfile
under /var/adm/ sa. This script is typically run [tom root's cron file and collects (by
default) three system snapshots per hour.

The sa2 program is also a convenient shell script for converting collected sar data (binary
format) into readable ASCII report files. The report files are typically stored in
/var/adm/sa. The sa2 script is also normally rin from root’s cron file.

Tool Source:

Documentation:

Interval:
Data Sowrce:
Type of Data:
Metrics:
Logging:

@®verhead:

Unique Feature:

Full Pathname:

Pros and Cons:

Syntax

Standard UNIX (System V)

man page

>= 1 second

Kernel registers

Global

CPU, Disk. Kernel resources

Binary file under /var/adm/sa

Varies, depending on snapshot interval

Only standard UNIX peirformance data collector
/usr/sbin/sar

+ familiarity

+ relatively low overhead

- no per process information

- accuracy not as good as MeasureWare/@VPA

sar [-ulkdycwagvmaAMs] [-o file]l t I[n]

sar [-usdycwagqumAMs] [-s time] [-e timel [-1 sec] [-f file)
Some data collection related options:
-S The start time of the desired data
-e The end tune of the desired data
- The size of the reporting interval in seconds
-0 The file to write the data to
-f The file to read the data from
H4262S C.00 2-34 http://education.hp.com

© 2004 Hewlett-Packard Development Company, L.P.



Module 2
Performance Tools

Configure Data Collection through cron Jobs

To set up sar data collection, add the following to root's cron file:

0 * * * p,s /usr/lbin/sa/sal

0 8-17 * * 1-5 /usr/lbin/sa/sal 1200 3

0 18-7 #* i x h-S /usr/lbin/sa/sal

S 18 * * 1-5 /usr/lbin/sa/sa2 -s 8:00 -e 18:01 -i 3600 -u
SF g * * 1-5 /[usr/lbin/sa/sa2 -s 8:00 -e 18:01 -1 3600 -b
5 18 * * -6 /usr/lbin/sa/sa2 -s 8:00 -e 18:01 -i 3600 -g

Create the /var/ ac?m/ sa directory:

mkdir /var/admysa

Some systeins recormumend adding the above entries to adm's cron file instead of root's. On
these systeins, be sure to give write access to all users on the /var/adm/sa directory.

chmed a+w /var/adm/sa
|
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2-22. SLIDE: Data Collection Performance Tools (HP-Specific)

/

v

\
...—J'-&d by L\-"L

Data Collection Performance Tools

 (HP-Specific)

Global Metrics Process Details  Alarming Capability
MeasureWare/OVPA Yes Yes Yes |
- PerfView/OVPM Yes Yes Yes
Data Soyrce User Definable User Definable User Deﬁnalrle
integration
SPEY

Student Notes ‘

This slide shows the HP-specific data collection perfornumcee tools, which can be added to an
HP-UX system. The MeasureWare/OVPA (OpenView Performance Agent) and
PertView/OVPM (OpenView Performance Manager) tools are available for HP-UX systens.
These tools are option:l products (separately purchasable).

These tools significantly enhance a customer's ability to track performunce trends :uid review
historical performance data about a system. The standard UNIX tools collect little to no per-
process information, and have no alarming capabilities. With the MeasureWare/OVPA and
PerfView/QVPM lools, global and per-process infornuation is collected. In gddition. alarms
can be set to notify a user when a collected metric exceeds a defined threstiold.

Recently, PerfView was renamed OpenView Performance Manager and MeasureWare was
renamed OpenView Performance Agent. There were no other significant changes made to
the products.
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2-23. TEXT PAGE: MeasureWare/OVPA and DSI Software

MeasureWare/OVPA is the reconuntended and preferred tool for collecting performance
data on an HP-UX system. MeasureWare/OVPA collects all the global and process statistics,
consolidates the data into a 5-minute summary, and writes the record to a circular log file.
Processes can be grouped into applications, and various thresholds are available for
determining which processes are included in the snmmary.

OVPA version 3.x is identical to Measureware. OVPA version 4.x serves the same pu-pose,
but has a new user interface.

Included with MeasnreWare/(OVPA is a product/tool called Data Source Integration (DSI). DSI
allows custom, appli¢ation-specific metrics to be delined and collected via the
MeasureWare/OVPA product. This custom information can include database statistics,
networking statistics collected with NetMetrix, or MIB informatton from a networking device
(router or gateway) collected with SNMP.

Tool Source:

Dociunentation:

Interval:
Data Source:
Type of Dat~:
Metrics:
Logging:

Overhead:

Unique Feature:

Fnll Patluiame:

Pros and Cons:

Syntax

mwa [action]

in which actionis

HP

man pages, manual, on-line help

1 minute and 5 minute sununaries

midaemon

Global, Process, Application

CPU, Memory, Disk, Network. Other

Circular binaryfiles under /var/opt/perf/datafiles
Number of processes and muuber of application definitions

Parameter file to define the extent of data collection.
Circular, compact log file format

Jopt/perf/bin/mwa

4+ extensive global information

+ extensive per-process infermation

+ custoniize data collection with DSI

¢ requires another tool (PerfView/OVPM) for graphical an:alysis
= not included with the base OS

[subsystem] [parms]

start Start all or part of MeasureW:are/OpenView Perfermauce Agent. (default)

stop Stop all or part of MeasureWare/OpenView Performance Agent.

restart Rcinitjalize all or part of MeasureWare/OpenView Perfornuince Agent. This
optioil causes some processes to he stopped :and restated.
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status List the status of all or part of MeasureWare/OpenView Performunce Agent
processes.

MeasureWare/OVPA and Data Source Integration Notes

e The Measure Ware/OVPA agent for HP-UX is patt of the RPM (Resource and Perfermance
Management) set of perforimance tools. To find the complete list of available RPM
products, visit the RPM Web site at: www.hp.com/go/rpm

o MeasureWare/OVPA is designed for use with the PerfView/OVPM Analyzer tool iand
features extensive alarming syntax.

e Theutility and extract prograiuns for MeasureWare/OVPA provide many features for
the analysis and management of the Measure Ware/OVPA log files.

e The MeasureWare/OVPA agent is fully integrated with the OpenView product line and is
capable of sending alarm messages to the PerfView/OVPM Monitor. Nétwork Node
Manager. and [T Operations.

e The MeasureWare/OVPA agent is available for a large number of UNIX platforms
including: AIX, Solaris, NCR System VR4, Microsoft Windows NT, ansl more.

e Data Source Integr-ation (DSY) is one of the most powerful features of
MeasureWare/OVPA. DSI provides the ability to log data from any data source — as long
as it writes its output to stdout.

e HP sells additional agents, which make use of this data source integration to atllow far the
monitoring of databases, network operating systems (for example, Windows NT and
NetWare). and the Network Response Monitoring metrics (a facility of NetMetrix).

e Data can be imported from snch operating environments as SAP/R3 aind Baan.

See the course B5136S - “Performance Management with HP
OpenView” for a more complete discussion of

MeasureWare/OVPA.
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2-24. TEXT PAGE: PerfView/OVPM

The PerfView/OVPM Lool allows collected MeasureWare/OVPA information to be viewed in a
feature-rich, GUT interface. Graphs, charts, alarms, and other details are easily viewed with
the PerfView/OVPM tpol. Similarly to the MeasureWare product, OVPM version 3 is identical
to PerfView, whereas OVPM version 4 has the sanie functionality but has a new user

interface.

Tool Source:

Documnentation:

Interval:
Data Source:
Type of Data:
Metrics:
Logging:
Overhead:

Unique Feature:

Full Pathname:

Pros and Cons:

Syutax

pv [options]

HP

Man pages, manual, online help

On demand

MeasureWare/OVPA log files

Global, Process, and Application

CPU, Memory, Disk, Network, others

To central monitoring workstation

number of systents being analyzed, nnmber of systens scncing alarms

Many predefined graph temiplates.
Access to any system cuirently muming the MeasureWare/OVPA agent.

/opt/perf/bin/pv

+ Centralized and automated performance monitoring
+ Can view data from DSI sowrces

+ Graphs can be saved in a worksheet fornut

- Does not come standard with the OS

PerfView/OVPM Notes

There are thrce components that make up the PerfView/OVPM product:

PerfView/OVPM Analyzer

e The PerfView/OVPM Analyzer allows for the performance administrator to casily access
data from any MeasureWare/OVPA Agent.

e By default, the last 8 days of dat1 are pulled in to be analyzecl. but any :unount of data that
has been collectexl can be retrieved.

e The PerfView/OVPM Analyzer allows you to compare multiple systems against a specific
metric as well for load balancing.

e The graphs produced by the PerfView/OVPM Analyzer can be stored, or printed out to any
Postseript or PCL printer.

e Aswilliallof thhe RPM products. the PerfView/OVPM Analyzer is fully integrated with
Network Node Manager iuid IT Operations.

http://education.hp.com 2-39
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PerfView/OVPM Monitor
e The PerfView/QVPM Monitor receives alarnis sent by MeasureWare/OVPA agents.

e Itallows you to filter al:irmus by severity and type.

e The PerfView/QVPM Monitor is an optional module and may not be required if you are
also running Network Node Manager or IT Operations.

PerfView/OVPM Planner

e The PerfView/OVPM Planner allows you to use collected MeasureWare/OVPA data to see
performance trends.

e Themoredata provided to the PerfView/QVPM Planner and the less time you project it,
the more accurate the reports will be.

e The PerfView/QOVPM Planner is not a trne capacity-planning tool in that it does not
provide modeling or simulation capability.

See the course B5136S - “Performance Management with HP
OpenView” for a more complete discussion of PerfView/OVPM.
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|
2-25. SLIDE: Network Performance Tools (Standard UNIX)

' Network Performance Tools
(Standard UNIX)

Resource Super User Access
Required
netsgtat ‘ Various LAN Statistics No
nfsstat | Network File Sharing Statistics No
ping Test Network Cennectivity and Packet No
Round-Trp Respanse Time

Student Notes

This slide shows the standard UNIX uctworking performance tools included with HP-UX.
Networking perfermance tools monitor performance and errors on the network.

The standard UNIX networking tools primarily allow for monitoring of perfornunce. The
HP-specific tools will intreduce the ability to tune some networking parameters to better
meel the needs of a system's networking environment.

NOTE: Super[user (or root) access is not needed to monitor networking status by
defau L.
|
|
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9-26. TEXT PAGE: netstat |

The netstat conunand displays general networking statistics. Infornution displayed

includes:

e active sockets per protocol
e network data structures (like route tables)
¢ LAN card configuration and traffic

Tool Source:
Documentation:
Interval:

Data Source:
Tyype of Data:
Metrics:
Logging:
Overhead:

Unique Features:

Standard UNIX (BSD :1.x)

man pages and manual

on demand

Kermnel registers and LAN card

Global

Network, LAN I/0, Sockets

Standard output device

Varies, depending on network activity

Shows established and listening sockets.

Shows lraffic gomg through LAN interface card.
Shows amount of memory allecated to networking

Full Pathname: /usr/bin/netstat

Pros and Cons: + provides lots of information on networking configuration

- provides lots of metrics; not all metrics are doctunented well

Syntax

net.stat [-3An]l [-f address-family] [system [corel]

net.stat [-f aderess-family]l |-p protccol]l [system [core]]
netstat [-gin] [ I int.erface] |intervall [system [core]|
Examples

Display network connections

# nelstat n

Active Internet connections

Proto Recv-Q Send-C Local Address Foreiegn Address lstate)

we 0 0 156.153.192.171.1128 156.153.192.171.1129 ESTARLISHED
tep 0 0 156.153.192.171.2129 156 T 93P Tt e 1128 ES ABLISHED
[ ) 0 D 158153 . 192, 1571 . 97 1Sig=a5531. 192 194 . 11AS F?:';T}\BLISHEIJ

Acl ive UNIX dontaln sochkets

Address Type Recv-0Q Send Q Tnode onn Rels  Mextrel Addr
<61300 dgram ] (43 3.13afc ] Q 0 /var/tmp/psb_front_sochket
c47200 dgram 3] ¢ 8.14c4C 0 0 0 /var/tmp/psb_back sociket
de4f00 stream 0 [} 0 752410 0 0
£71200 stream a 0 0 €75280 0 0 /var/spool/sockets/X11/0
Display net work interfiace information:
4 netstat -in
Namme Mru Networi Addxr=ss Ipkts Jerrs ®vkis | Gerrs Coll
ni0s 0 none nene 0 0 0 0
uil* 0 none nene 0 0 u Q 0
H4262S C.00 2-42 http://education.hp.com
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4608 L27 Ld7.0.9:1 6745 0 6745 0 0
500 156.153.0192.8 15 6. 5.3, 192k 1071 156 v] u 0 0

Display network interface traffic:

# netstat -I lan0 %

(land}-»> input output {Total) -> input output
packets packets packets packets

188 172 6973 6784

2 1 2 1

Display protocol status:

# netstat -s

tep:

udp:

ip:

icmp:

arm:

probe:

igmp:

2244 packets sent
1191 data packets (217208 bytes)
4 data packets (5840 bytes) rectransmitted
6492 ack-only packets (27e¢ delayed)
318 contrel packets

2277 packets reeeilved
1288 acks (for 195140 bytes)
144 duplicate acks
1160 packets (236775 bytes! received in-seguence
0 <ompletely duplicate packels (0 bytes)
8% eut-of-order packets (0 bytes)
0 discarded for bad header offlzer fields
0 discarded because packet tee short

134 connec¢tion request.s

120 connedtion accepts

243 connections established (includind accepts)

0 bad chedksuns
1¢4 socket overflows
0 data dizcards

460738 Lotal packets received
0 bad headier checksums

0 with ip wversion unsupperted
2253 fragments received

26'70 packets not Eerwavdable
0 redirects sent

1989 calls to generate arn "CMP earrer message
®utpul higtogram:

egdho reply: 727

destination unreachalkla: 1989
727 responses sent

0 Bad packet lengths
0 Bad headers

0 Packets with missing seguence number
0 Memory dllocaticns failed

0 messageg received with bad checksum

10939708 membership queries received

10969833 membership queries received with ilncorrect field(s)
0 membersliip raports received

http://education.hp.com 243 H4262S C.00
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2=-27. TEXT PAGE: nfsstat

The nfsstat conunand displays network file system (NFS) statistics. Categories of NFS
information include:

e server statistics
e client statistics
e RPC statistics

e performance detail statistics

Tool Source: Sun Microsystems

Documentation: nLan pages

Interval: on dentund

Pata Source: Kemel registers

Type of Data: Global

Metrics: NES, RPC

Logging: St:mdard output device

Overhead: Varies, depending on NFS activity
Unique Feature: Shows RPC calls, retransnmissions, aund timeouts.
Full Pathiname: /usr/bin/nfsstat

Pros and Cons: + reports both client and server activity

- limited docuwmentation

Syntax

nfsstat [ -cmnrsz|

Examples
Toresetallnfsstat countersto zero:

# nfsstat -z

To display server/client RPC and NF'S statistics:

# nfsstat {this defaults to nfsstat -cnrs)

server rpc:

Connection oriented:

calls badcalls nullreav bpadlen xdrcall dupchecks dupreds
0 0 0 0 0 0 0

Conrecrienless oriented:

calls ®adcalls nullrecv badlen xdrcall dupchecks duprge«s
0 0 0 G (4] 0 Q
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Server nfis:

calls

0

Version 2:
null

0.0%
wrcache
0.0%
mkdir
0.0%
Version 3:
null

0.0%
write
0.0%
rename
0.0%
commd t
0.0%

badcalls
0

{0 calls}

getattr
0.0%
write
0.0%
mdir
0.0%

(0 calls!

getattr
0.0%
create
0.0%
link
0.0%

Client rpc:

Connectien oriented:

calls

20
badverfs
0

badcalls
0

timers
17

setiattr
0.0
create
0.0%
readdir
0.0%

setattr
0.0%
nkair
0.0%
readdir
0.0%

badxids
0
cantconn
0

Connectionless oriented:

calls

20
badverfs
0

wadcalls
0

timers
17

Client nfs:

retrans
o |
tookig
9

calls badcalls clgets
20 0 20
Versicn 2: (20 calls)
null get.at.t.r setattr
0. 0% 18.90% 0.0%
wrcache write craat.e
0.0% .0% 0.G%
mkdir rmdir readdir
0.0% 0.0% 1.9%
version 3: {0 calls)
null getattir seffatir
0.0% 0.0% 0.0%
write areate mkair
0.0% 0.0% 0.0%
rename link readdir
0.0% 0.0% 0.0%
commit
0.0%

http://education.hp.com

root Tookup readlink
0.0% 0.0% 0.0%
remove rename link
0.0% 0.0% 0.0%
statfs
0.0%
lookup access readlink
0.0% 0.0% 0 0%
symlink mknod remove:
0.0% 0.0% 0 0%
readdir+ fsstat fsinfo
0.0% 0.0% 0.0%
timeouts newcreds
0 0
nomem interrupts
0 0
badxids timeouts waitg
0 0 0
nomem cantsend bufulocks
0 4] 0
cltoomany

0
root lookup readlink
0.0% 0.0% 0.0%
remove rename Tink
0.0% 0.0% 0.0%
statfs
1.5%
lookup access readl ink
0.0% 0.0% 0.0%
syml ink mknod remove
0.0% 0.0% 0.0%
readdi r+ fastat fsinfo
0.0% 0.0% 0.0%

245
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read
0.0%
symlink
0.0%

read
0.0%
rmdir
0.0%
pathconf
0.0%

newcreds
0

read
0.0%
syl ink
0.0%

read
0.0%
rmdiy

(). 0%
pathconf
0.0%

H4262S C.00
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2-28. TEXT PAGE: ping

The ping command sends an ICMP echo packet to a host, and times how long it takes for the
echo packet to return. This conunand is often used to test connectivity to another systenu.
Specific details of the irnplementation include:

e An ICMP echo packetis sentonce a second.

e Upon receipt of the echo packet. the round-trip tuue is displayed.

¢ The ability to display (via the - o option) the IP route taken.

Tool Source:

Documentation:

Interval:
Data Sowrce:
Type of Data:
Metrics:
Logging:
Overhead:

Uniqne Feature:

Full Pathname:

Pros and Cons:

Syntax

ping [-oprv]

Examples

Public Domain

nian pages

on deniand

NIC and ICMP packets

Network

Packet transmission

Standard output device

mininmal; one packet trinsmission per second

Shows round-trip tilmes between systents
Shows route taken to and from the second systen.

/usr/sbin/ping

+ familiarity
+ understood by :all UNIX-based (and TCP/IP-based) systerus
- limited fumectionality

[-i address] [-t ttl] host [-n count]

Send two ICMP echo packets to host staril:

# ping starl
PING starl:

AT W2
64 byte packets

64 bytes from 156.153.193.1: icmp_seqg=0. time=1l. ms
64 bytes from 156.153.193.1: icmp seqg=1l. time=0. ms

----starl PING Statistics----
2 packets transmitted, 2 packets received, 0% packet | loss

round-trip

H4262S C.00

(ms) min/avg/max = 0/0/1
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Send one ICMP packet and display the [P path taken:

# ping -o 156.352.16.10 -n 1

PING 156.152.14.10: 64 byte packets

64 bytes from 156.152.16.10:

icmp_seg=0. time=337. ms

----156.152.16 /10 PING Statistics----
1 packets transmitted, 1 packets received, 0% packet loss
= 337/337/337

round-trip {ms) min/ave/max

1 packets sent via:
15.63.200.2
15.68.488.4
195,80 4816
156.153.16.10

15.68.88.43
15.. 63.2100..1

http://leducation.hp.com
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name
name
name
name

name
name

lookup
lookup
lookup
lookup

lookup
lookup

247
© 2004 Hewlett-Packard Development Company, L.P.

failed
failed
failed
failed
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failed
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2-29. SLIDE: Network Performance Tools (HP-Specific)

lanadmin

lanscan
nettune (10.x}
ndd (11.x)

NetMetrix

(HP-Specific)

Network Performance Tools
Resource Super User Access
Required
Layer 2 Networking Statistics and Yes |
NIC Reset !
LAN Hardware and Software Status No
Change Kernel Netwarking Parameters Yes
Change Kernel Networking Parameters Yes
Collects network performance data using Mes
RMON LAN probes
- =
na

Student Notes

‘This slide shows the HP-specific networking performance tools inctuded with HP-UX. The
first three tools listed (lanadmin, lanscan, :utdndd/nettune) come staandard with the

base OS. 'The NetMetrix product is am additional product.

The HP-specific networking tools display additional networking information and allow tuning

of various networking parineters.

H4262S C.00 2438
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9-30. TEXT PAGE: lanadmin

The lanadmin conmuwd tests, displays statistics for, and allows modifications to LAN cards
on the IIP-UX system. Specific capabilities include:

e Resetting the LAN card and executing the LAN card self-tests

e Displaying and clearing LAN card statistics

e Changing the LAN card speed, the MTU size, and the link level address

Tool Source:

Documentation:

Interval:
Pata Source:
Type of Data:
Metrics:
Logging:
Overhead:

Unique Feature:

Full Pathnaine:

Pros and Cons:

Syntax

HP

man pages

on demand

Kemel registers and Network Interface Card
Network

Packet transmission status wtd errors
$t"uldal'd output device

minimal

Allows LAN interface card to be reset.
/usr/sbin/lanadmin

+ provides extensive transmission statistics

+ allows for tuning of paraimeters normally requiring source code to
change.

- many statistics have little to no documentation

/usr/sbin/lanadmin [-e] [-t]

/usr/sbin/lanadmin {-al [|-A station addr] [-m]

[-s] [-8 speed] NetMgmtID

=ie

-t

Example

# lanadmin

[ M mcu_sizel |-R|

Fcho the input commands en the eutput device.

Suppress the display ef the command menu
before each command prempt.

Test Seclection mode.

Tan
menuy
quit

verbess

% LAN Tnierface Administratiern
4 Display this menu

= Terminat.e the Administraticn
: Display command merut

Enter command: lan

http:/leducation.hp.com 2-49
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LAN Interface test

clear =

display =

end =
menu -

ppa -

quit =
nmid =
= Reset LAN Interface to execute its selftest
Go to Priver specific menu

reset

speeific =

mode. LAN Interface Net Mgmt ID - 4

Clear statistics registers

Display LAN Interface status and statistics registers
End LAN Interface Administration, return to Teshk Selection

Pisplay the menu

PPA Number of the LAN Interface

Terminate the Administration,

return to shell

NetwoOrk Management ID of the LAN Interface

Enter command: display

= lan0 Hewlett-Packard LAN Interface Hw Rev 0

Network Manasement 1D =3
Descriptien
Type (value) - ethernet -cswacd({6)
MTU Size = 1500
Speed = 1000000@
Station Address = 0x8000935c¢®hd
Administ.ration Status (value) = up(l}
@perarion Status {(value) = up(l}
Last Change = 14465
Inbound Octets = 3606105787
Inbound Unicast Packet.s = 2767086
Inbound Non-Unicast. Packets = 88379016
Inbound Discards =10
Inbound Errors = 464396
Inbound Unknown Prqotocols = 71142Q06¢
Gutbound Octets = 458391388
out bound Unicast P:ickets = 284238'7
Outbound Non-Unicast Packels = 2874
®utbound Discards = 0
®utbound Errcrs = 0
Outbound @ueue Length =: 0
Specific = 655367
Ethernet like Statistics Group
Index = 4
Alignment Errors = 0
FCS Errors = 0
Single Collision Frames = 21353
Multiple Collisien Frames = 42774
Leferred Transmissionsg = 281589
Lat.e Collisions =0
Excegsive Collisions -0
Internal MAC Transmit Errors =10
Carrier Sense Errorsg =20
Frames Too Leng =0
Internal MAC Receive Errors =0

H4262S C.00 2-50

© 2004 Hewlett-Packard Development Company, L.P.

http:/leducation.hp.com



Moduie 2
Performance Tools

2-31. TEXTPAGE: 1lanscan

The lanscan conmewmd displays the LAN card configuration and status. Items displayed
include:

e Hardware address of LAN card slot

e Link level address of card

e Hardware status and interfacc status

e Other status and configuration information

Tool Source:

Documentation:

Interval:

Data Source:

npP
nan pages
ot demand

Network Interface Card

Type of Data: Network

Metrics: Interface status, Link Level Address
Logging: Standard output device

Overhead: minimal

Unique Feature:

Full Pathnane:

Pros and (ons:

Shiows Link Level Address of system.
/usr/sbin/lanscan

+ provides additional status information about network interface cards
- no performance information

Syntax
lanscan l-ainv] [syst.em lcore]]
-a Pisplay station addresses only. No headings.
-i Diswlay intertace names only. No headings.
n Display NeLwork Manasement IDs only. No headings.
-V Verbase out.put. Two lines per interface. lncludes displaying
of extended station address and supported encapsulat.ion methods.
Examples

Output from a 10.x systen:

Il lamscar
Hardware Station Crd Hardware Net-lnterface NM  MAC HP DLPI Mjvr
Path Address n# State NameUnil. Staote 1D Type Support Num
2/0/2 0x08000902C2DE 0GP 1an0 up 2 ETHER Yes 52
Output from an 11.x system:
http://education.hp.com 2.51 H4262S C.00
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# lanscan

Hardware Statien Crd dHdaw Net-Interface NM MAC HP-DLPT DLP1
Pach Address In# State NamePPA D  Type Support Mjr4
2/0/2 9x08000978BDBU 0 up lan0 snapd p" ETHER Yes 119
H4262S C.00 2-52 http://education.hp.com
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2-32. TEXT PAGE: nettune (HP-UX 10.x Ounly)

The nettune command allows modifications to be made to network parameters, which in
previous releases were not modifiable. This command was not included with any HP-UX
11.x release. Parameters that can be modified with nettune include:

e arp configuration
e socket buffer sizes
¢ enable or disable [P forwarding

CAUTION:

Use caution when making inodifications with the tool. It is possible to hurt
network performance severely or disable the LAN card when using this tool.

Tool Source:

Docwunentation:

Interval:
Data Source:
Type of Data:
Meitrics:
Logging:
Overhead

Unique Featu e:

Full Pathname:

Pros and Cons:

Syntax

nettune [-w]
nettune -h [-w]
nettune -1 [-w]

HP

nian pages, net tune help options (-2, -1, -h)
on demand

Kemnel registers and NIC

Global

LAN tunable parameters

Standard output device

minimal

Change values of network parameters, which cannat otherwise be
changed

Change TCP send and reccive buffer si es without need for source code
/usr/contrib/bin/nettune

+provides ability to modify networking behavior without needing source
code

+ provides access to tunable parameters normally not available
- can have anegative impact on performance if used the wrong way

- mininuil documentation

pbject [parm...]
[object]

[-b size] [object [parm...]]

nettune -s [-w] object [parm...] wvalue...

-h ({help)

=1

http://education.hp.com 2-53

Print all information related to the object.
This information provides helpful hints about
changing the value of an object.

(list} Print information regarding changing the value

of object.
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-s (set) Set object to value. An object may require more
than one value.

-w Display warning messages (for example, 'value
truncated'). These are normally dibscarded
when the command is successful.

Examples

To get help information on all defined objects:

nettune -h

arp_killcomplete:

The number of seconds that an arp entry can be in the
completed state between references. When a completed Brp
entry is unreferenced for this period of time, it is removed
from the arp cache.

To get help informnation on all TCP-related objects:

nettune -h tcp

tcp_receive:

The default socket buffer size in bytes for inbound data.
tcp_send:

The detault socket buffer size in bytes for outbound data.

To set the value of the ip forwarding object to 1:

nettune -s ip forwarding 1

To get the value of the tep_send object (socket send buffer size):

nettune tcp_send
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2-33. TEXT PAGE: ndd (HP-UX 11.x Only)

The ndd conunand allows the examination and mod fication of several tunable parauneters
that affect networking operation and beha ior. It accepts arguments on the conunand! e or
may be run interactively. The -h option displays all the supported and unsupported tunable
parameter that ndd provides.

CAUTION: ndd was ported to HP-UX and contains references to some parameters that
have not been implemented on the IIP-UX O/S at this time. Reference the
man page when in doubt. (Justbecause you can display a symbol's value
and set it doesn't necessarily mean thatthe HP-UX kernel references the

symbol!)

The ndd utility conunand accesses kernel parameters throngh the use of "pseudo device
files". These pseudo device files are refexted to as a network device on the ndd conunand
line and selected from the following list:

/dev/arp
/dev/ip
/dev/rawip
/dev/tcp
/dev/udp

Tool Source:

Docuwmentation:

Luterval:
Data Source:
Type of Data;
Metrics:
Logging:
Overhead

Unique Feature:

Full Pathname:

Pros and Cous:

Syntax

For ARP cache-related values

For TP routing and forwarding p:aurameters

Default IP time-to-live header value

Transport Connect Protocol (comnection based) parameters
tUser Datagram Protocol (connectionless) parameters

Hp

man pages. ndd -h (forhelp options)

on demand

network device pseudo device files (reference above)
(lobal

LLAN tunable parameters

Standard output device

minimal

Change vahies of network parameters, which cannot otherwise be
¢hanged

/usr/bin/ndd

+provides ability to modify networking behavior without needing sonrce
code

+ provides access to tunable parameters norm:lly not available
- can have a negative impact on performance if used the wrong way

-nminimal docwunentation

ndd -get netwolk device parameter

http://education.hp.com 2-55
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ndd set network device parameter

ndd -h sup [ported]

ndd -h unsup[ported!
ndd -h [parameter]
ndd ¢

At boot:

The file /etc/rc.config.d/nddconf contains tunable parameters that will be sel
autonatically each fiie the system boots.

Examples

To list the contents of the "arp cache":
ndd -get /dev/arp arp cache_report

To get help informution on all supported tunable parameters:
ndd -h supported

To get i1 detuil description of the tumable parameter, ip forwarding:
ndd -h 1ip forwarding

To get the current value of the tunable p:uiuneter, ip forwarding:
ndd -get /dev/ip ip_ forwarding

To set the value of the default TTL parameter for UDP to 128:
ndd -set /dev/udp udp def ttl 128

To re-read the configuration file, /etc/rc.config.d/nddeconf without rebooting the
systen

ndd -c¢
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2-34. TEXT PAGE: NetMetrix (HP-UX 10.20 and 11.0 Only)

The NetMetrix product makes use of LAN probes to collect network traffic information.
The LAN probes attach to the physical network and collect detailed information regarding
the packets that pass through the probe.

Tools available with NetMetrix include:

e packet decoders

e network alarming capabilities

e reports including top packet generating systems
e daia collection fer trending

Tool Source: HP
Documentation: man pages, NRF (Network Response Facility) manual
Inteival: on demand
Data Source: LAN probes
Type of Data: LAN traffic
Metrics: number of packets through cross-section of network
Logging: NetMetrix binary file
Overhead: Varies, depending on the number of LAN probes
Unigue Feature: Provides statistics regarding traffic on the entire network
Pros and Cons: + Statistics regarding total packet traffic

- Additional cost

- Requires LAN probes

NetMetrix Notes

NetMetrix makes use of highly sophisticated devices (1.AN probes) capable of collecting
large amounts of detailed network information.

NetMetrix is a truly distributed network management product that makes use of "mid-
level managers" for data storage and alarming.

There are 2 munber of modules availcible with NetMetrix.

Netbletrix's Internet Response Manager (IRM) and Internet Responise Agent ((RA) fully
integrate with IIP OpenView products to provide a complete system and network
managentent solution.

http://education.hp.com 2-57 H4262S C.00
© 2004 Hewlett-Packard Development Company, L.P.



Module 2
Performance Tools

2-35. SLIDE: Performance Administrative Tools (Standard UNIX)

Performance Administrative Tools

(Standard UNIX)

Resource Super User Access
Required

ipes List Semaphores, Message Queues, and No

Shared Memory Segments
ipcrm Destroy Semaphores, Message Queues, and Yes

Shared Memory Segments
nice Setting Process Priorities Yes
renice Modifyyng Process Priorities Yes

Student Notes

This slide shows the standard UNIX administrative performance tools included with HP-UX.
These tools are used to tune or modify system resources to better improve the perfermance
of a systeni. These tools are typicully used to change or tune asystem's component, as
opposed to vicwing or displaying characteristics about the comiponent.

Only the root user is allowed to use these commands, as making these modifications affects
the performance for all users on the system.

NOTE: The ipcs program is really a perfermance-ionitoring conunand: however,
because it is usually rn in conjunction with ipcrm, itis covered here to
eniphasize the relationship between the two conunands.
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2-36. TEXTP

GE: ipcs, ipcrm

The ipcs conunand displays information about active interprocess commumication
facilitiecs. With no opfions, ipes displays information in short format about message queues,
shared memory segments, and semaphore sets that are cwrrently active in the system.

The ipcrm conunand removes one or more specified message-queue. semaphore-set. or
shared-memory identifiers.

Tool Source:
Documentation:
Intervak:

Data Source:
Type of Data:
Metrics:
Logging:
Overhead:

Unique Feature:

Full Pathname:

Pros and Cons:

Syntax

bl

standard UNIX (System V)

man pages

on demand

emel registers

(ilobal, limited process

demaphore sets, message queues, shared niemory
S$tandard output device

varies, depending on the IPC resource in nse

$hows the size, owner, and last user of message queues and shared
memory segments.

/usr/bin/ipcsand /usr/bin/ipcrm

- shows orphan IPC entries
+ shows size of message queues and shared memory segiments
4 process inform.tion limited to owner and last user

ipcrm [-m shmidg] [-g msgid] [-s semid]

ipcs [-mgs] [-&bcopt}] [-C corefile] [-N namelist]

-m Display
-g Display
-s Display
-b Display

-¢ Display
-0 Display
p Display
t Display

information about active shared memory segments.
information about active message queues.
information about active semaphore sets.

largest-allowable-size information
¢reator's login name and group name
Information on outstanding usage
precess number information

time information
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Examples

# imcs -

S

IPC status from /dev/kmem as of Fri Oct 17 12:56:36 1997

s ID

KEY

Semaphores:

n nnnnamn

0

O 3 v W

8x2£180002
0x412000a%
0x00446fo6e
0x01090522
0x013d8483
Cxl4cilc2E 7™

# ipcrm -s 7

IPC status from /dev/kmem as of Fri

KEY

0x2f£180002
0x412000a9
0x00446f6e
0x01090522
0x4clcz2f79

# ipcs -s

T ID

Semaphores:

S 0

S 3

S 4

5 6

S 200
ARPC S

H4262S C.00

MODE

--ra-ra-ra-
--ra-ra-ra-

--ra-r--r--
~~ra-L--¥--
== 83 = - - -
=-A-g--r--

MODE

== T =Ml = Tvell=
--ra-ra-ra-

— A T
S e b
- = -
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OWNER

oot
root
rO®E
root
BOPL
daemon

ottt L7
OWNER

root
root
root
root
daemorn
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GROUP

S
root
root
root
root

daemon

12:5724-2 7}
GRrROUP

SVsS
root
root
root

daemen

http

9.97

:lfeducation.hp.com




) Ve Module?2
pan e Performance Tools

2-37. TEXT PAGE: nice, renice

The nice conunand éxecutes a conunand at a nondefauit CPU scheduling priority. (The
name is derived from [‘being "mice" to other system users by running large programs at a
weaker priotity.)

The renice corumaid alters the nice value of a existing process.

Tool Source: %Sl.andard UNIX (System V)
Documentation: fm pages

Interval: on dernand

Data Source: process tabie

Type of Data: ;!)rocesses

Metrics: priority

Logging: standard output device
®verlead: ininimal

|
Unique Feature:

Full Patlmame: Yusr/bin/nice :amd /usr/bin/renice

Pros and Cons: '[a- allows less important processes to run in the background
+ allows more important processes to run in the foreground
inot an intuitive interface or syntax

Syntax

nice [-n newoffset from default 20] command [command args]
renice [-n new¢ffset from current value] [-g|-p|-u] id
An unsigned newof fset increases the systemnice value for the cormunand or process,

causing it to run at a weaker priority. A negalive value requires supeiuser privileges, and
assigns a lower systeiunice value (strongerer priority) to the process.

Examples
| ms -1
F s UID | PID PRPID C PRL NI ADDR &2 WCHAN TTY TIME COMD
i 45 0 |60aa 6042 1 198 20 ff6680 85  B87ceed ttym2 d:00 sh
1R 0 ;8286 6048 & 179 30 1003480 22 - Ltyp2 0:00 ps
H nice sh
Hps -1
F 3 UID | PID PPRID ¢ PRI NI ADDR &2 WCHAN TTY TIME COMD
18 0 |e#44 6042 11 158 20 fi6680 85  87cecO Ttym2 0:00 sh
13 0 8290 ¥287 0 158 30 ££1685 85 1004320 £Lyp2 0:00 sh
10k 0 8293 8290 4 199 30 feacs80 22 - ttym2 0:00 ps
B oexit
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# nice -10 sh
# ps -1
F S UID PID PPID C PRI NI ADDR  S2Z WCHAN TTY TIME COMD
1 is 0 6044 6042 0 158 20 £f6680 85 87cecOd ttyp2 0:00 sh
1R 0 8297 8294 7 199 30 ff1280 22 ctyp2 0:00 ps
1795 0 8294 6044 10 158 30 fea380 121 87e#z0 ttyp2 0:00 sh
¥ nice -5 ps 1
F s UID PID PPID C PRL NI ADDR  SZ WCHAN T TIME COMD
1 g 0 6044 6042 0 158 20 ££f6680 85  87cecl ttyp2 0:00 sh
1R 0 8304 8294 10 216 35 1003e80 22 ttyp2 0:00 ps
1S 0 8294 6044 10 iS58 30 fea380 121 87e0c0 ttyp2 0:00 sh
H nice -n 30 sh
# ps -1
F ¢ UTD  PID PPID C PRI NI ADDR  SZ WCHAN TTY TIME COMD
1S 0 6044 6042 0 158 20 ££6680 85  87cecO thyp2 ¢:00 sh
s 0 8305 8294 19 158 39  £b3300 121 87decO thypz 0:00 sh
1s 0 8254 6044 6 158 30 fea3B80 123  87e0c0 ttyp2 0:00 sh
1 R 0 8308 8305 4 220 39 feae80 22 - tty¥p2 0:00 ps
# exit
# nice -n 30 sh
# ps -1
F S UID PID PPID C PRI NI BDDR  SZ WCHAN TTY TIME COMD
1 S 0 6044 6042 0 158 20 ££6680 85 87cecO ttLypz 0:00 sh
13 0 8306 8294 1 158 30 £86200 121  87dcd0 ttyp2? 0:00 sh
S 0 8309 8306 7 158 0 fea3B80 121 874020 ttyp2 0:00 sh
1R 0 8312 8309 6 139 0 1003980 22 - Ltyp2 0:00 ps
H4262S C.00 2-62 http:/leducation.hp.com
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2-38. SLIDE: Performance Administrative Tools (HP-Specific)

Performance Administrative Tools
(HP-Specific)

Resource Super User Access

Required
getprivgrp List system privileged groups No
setprivgrp Allocate special system privileges Yes
rtprio [ Set real time process priority (HP) Privileged Access
rtsched Set POSIX real time process priority Privileged Access
scsictl Set parameters on SCSI devices Yesy ..
serialize Mark a program to run seriaily Privileged Access
fsadm Online JFS management toot Yes
getext Display JFS extent attributes No
setext Sets/changes JFS extent atiributes Yes
newfs Create a file system Yes
tunefs/vxtunefs Change a file system's attributes Yes
PRM/WLM Process Resource Mgr/Vork Load Mgr Yes
WebQoS Web Quality of Service Yes
&
o v

Student Notes

This slide shows the HP-specific administrative performance tools available on HP-UX
systems. Many of the/tools shown on the slide come standard with the base OS. The only
tools that are add-on products are PRM. WLM, WebQoS. and Advanced JFS (getext,

setext.and £sadm).

These HP-specific todls were developed to allow modifications and performance
enhancements to the functienality unique to the HP-UX operating systen.
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2-39. TEXT PAGE: getprivgrp, setprivgrp

The getprivgrp conmuuand lists the access privileges of privileged groups.

The setprivgrp comunmand sets the access privileges of privileged groups.

group name is supplied, access privileges are listed for that group only.
member of all groups.

Ifa
The superuser is a

Access privileges include RTPRIO, RTSCHED, MLOCK, CHOWN. LOCKRDONLY, SETRUGID,

MPCTL. SPUCTL. and SERIALIZE.

Tool Source: P

Documentation: nuen pages

Interval: on demand

Data Source: /etc/group and kernel data structures

Type of Data: users and groups

Metrics: privilege access

Logging: Standard output device

Overhe:ad: minimal

Unique Featurc: Gives non-root nsers access Lo privileges nonnally reguiring root access.
Full Pathnane /usr/bin/getprivgrp and /usr/sbin/setprivgrp
Pros and Cons: + abilily to assign additional privileges to groups

- requires additional system management

- cannot give privilege to a single user; must assign privileges to groups

Syuntax
getprivgrp [-g|group_name)

setprivgrp [-g|groupname] |privileges]

-g Specify global privileges that apply to all groups.

Examples

# getprivgrp

glokal privileges: CHOWN

# setprivgrp class CHOWN SERIALIZE RTPRIO

# getprivgrp

global privileges: CHOWN

class: RTPRIO CHOWN SERIALIZE
H4262S C.00 2-64 http://education.hp.com
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Notes

e  Group privileges wil

RTPRIO

RTSCHED

MLOCK

CHOWN
LOCKRDONLY

SETRUGID

SERIALIZE

MPCTL

SPUCTL

http://leducation.hp.com
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rich can be nrodified are:

Can use rtprio() callto set real-time priorities.

Can use sched setparam() call and sched setscheduler ()
call to set POSIX.4 real-time priorities.

Can use plock () to lock process text and data into nremory, and the
shmctl () SHM LOCK function to lock sharcd memory segments

Can use chown () to change file ownership.
Can use lockf () to set locks on files that are open for reading only.

Can use setuid () and setgid () to change, respectively, the real
user ) and real group ID of a process.

Can use serialize () to force the target process to run serially with
other processes that are aalso marked by this system call.

Can use mpctl (} to lock a process or a thread Lo a specific processor
on SMP systemns. If processor sets are available, can be used to lock a
process or a thread to a specific processor set.

Can use spuctl () to enable and disable specific processors on SMP
systems. (V-class, T-class, N-class, L-class, and Superdome only)

2-65 H4262S C.00
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2-40. TEXT PAGE: rtprio

Mc rtprio conmumnd executes a specified conunand with a real-time priérity, or changes
the real-time priovity of a cyurently executing precess with a specific PID. Real-time
priorities range from zero (strongest) to 127 (weakest).

Real-time processes are not subject to priority degradation and are considéred of greater
importance than all non-real-time processes.

CAUTION: Special care showld be taken when using this conunand. It is possible Lo lock
out other processes (ncluding system processes) when using this conunand.

Tool Source: HP

Pocumentation: man pages

Intervat: on denuwnd

Pata Source: process Lable

Type of Data: process

Metrics: process priority

Legging: none

QOverhead: varies, depending on the activity of the process

Unique Feature: assign real time priority Lo a process

Full Pathnante: /usr/bin/rtprio

Pros and Cons: + Can significantly improve the performance of a program
- Can severely impact the perferm:ce of the system (if used
incorrectly)

Symtax

rtprio priority command [areument.s]
rtprio priority -pid

rtprio -t command [arguments]
rtprio -t -pid

-L  exccute command with a timeshare (non real-time)| priority, or
change the currently executing process pid from A possibly

real time priority to a timeshsre priority.

Examples

Execute file a.out ut a real-time priority of 100:
rtpric 100 a.out
Set the currently yinming process PID 24217 to a real-time priority of 40:

rtprioc 40 24217
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2-41. TEXT PAtGE: rtsched

The rtsched execnies commands with POSIX or HP-UX real-time priority, or changes the
real-time priority of currently execnting process PID.

All POSIX real-time priority processes are of greater scheduling impoitance than processes
with HP-UX real-time or HP-UX timeshare priority. Neither POSIX nor HP-UX real-time
processes are subject to degradation. POSIX real-tiime processes can be scheduled with one
of three different P()$L‘( scheduling policies specified: SCHED FIFO, SCHED RR, or
SCHED RR2. The number of POSIX real-time priority quenes is tunable between the values
of 32 :nd 512, and show np as a negative number between -1 and-512 when viewed with the
ps -ef or ps —elT conunands.
|

CAUTION: Spe('iq'l care should be taken when using (his conunand. It is possible to lock

out other processes (including syster processes) when using this command.

Tool Source: HP
Pocumentation: man pages (also see rtsched(2) )
Interval: o demand

Data Sowrce: yrocess table

Type ol Data: rocess

Metrics: rocess priority

Logging: hone

Overhead: ‘raries, depending on the actwity of the process

Unique Feature: assign real time priority to a process

Full Pathname: /usr/bin/rtsched

Pros and Cons: # Can signiticantly improve the perform:mece of a program
1 Cun severely impact the performance of the system (if nsed
+ncorrectly)

Syntax

rtsched -s sdheduler -p priority command [arguments]

rtsched | -s |gcheduler | -p priority -p pid

-5 Specilied which scheduler to use, SCHED FIF@® (POSIX real-time),
SCHED_RR |(POSIX rcal-time), SCHED RR2 (PCSIX real-Lime},
SCHED_RTHRIO (HP-UX real-time), or SCHED HPUX (HP-UX timeshare)

|
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Examples

Execute file a.out at a POSIX real-time piiority of 4:

rtsched -s SCHE® _FIFO -p 4 a.out

Set the currently running precess pid 24217 to a real-tiine priority of 20:

rtsched -s SCHED RR -p 20
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2-42. TEXT PAGE: scsictl

The scsictl C()llnn@d provides a mechanism fer controlling a SCSI device. It can be used
to query mode paramieters, set configurable mode parameters, and perform SCSI conunands.
The operations are pérformed in the same order as they appear on the command line.

Tool Source:

Pocuinentation:

Interval:
Data Sowrce:
Type of Data:
Metrics:
Logging:

Overhead:

Unique Feature:

Full Pathiune:

Pros and Cons

HP

:lnan pages

L)n demand

S8CSI disks

{disks

inunediate reporting, O queue

;stzmdard output device

minimal

IProvides control over the behavior of an individual SCSI dsk

Vusr/sbin/scsictl

L- can iraprove perfornuaice by modifying the drive behavior

{ not all SCS1 devices support the coimm:ind

{ could misconfigure a disk, causing data to be lost in the event of a
system crash

Syntax
scsictl [-akq] [-d cemmand] ... [-m mede[=valuel]]l... device
-a Display the status ®f all mode parameters available.

-m mede

-m mode=value

http://leducation.hp.ccm

Digplay the status of the specified mode paramet.ar-.

it Fer devices that suppert inurediate reporting,
thig displays the Immediale reporting stdatus.

queuve depth
For devices that suppert a Qqueuve depth
greater I'han the system default, this mede
contrels how many i/0s the driver will
attempt o queue te Lhe device at any one
Time.

Set the mode parameter mode Lo valug. The availawle
mode parameLers and values are listed abeva.
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Examples

To display a list of all of the mode parameters, tuin immediate_report bn, and redisplay
the value of immediate report.

scsictl -a -m ir=1 -m ir /dev/rdsk/c0te6d0

will preduce the following output:

immediate report = 0; Queuve_depth = 8; immediate report = 1

H4262S C.00 270 http://education.hp.com
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2-43. TEXT PAGE: serialize

The serialize command is used to force the target process to run serially with other
processes also marked by this conunand. ®nce a process has been marked by serialize,
the process stays marked until process completion, unless serialize is reissued.

Tool Source:

Documentation:

Interval:
Data Source:
Type of Data:
Metrics:
Logging:

Overhead:

Unique Feature:

Full Pallmame:

Pros and Cons:

Syntax

HP

man pages

on demand

process table

process

priority

standard output device
minimal

decreases CPU and memory contention problenis using standard
functionality.
/usr/bin/serialize

+ allows system to behave more efficiently when CPU and memory
fesources are sc.e.

- minimal documentation

< only helps when CPU and memory resources are scarce

serialize command [command args|

sexialize [=t]

[[ p pid]

-t Tndicates| the proeess specified by pid sheule ke returned to
timeshare| schedulins.

Examples

Use serialize to farce a database application to run serially with other processes marked
for serialization. Type:

serialize database app

Force a cuwrrently ranning process with a PID valne of 215 to run serially with other processes
marked for serialization. Type:

serialize -p 215

Return a process previously marked for serialization to normal timeshare scheduling. The
PID of the Largel process for this example is 174. Type: serialize -t -p 174

http:/leducation.hp.com
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2—44. TEXT PAGE: fsadm

The £sadm conuuand is designed to perform selected administration taskeT on HFS (10.20 or
later) and JFS file systems. These tasks my differ between file system types.

For HFS file systems, £sadm allows conversions between large and nolarge files.

For VXFS file systeins, £sadm allows file system resizing, extent (and dil'qctory)
reorganization, and large/nolarge file conversions.

Tool Source:
Documentation:
Interval:

Data Source:
Type of Data:
Metrics:
Logging:

Overhead:

Unigne Features:

Full Pathname:

Pros and Cons:

Syntax

Veritas and HP

man pages

on demand

File System superblock and header structures |
file system header and data

fragimentation

standard output device ‘

Medium to large (up to 33%), depending onnumber of user and amount
of activity

Can defragment 2 file system, improving [)erformancIe. (JFS)
Can increase the size of a file system while it's mounted. (JFS)

/usr/sbin/fsadm

+ provides greater manageability of file systems
- mouy features (including defragmentation) are only available for JFS
- requires purchasing the AdvancelFS or OnlineJFS product.

/us:i/sbin/fsedm [-F vxfs{hfs] [-V] [-o larsefiles|nolareefilcs] meunt_point |special

/usr/sbin/tsadm [-F vxfs| [-V] [-b newsizel |-r rawdev! mount_pcint

fusr/shin/fsadm

Examples
HFS Exaniple

(- vxfsl [-V1 | 4] [-B] |-=] [-v] [ -« days] |-t Limel

[ p passes] |-r rawdev] mount_pcint

Convert anolargefiles HFSfile systemto a largefiles HFS file system:

fsadm -F hfs -o larygefiles /dev/vg02/lvell |

Display relevant HF'S file system statistics:
fsadm -F hfs /dev/vg02/lvoll

H4262S C.00
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JF'S Example
Increase the size of the var [file system to 100 MB while it is mounted and online:

lvextend ~L 100/ /dev/vg00/1vol7
fsadm -F vxfs -b 102400 /var
Bisplay fragimentation statistics for the /home file systen:

fsadm -D -E /hdme
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2-45. TEXT PAGE: getext, setext

The getext conunand displays extent attribute inferination of associated
system.

files on a JFS file

The setext conunand allows attributes related to JFS file systemnis and files within the JFS

file system to be modified and tuned.

Tool Source: Veritas
Documentation: nn pages
Interval: on demand
Data Source: JFS file system
Type of Data: File system metadata sttuctures
Metrics: File system space allocation
Logging: standard output device
Overhead: minimal
{Inigue Feature: Allows attributes of JF'S files to be sct
Full Pathname: /usr/sbin/getext and /usr/sbin/setext
Pros and Cons: + can improve file system performance by modifying
- require purchase of the AdvancedJFS or OnlineJF'S
Syntax
fusr/sbin/getext [-v] [-f] [ s] file...
/usr/sbin/setext [-V] [-e extent size] |-r veservation] I[-
Example
Display file attributes for the file, filel:
getext filel
filel: Bsize 1024 Reserve 36 Extent Size 3 al

The above output indicates a file with 36 blocks of reservation, a fixed ext
all extents aligned to :3-block boundaries, and the file cannot be extended
reservation is exhausted.
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2-46. TEXTP

The newfs conunand
calculates the approp
commuwd,

The tunefs conunaz

E: newfs, tunefs, vxtunefs

is a "friendly" front-end to the mk £s conunand. The new£fs conmmand
fate parameters and then builds the file system by invoking the mk £ s

displays detailed configuration infermation for an HFS file systein

and allows some of the file system parameters to be modified.

Tool Sowrce:
Documentation:
Interval:

Pata Source:
Type of Data:
Melrics:
Logging:
Overhead:
Unique Feature:

Fnll Pathname:

Pros and; Cons:

I
Syntax
/usr/sbin/newf4

/usr/sbin/tunef

/usr/sbin/vxtui

NolLes

The initial file system
snuill set of these par
vxtunefs changes

SD 4.x, modified by HP, Veritas

nan pages

Hot applicable, on demand

e system header and snperblock
e system metadata structures

lock size, Fragnent size, Minmunn space

standard output

inimal
lows file system paraneters to be displayed and sel.

usr/sbin/newfs, /usr/sbin/tunefs,
usr/sbin/vxtunefs

File system paranueters can be viewed and tuned for optimal
erformance

1To tune many parameters, a re-initialization of the file system is

equired

[-F FStypel [-o specific options] [-V] special
s [-A] [-v] [-a maxcontig] [-d rotdelay]

[-e maxbpg) [-m minfree] special-device
efs

parameters are set when the file system is first created with newfs. A
mieters ¢:itbe changed after the file system is created with tunefs.
he attributes of the JFS file system when the file system is monnted.

NOTL:
use ot

The tunefs conmuind works only for HIS file systems. Thie JI'S file systeims

icr commands (getext, setext, vxtunefs)

http://leducation.hp.cq
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Examples
Create a file system on vgol called 1voll.
newfs -F hfs -b 16384 -f 2048 /dev/vgO0l/rlvoll

mikfs (his): Warning - 2 seckor(s) in the last eylinder are non allevated.

mkfs (hfs}: /dev/vg®l/rlvell - 20488 secters in 133 cylinders oOf 7 tra
21.0Mb in 9 cyl groups {16 c/g, 2.%52Mb/g, 384 i/Q)
Super pleck wackups (for fsck -b) at:

16, 2582, 5008, 7504, 10008, 12436, 14%3:2, 17488, 18748

View the file system's configuration parameters:

tunefs -v /dev/vg01/rlvol9l
super block last mounted on:

cks} 22 secters

magic 95014 clean FS CLEAN time Fri Nev 2§ 07:02:%8 1:39%
sblkno 8 cblkno 16 iblkno 24 dblkne 4§

sbsize 2048 cgsize 2048 cgoffset 16 cgmask @xfffffffs
nacg k-] size 102490 blocks 9858

bsize 16384 bshift 14 bmask O0xffffc000

igixe 2048 Fehvsfte TI fmask Oxfffffs0e0

Lrag 8 fragshift 3 fsbtodb 1

ninfree 10% maxbpg 38

maxcontig 1 rotdelay Oms rps (<1 ]

Csaddr 48 cssize 28672 csshift 10 csmask Oxfffffc00
ntrak i/ nsecl 22 smec 154 ncyl 133

cpg 16 bpg 154 fepg 1232 ieg 384

niandir 4096 inopb 128 nspt 2

nbfree 1236 ndir 2 nifree 3452 nffwee 3

cgrotor 0 fmod 0 ronly L

fname fpack

¢ylinders in last group 5
blocks in last group 48

For VxF'S file systems use:

# fsdb -F vxfs /dev/vg/NN/rlvolN
= B892 R
* p.§

H4262S C.00 2-76
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247. TEXTP

Process Resource M:

E: Process Resource Manager (PRM)

ager (PRM) allows the adiinistrator to guarantee that important

processes will receive the amount of memory, disk, annd CPU tilme required to meet your
performance objectivés.

PRM works in conyjungtion with the standard HP-UX scheduler to improve response times for

critical applieations.

PRM provides state-ol-the-art resource allocation that has long been mis.sing in the UNIX

environment.

Tool Source:
Documentation:
Interval:

Data Source:
Type of Data:

Metrics:

Logging:

Overhead:

Unique Features:

Full Pathname:

=,

Pros and Cons:

See the course
& WLM?” for

P

RM man pages (prmconfig)

11 demand

ernel registers and counters

rocess groups as defined by the PRM configuration file.

PU lime, memory, and disk [/Q bandwidth allocated to groups of
rocesses

s$tandard output. glance, gpm, perfview/OVPM,
easureware/OVPA

PRM only applies to time-shared processes. Real-time processes are not
affected.

Ulows the system administrator to control which groups of processes
receive a certain percentage of the CPU's time, memory paging, aud/or
lisk I/O request preference.

"PU (per PRM group) entitlement and capping

DISK (per PRM group per VG) entitlement

Memory (per PRM group) entitlement, capping and selection method
Application (per PRM group)

usr/sbin/prmconfig

+ Greater control of resource distributions

Optional producl. Does not come standard with the OS. if you are

unning 111 in the Enterprise or Mission Critical Operating
Environments, PRM is included.

U5447S - “HP-UX Resource Management with PRM
a more complete discussion of PRM.

http://feducation.hp.com 2-77 H4262S C.00
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2-48. TEXT PAGE: Work Load Manager (WLM)

The Work Load Manager sits on top of PRM and tunes it as necessary to1
performance goals. Tiie goals are def'ined in a configuration file in the for
Objectives (SLOs). The adniinistrator defines these goals in the file and tl
“tweek” PRM until cither the goals are reached or they are attained as clos

Tool Source:
Documentation:
Interval:

Data Sowrce:
Type of Data:
Metrics:
Logging:

Overhead:

Unique Features:

Full Pathnane:

Pros and Cons:

HP

WLM nman pages (wlmd)

on demand

kernel registers and counters

process groups as defined by the WLM configuration
As defined in the WLM configuration file

Data can be sent to an EMS (Event Monitoring Syster

set the desired
E of Service Level

n lets WLM
ely as possible.

file

1)

Datz collection of defined nietrics :uwid adjusting of PRM configuration

allows the system administrator to define what Servit
are desired on the system and lets WLM to “tune” the
to obt:un performance as close to those objectives as

CPU (per WLM group) entitlement

DISK (per WLM group per VG) entitlement

Memery (pci WLM group) entitlement

Application (per WLM giroup)
/opt/wlm/bin/wlmd

+ Greater control of CPU distribution
- Optional product. Does not conie standard with the

‘e Level Objectives
system (via PRM)
possible.

OS.

See the course U5447S - “HP-UX Resource Management with PRM

& WLM?” for a more complete discussion of WLM.

H4262S C.00
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2-49. TEXTP

WebQoS manager is ¢

GE: Web Quality of Service — WebQoS

ex:unple of the grow'ng nwimber of system performance

management/enhanceiment products focused on specific server applications and

environments,

The modeirn paradign
performance metrics
received by a Web set

for application server management requires looking past simple
1d forces us to start think a little out of the box. Do all requests

ver warrant the same level of service? WebQoS allows the

administrator to maké decisions on the service level, based on several different criteria:

admission control

user differentiation
activity differentiat
application differeii

A discussion of the sg

on
tiation.

ecifics of this product is beyond the scope of this class.

Tool Source: HP
Typical metrics: Number of concuirent users and response times.
Purpose: Maxinuze successful customer interactions an«d peak throughput.

Pros and Cons:

L

http://education.hp.cad

m

+ Greater control of Web server resources tuned to specific client
requests.

Optional product. Does not come standard with the OS.

2-79 H4262S C.00
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2-50. SLIDE: System Configuration and Utilization [nformation
(Standard UNIX)

System Configuration and Utilization

Information (Standard UNIX)

Resource Portabil
bdf Local and remote mounted file system space Some
df Mounted file system space Yes
mount Local and remote file system mouants Yes

Student Notes

This slide shows the standard UNIX tools for displaying system configuration and utilization
mformation on an HP-UX system. System configur-ation and utilization toéls are tliose which
display configm-ations of LVM disks, file systems. and kernel resources.

H4262S C.00 2-80 http://education.hp.com
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2-51. TEXTP

E: bdf, df

The bdf conunand displays the amount of free disk space available. If no file system is

specified, the free sp
information can be dis

The df conund disj

e on all of the normally mounted file systems is printed. Free inode
iplayed by usmig the -i option.

lays the munieer of free 512-byte blocks and free inodes available for

file systems by examining the ceunts kept in the superblock or snperblocks. Blocks can be

displayed in 1 KB sizes

Tool Source: d

b
Docmnentation: 1
Interval: a
Data Source:
Type of Data:
Metrics: |
Logging: 3
Overhead: \

Unique Feature: 4

Full Patlmame: ),

Pros and Cons: 1

Syuntax
/usr/bin/bdf [-
Jusr/bin/df [-H4

[sH

by using the —k option.

1 £, Standard UNIX (Systeimn V)

df, Standard UNIX (Berkeley 4.x)
1 pages

n demand

lﬂe system snperblocks

isk space resources

)isk space utilization

Standard output

Tinimal

Shows how much disk space is being utilized.

usr/bin/bdf, /usr/bin/df

- Easy to nse
minimal tuning statistics

[-i] [-1) [-t type | [filesystem|file]

efgiklnv] [-t|-P] [-o specific eptions] [-VI

ecial |directory]...

Examples — bdf Command

Ik bdf /usr
Filesystem kbytes Lsed avall %used Mounted on
/dev/vg00/1lvol? 307200 279059 -%9635 103% /usr
# bdt -i /
Filesysiem kbytes used avail $used dused ifree $iuse Mounked on
/dev/vg00/1lvol3 40960 25093 14869 63% 3284 3960 45% /
# bdf -ik /home
Filesystem kbytes used avail %used iused ifree $iuse Mounted on
dev/vg00/1vold 53248 358¢ 46546 7% S13 12407 1% /home
Swapping 53248 0 40546 0% /home /pagin
9
# 11 /home/paging
total 0O

http:lleducation.hp.com 2-81 H4262S C.00
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Examples — df Command
I df
/home {/dev/ve00/1vols ) 93062 blocks 124¢3 i-nodes
/omt {/dev/ve0d0/1vols - 177124 blocks 23598 i-nodcs
/ tap {/dev/ve00/1vols i 50010 blocks 11982 i-nodes
/usr {/dev/vg00/lvol? B 52732 blocks 7011 i-ncdes
/var (/dev/vqDbO/Llvols ) s 100122 blocks 133290 i-nodes
/stand (/dev/ve0d/lvall Vg 23596 bhilecks 5258 [-nodes

H4262S C.00 2-82 http://education.hp.com
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2-52. TEXT PA

T'he mount commnuuid
mount to list mounted
the mounted file syste

3

Tool Source:
Docuinentation:
Interval:

Data Sowrce:

L

Type of Data:
Metrics:
Logging:
Overhead:
Unigque Feature:
Full Pathnaime: /

Pros and Cons:

i

Syutax

/usr/sbin/moun

Examples

# moumnt

/dev/root
/dev/vg0C/lvoll
/dev/vg0a/Llvols
/dev/vg00/Llvols
/dev/vgo0/lvola
/dev/dsk/c0tado
/dev/vge0/Ivaol7

p

¥ meunt -v
/dev/roet on / t
/dev/vgco/lvoll
/dev/vgoo/lvolé
/dev/vgQ0/1vols
/dev/vg00/1vola
/dev/dsk/c0t4do
/dev/vg00/1lvotl7
#

http:/leducation.hp.cém

GE: mount

is used to mount file systems on the systeni. Other useis can use
file systems. If mownt is invoked without any arguments. it lists all of

ms from the file system mount table, /et c/mnttab.

qtand:wrd UNIX (System V)

I‘mn pages

n demand

ernel mount table and /etc/mnttab file

le system

ile system type and mount options

1e file /et c/mnttab and standard output
nimal
sed to mount HFS, JFS, and NFS file systeins.

sbin/mount

+ displays valuable data regarding how file systems are mounted

different options depending on the type of file system being mownted

t [-1] [-@]-v]

/ vxts log 00
/stand Thfs defaults 00
/usr vifs delaylog 0" 10
/tmp vxfs delaylog 00
/opt. vxfs delaylog 00
/disk hfs defaults 00
/var vxfs delayleg 00

ype vxfs log on Thu Sep 11 12:15:08 1997
jon
lon
on
on
on
o

/stand type hfs defaults on Thu Sep 11 12:15:11 1997
/usr type vxfs delaylog Thu Sep 11 12:17:06 1997
/tmp type vxis delaylog Thu Sep 11 12:17:07 1937
/opt type vxls delaylog Thu Sep 11 12:17:07 1997
/disk type his defaults Thu Sep 11 12:17:08 1997

n /var type vxfs delaylog Thu Sep 11 12:17:23 1997

2-83 H4262S C.00
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2-53. SLIDE: System Configuration and Utilization Information

(HP-Specific)
System Configuration and Utilization
Information (HP-Specific)

Resource Portability
diskinfo Size and model of local disk drives No
dmesg /O tree and memory details Some
ioscan /0O tree and addressing No
vgdisplay Local volume group contents/attributes No
pvdisplay Local physical volume contents/attributes No
lvdisplay Local logical volume contents/attributes No
swapinfo Swap space utilization No
sysdet Sizes and values of kernel tables and parms Some
kmtune Query. set, or reset system parameters Some
kcweb Query, set. or reset system caonfiguration Some

il
I

Student Notes

This slide shows the HP-specitic conuniands for displaying system configngation and

utilization infermation. All the commmands on the slide come standard with
are add-on products.

the base OS; none

Thesc conumands display the configuration and utilization of HP-specific shibsystems. Many

of these conunands have corresponding commands on otherr UNIX system
similu functions.

H4262S C.00 2-84 http
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A\

2-54. TEXT PAGE: diskinfo (ml}»\&( P:d /3¢'~l Va Yanive ‘\

The diskinfo commniand determines whether the character special file named by
character deviceffile isassociated with a SCSI, CS/80, or Subset/80 disk drive. If so.
diskinfo summurizés the disk’s characteristics.

Both the size of disk a@ind bytes per sector represent formatted media.

Tool Source:

Documentation:

Interval:
Data Source:
Type of Data:
Metrics:
Logging:
Overhead:

Unique Feature:

Full Pathname:

Pros and Cons:

Syntax

HP
1han pages

n demnand

-~

dontroller on disk
disk specific

disk capacity, sector size

standard output

inimal
ghows model number and manufacturer of disk
Jusr/sbin/diskinfo

+ can determine size and manufacturer of disk without having to open
gystem
- 'minimal tuning mfornwtion

f;.).i o e P da \'.?»«?'\ (_\W n By 0 tSurYepet

/usr/sbin/didkinfo (-b{|-vl character_devicefile

The diskinfo commniand displays information about the following charactevistics of disk

drives:

Example

vendor name. mandfacturer of the drive (SCSI only)
product identificatibn number or ASCII name

type, CS/80 or SCSI classification fer the device
size of disk specilidd in bytes

sector size, specifi

as bytes per sector

# diskinfo /dew/rdsk/c0t6do
SCST descrilie of /dev/rdsk/c0tédo:

vendor: QUANTUM
produgt id:

PD425S
type: direct access
size: 416575 Kbytes

bytes perjector: 512

http:/leducation.hp.cam 2-85
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2-55. TEXT PAGE: dmesg

The dmesg connuand looks in a system buffer for recently prmted diagnoi
prunts them on the standard output. The messages are those printed by th
unusual events occur (such as when system tables overflow or the file sys

Tool Sewrce; HP

Pocumentation: mail pages
Interval: on dernand

Bata Source:

Type of Data:

kernel diagnostic buffer

system diagnostic messages

Metrics: kernel startup information
Logging: standard output device
Overhead: minimal

Unique Feature: displays keirnel diagnostic messages

Full Pathname: /sbin/dames

Pros and Cons: + Allows kernel diagnostic messages to be recalled

- Biagnostic messages can be lost since keriel buffer

Syntax
/usr/sbin/dmesg [-)

If the - argument is specified. dmesg computes (incrementally) the new 1
last time it was nin and places these on the standard output. This is typic
(see cron{l)) toproduce the errorlog /var/adm/messages by runni

/usr/sbin/dmesg - >> /var/adm/messages

every 10 minutes.

Example
# dmesqg

gt iv 12.28
viseg-1815000
inet clts:ok
bus_agdapter
2/0/0 &720
2/0/1.0 Lgt
2/0/1.0.0 stapa
2/0/1.2 tqt
2/0/1.2.0 sdisk
A0 T 1B YR
2/0/1.3.8 stapa
2/0/1.4 tgt
2/0/1.4.0 sdisk
2/0/1.7 &gt
2/0/1.7.0 sctl
2/0/2 lan2
2/0/3 hil

1net._cots:ok 1 graphl

-

H4262S C.00 2-36 http
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ally used with cron
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2/0/4

2/0/5

2/0/6

2/0/7

2/ 8/
2/9/7.
2/0/7.
2/0/7.
2/0/7.
2/8/7.
2/0/8

4 eisa
4/0/4 lan2

8 processor
9 memory

asie0
asio0
CentTF
720

5 &gt

5.0 sdisk
6 tgt

6.0 sdisk
7 tgt

7.0 sgiel]
audie

System Console

Networking memory
Logical valume 64
Legical veluma 64
Logical volume 54,

Swap device td

entry O

Dump device ta

entrey 0

Startirng the STREZ

R23528 HP-UX

Memory Ilntormatio:r
physical page
Physical: 3%3]
Using 1332 Bbu

SCSJT: Reequest Timd

11

L

13

From most
Ti
1feby
by

lsp:
=)
5
11
nE
1
1
1
1
1
1
1
]

1p
scratch 1

bre-vsSP s

5

0

Script dume [1#20

http://education.hp.c

so- ~uSavecladjust :
b - >upPeakPtr:
Lo - >uPeakAdjusl.:
sownel

ED -
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is en the ITE

for fragment reasseably is restricted te 36265384 bytres
0x3 configured as ROOT

0x2 configured as SWAP

0x2 configured as DUMP

ble: (start. & size given in 512 -wyte blocks)
majcr is 64, minor 1is 0x2; start 0, size =
ble: (start & size given in i-Kmyte bhlacks)

major is 31, minor is 0x26:000; start 68447,
MS daemons.

B.10.20) #1i:

819200

= size 393217

Sun Jun 9 08:03:28 PDT 1996
L -

size - 40%6 bytes,
16 Kbytes, lockable:

logical pade size = 4096 bytes
302512 Kbytes, availamle: 349504 Kbytles

[ers centaining 15360 Kkytes of wmemory.

lwelt: d=v: <¢d000001

0

tout 7543017,
e--state:
p~=0ffset: tfff{ffff
p-=uPhysScript: 2a24000
recent. interrupt.:
TAT: 06, STSTO: 04,
‘00

»->b dev: ¢d060001
:b-»io0_id: 57bl3
‘®->Cdb: 08 G0 00 08 00 ee
elt at timeout: 7544517,
5p- »>state: 30d
:p-=uPhysScript: 196e000
sp->upScript: 196a000
Lp-sUpACtivePRtr: 196a000
sp- >ubctiveAdjust: 0O
bp->upSavedPtr: 196a000

0]
196a000

0

STST1: 00, DSTAT: 80, DSFS: 00000006

lbolt_at_start: 7543017

1febe00

[

'vipc dunip [1bh2oe20] :

051860 00000000 78030000 00000000

000002 02424700 30000000 000000600

140] :
9f0b@000 00000005 %8080000 G00HO0Y
980® (2000 00000001 58000008 00000000
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2-56. TEXT PAGE: ioscan

The ioscan conumand scans system hardware. usable I/O system devices, or kernel I/O

system data structures as appropriate, and lists the results. For each hardware module on
the system, ioscan displays the hardware path to the hardware module] the class of the
hardware modute. and a brief description.

By default, ioscan scans the system and lists all reportable hardware found. The types of
hardware reported include processors, memory, interface cards and /O dievices. Scanning
the hardware may cause drivers to be unbound and others bound in their place in order to

match actual system hardware. Entities that cannot be scanned are not listed.

On very large systenms, ioscan will operate much faster with the -k option. This will force
ioscan toreadkernel structures built at boot time, rather than sending fi-esh inquiries to
each hardware module.

Tool Source: HP

Docunientation: mar pages

Interval: on denand

Data Source: SCSI devices

Type of Data: status and Hardware address

Metrics: hardware status

Logging: standard output

Overhead: minimal

Unique Feature: polls SCSI bus to retrieve status of SCSI devices
Full Pathname: /usr/sbin/ioscan

Pros and Cons: + Displays hardware addresses and corresponding dévice filenames.

- Minimal perfornrnce data

Syntax

Jusstistrin/ioscan | k| -ul [ d driver{-¢ ¢lass] [-T instance] [-H hw_path]
[-€] nl| Fl-nll [devrlilz]

Examples
# igscan -f
Class 1 H/W Path Driver S/W State H/W Type Daescripripn
b 0 root CLATMED BIIS_NEXUS
graphics oo aramhi CLALMED INTERTACE CGraphice
ba 0 2 bus_adapter CLAIMED BUS NEXUS Cere T/0 hdapt.r
exl busg O /071 S ) €T ATMED INTERFACE Euiit-in BCSL
rarget v 2/0/1.0 (& 1 CLAIMED DEVICE
disk 0 2/0/1.0.0 sflep CLALMED NEVICE TEAC Fo1 HE oy
target 1 2/9/1.1 gt CLAIMED DEVICE
tLape 0 2/0/1.1.0 =stape CLAIMED DEVICE HP HP3S170A
target 2 wGAL.R tgt LLATMED DEVICE
disk i 2/0/1.2.0 sdisk CLAIMED DEVICE TOSITEA B-ROM XM-3301TA
Larger B 3/0/15 tge CLAIMED DEVICE
dizk 4 I/0/1.5.0 =sdisk CTLAIMED GIZVICE QUANTIM FLREBALL1050%
carget 6 #/0/l.6 tgt CLALMED DEYTCE
H4262S C.00 2-88 http://education.hp.com
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disk s 2/0/1
target 7 2/0/1
ctl 0o 2/9/1
lan 0 2/e/2
hil 0 2/0/3
tty v 2/0/4
tityy 1 27045
ext bus 1 2/0/%
andiop 8 2/0/8
processor o 8
memory (O

#%# iescan -fC disk
Class 1 H/W Pat
disk S 2/0/1.#%
# ioscan -tnC disk
Class I H/W Pat

Modute 2
Performance Tools

http://leducation.hp.cc

2/9/1.6f

0 sdisk CIAIMED BEVICE QUANTUM PP425S
tgt CLAIME® BEVICE

® scti CLAIMEDR BEVICE Initiater
lan2 CLAIMED INTERFACE Built-in LAN
hil CLAIMER IN‘IERIFACE Built-in IIL
asied CLAIMED INTERFACE Built-in RS-232C
asiol CLATMED INTERFACE Built-in R®S-232C
CentIf CLAIMED INTERFACE Built-in Parallel Interface
audie CLAIMED INTERFACE Built-in Audie
precessor CLAIMEL ®ROCESSOR. Precascer
memory CIAIMED MEMORY Memory

Briver S/W State H/W Type Descriprtien

adisk CLAIMED PEVICE QUANTUM PD225S

Driver S/® State H/W Type Description

sdisk CLAIMER BEVICE QUANTUM PD4253

/dev/dsk/c0ted0 /dev/rdsk/cOtEsde

2-39 H4262S C.00
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2-57. TEXT PAGE: vgdisplay, pvdisplay, lvdisplay

The vgdisplay comumand displays inforination a

is specified, information for just that volume group is displayed.

bout vohinie groups. If a specific vg name

The pvdisplay comunand displays information about specific physical vblnmes (or disks)

within an LVM volume group.

The 1vdisplay conmand displays information a
LVM volume group.

bout specific logical volunies within an

Tool Sowrce:
Docimnentation:
Interval:

Data Source:
Type of Data:
Metrics:
Logging:
Overhead:
Unique Feature:

Full Pathname:

Pros and Cons:

HP

man pages

on demand

LVM header structures and /etc/lvmtab
LVM configuration

mirror ug, stripping, other I/O policies
standard output device

minimal

shows LVM configuration inform:tion

/usr/sbin/vgdisplay,
/usr/sbin/lvdisplay

+ Only commands for viewing LVM configurations
- Minimal tuuing capabilities

/usr/sbin/pvdisplay.,

Syntax
/sbin/vgdisplay f{-v] [vg name ...]
/sbin/1lvdisplay [(-k] [-v] 1v_path

/sbin/pvdisplay [-v]

[-b BlockList] pv _path

Examples

# vgdisplay

--- Volume groups ---

VG Name /dev/vglo
VG Write Access read/write
VG Status available
Max LV 255

Cur LV 9

Max PV 16

Cur PV 2

Max PE per PV 1016

VGDA 4

PE Size (Mbytes) 4

Total PE 726

Alloc PE 279
H4262S C.00 2-90
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Free PE
Total PVG

# pvdisplay /deL/dsk/cOtSdO

--- Physical vdlumes
PV Name

VG Name

PV Status
Allocatable
VGDA

Cur LV
PE Size
Total PE
Free PE
Allocated PE
Stale PE

IO Timeout

(Mbytesd)

# lvdisplay /dev/vg00/lvoll

--- Logical volumes
LV Name

VG Name

LV Permission
LV Status
Mirror copies
Consistency Redovery
Schedule
LV Size (Mbyteg
Current LE
Allocated PE

Stripes

Stripe Size {(KHytes)

Bad block

Allocation
http://education.hp.cam
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447

/dev/dsk/c0t5d0
/dev/vg00
available
yes

2

7/

4

249

0

249

0

default

/dev/vg00/1lvoll
/dev/vg00
read/write
available/syncd
0

MWC

parallel

48

12

1*Z

0

0

off
strict/contiguous

2.91 H4262S C.00
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2-58. TEXT PAGE: swapinfo

The swapinfo conunand prints information about device and file-system
infornuition includes reserved space as well as uscd swap space.

paging space. This

NOTE:

The term swap refers te an obsolete implementation of virthal nmemory;

11P-UX actually implement.s virtual memory by way of paging rather than

swapping. This comumand and others retain names derived
historical reasons.

from "swap" for

Tool Source:

Docunientation:

Interval:
D:ta Sowrce:
Type of Data:
Metrics:
Logging:

Overhead:

Unique Feature:

Full Pathiname:

Pros and Cons

Symntax

/usr/sbin/swapinfo

Examples

# swapinfo -t

Kz

‘TYPE AVAIL

dev 159744

reserve -

nemo ry 42112

total 2018586
H4262S C.00

© 2004 Hewlett-Packard Development Company, L.P.

HP

man pages

on demand

kernel swap tables
swap space

swap used, swap reserved, swap space configwration
standard output device

minimal

Commuind can total all configured swap space into a
Displays pseundoswap information (if configured).
/usr/sbin/swapinfo

+ provides valuable swap space configuration infori
~ minimal documentation on psuedoswap

[-mtadfnrMgw]

Kb K  PCT STARY/ Kb
USED FREE USED  LIMIT RESERVE PRT NAME
19868 139876  12% 0 1 /dev
51220 51220
15300 26812 36%

36388 115468  43% - 0 =
2-92

Wi

one-line sununary.

ation

‘'vg00/1vol2

http://education.hp.com
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2-59. TEXT PAGE: sysdef

The sysdef comman(l analyzes the currently running system and reports on its tunable
configuration paramefers.

Tool Source: HP

Documentation: rhan pages

Interval: dn demand

Data Source: /stand/vmunix and the currently running kermel
Type of Data: Tunable kernel pariuneters

Metrics: (wrent confignration of kernel parameters
Logging: Standard output device

Overhead: finimal

Unique Feature: Jhows cuirent value and possible ramge of values
Fnil Pathname: Jusr/sbin/sysdef

Pros and Cons: +4 Shows cuurent setting of kernel parameters

Syutax

reboot required to change most parameters

/usr/sbin/sysdef [kernel

Example
4 /usr/sbin/sysdef
NAME

acctregsums
acctsusgpend

allocate ts swapmap

butmages

create tastlinks
dbc_max_pct
dbe_min pct
default._disk_ir
dskless node
eisa 1o_estimate
eamemsize

file pad

fs async
hpux_aes everrids
maxdsiz
maxtiles
maxfiles_lim
maxssi#
maxswapchiunks
maxtbsis

maxupre

maxvgs

msemap

nbut

ncallout

http://education.hp.com

VALUE

N
150
s
o N b

'3

=
[l
QO LU 8O |- 1o =

(™

4]
16384
60
1024
2048
2956
16382
R

10
2555¢04
4788
298

[master]]

ROOT MIN-MAX UNITS FLAGS
- 100-100
-100-100 ®

0- Pages

- 256-655360 Pages =

= 30 2048 <

v 30-2048

- 256 655360 Pagos -

- 1-16384

- 256-655360 Pages -
3_

3-

g 0-
6 <

2-93 H4262S C.00
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ncdnode

nadilbuffers
netisr mprierity

netmemmax
ntile
iiflocks
ninode

no_lvm disk

nprog¢
rpr.y
nstrpty
nswapdev
nswapfs

S

public shlibs

remote nfs

swap

rtsched_numpri

sema
semmap
shmem
shmmni

streamp.pes
Swapmem on

swchunk
timeslice
unlockable

Name

vValue -
Boeot

Min =
Max

Units
Flags =

mem

The
The
The
The
The
The

Further

M

150
30
=

53778048

800

200

476¢

0

276
60
6.0
10
1e

1

0

32

0
4128768
9]
200
[

AL
2048
10
801

naire of the parameter

current value of the parameter

10-
=

1-25
1-25
0-1

4-

0f- 1
3-1024
(A

2048-16384

12147483648

0-

value «f the varameter at boot time
minimum allewed walue ¢f the parameater
maximun al lowed value of the paramet.er
units by which the parameter is measured

describe the praramet.er
Parameter may be modified without rehooting

A comparable conunand, introduced at 1IP-UX 11.00, is kmtune (1m) .

H4262S C.00
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2-60. TEXT PA

The kmtune conunan
the value of all systen
kintune reads the ma

GE: kmtune,

il is used to query, set, or reset systein parameters. kintune displays

kcweb

parameters when used withiout any options or with the -S or -1 option.

ster files and the systein description files of the kernel and kernel

modules. On 1li v2, kmtune is front-ended and will eventually be replaced entirely by

kctune. kctuneis}

art of a new, larger utility called kcweb.

Tool Source: HP
Documentation: 1han pages
Interval: an demand

Data Source: A

stand/vmunix and the currently running kernel

Type of Data: Tunable kernel parameters

Metrics: Current configuration of kernel parameters

Logging: $tandard output device

Overhead: Minimal

Unique Feature: Works with dynamic and static kernel modules

Full Patlmaie: Jusr/sbin/kmtune

Syntax
/usr/sbin/kmtune [-1] [[-g name] 1 I-S system file]
/usr/sbin/kmtune [[-s {+|=}value! . . ] [([-r nawe] . . 1 [-S system file]

Examples

# /usr/sbin/kulune

Parameter
NSTRBLKSCHED
NSTREVENT
NSTRPUSH
NSTRSCHED

# J/usr/sbin/kmtune

maxdsi
020401
x040(

Parameter:
Value:
Default ;
Minimum:
Mcdule:
Version:
Dynamic:

http:lieducation.hp.c&n

-1 -g maxdsiz

z
o000
0000

(117 ouly)
(11 only)

2-95 H4262S C.00
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2-61. SLIDE: Application Profiling and Monitoring Tools
(Standard UNIX)

AD0 Atic ad g 0 and 3 » ® DO cD
anNC @
Resource Super User Access

Requi

prof Application Profiter No

gprof Enhanced Application Profiler No

arm Define and measure response time No

of transactions for an application

Student Notes

This slide shows the standard UNIX application profiting performance lJools included with
lIP-UX. Application profiling tools provide in-depth details regarding the ¢xecntion of a
program. including the number of times each subroutine is called and the:unount of tue

spet in each subroutine.

H4262S C.00 2-96 http://feducation.hp.com
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2-62. TEXT PAGE: prof, gprof

The prof and gprof ftools are used to ascertain the library routines being called during the

execution of i program.

The prof utility profiles the execution of an application by displaying the names of the
routines being called, the number of times the different routines were called, and how much
time was spent in each routine.

The gprof utility is ah enhanced version of pro£. It shows all the information available with
prof, plus it displays a call graph tree, which details the call hierarchy of the routines. The
call graph tree allows the parent routines, which called the children routines to be viewed.

Tool Source:
Dociunentation:
Interval;

Data Source:
Type ot Data:
Metrics:
Logging:
®verhead:
Unique Feacure:
Full Pathnane:

Pros and Cons:

Syntax

prof [ tcan]

standard UNIX (System V)

than pages

n demand
lternel routines called by the application
inction call flow
ne spent in each function, number of times function was called
inary filemon. out
dignificant delays in the execution of the application
dhows the flow of the function calls
fusr/bin/prof

+ shows where an application is spending its time
requires access to source code
requires application Lo be reconmpiled

L

L

{ox] [-g] [-zl [-h]l {-s] [-m mdatal [prog]

gprof [options] [a.out [gmon.out...]]

Examples

cc -p prog.c -¢ program

./pregram
prot program

ae -G prog.c
./program
gpref program

-¢ program

http://education.hp.cdm 2-97 H4262S C.00
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2-63. TEXT PAGE: Application Response Measuren
Library Routines

Description

The ARM libraiy routines allow you to defmne and measure response time

lent (ARM)

of tramsactions in

any application that uses a programming language that can call a 'C' funcfiion.

The ARM library is named "libarm" and is provided in two versions, an ard
shared library version. It is strongly reconunended that you use the share
referred to as dynamic) library version.

In-depth discussion of this product is beyond the scope of tlis class,

hive version and a
id (sometimes

NOTE: arm is a cross-platform tool and functionally replaces the titd discussed in the

next section. glance and gpm work equally well with eitl

¢l arm or ttd.

Documentation: man 3 arm
Interval: configurable
Platforms supported: HP-UX, IBM AIX, Sun Solaris. NCR
Pros and Cons: + Integrates with PerfView/MWA and other distribt
managenient/mounitoring tools.
- requires sowrce code modification
Syntax: The six function calls used by arm are;
arm_init Retium a unique ID based on application and user.
arm_getid Retwn a unique ID based on a transaction nane.
arm_start Mark the beginning of a specific transaction.
arm_update Provide information or show progress of a specific
arm_stop Mark the end of a specific transaction.
arm_end Mark the end of an application.
H4262S C.00 2-98 htty
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2-64. SLIDE:_ pplication Profiling and Monitoring Tools
(HP-Specific)

Application Profiling and Monitoring Tools

(HP-Specific) v

Description Super User Access
Required
ttd Tracks how much time is spent between No

specific lines of code in a program

caliper caliper is a runtime performance analyzer for No
programs compiled with C, C++ and Fortran
90 compilers on Itanium systems.

Student Notes

This slide shows solre HP-specific application profiling tools included with HP-UX.
Currently, the Transaction Tracker (ttd). and caliper are available for monitoring
application behaviorand performance.

I 10.20. there was ajtool called puma which came with all standard programnming language
compilers (like C, Pdscal, :imxd Fortran). The puma tool allowed profiling data to be collected
without having to médify the application source code, or recompiling the application (in
many cases). puma has been excluded from the more recent releases of HPUX.

The Transaction Trakker allows a progranuner to time how long a program is spending within
a certain area of code. The Transaction Tracker requires the source code be niodified to
include the starting point and the stopping point. The Transaction Tracker is included as part
of the MeastweWare]/OVPA product. Transaction Tracker is HPUX specific. arm (discussed
earlier) is the generif version of the Transaction Tracker.

caliper is thread-dware. MP-aware, and features :im easy conunand-line interface.

http://education.hp.dom 2-99 H4262S C.00
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2-65. TEXT PAGE: Transaction Tracker

Description

The Transaction Tracker is a set of function calls that allow a progranunet

to tinte the

execution of a particular body of code (referred to a “transaction”™). The function calls are

inscrted into the source code to mark where a particular transaction begin

Glance and gpm can then be used to monitor how many times the transac
how long it takes for the transaction to complete.

Tool Seurce:

Documentation:

Interval:

Data Sowrce:
Type of Data:
Metrics:
Logging:
Overhead:
Unique Feature

Full Pathnane:

1P

Mea.sureWare Users manual

s and ends.

tion is called, and

Every time Transaction Tracker function call is involked within program

The ttd process

Application execution times

Times to one hundredth of a second
Binary file /var/opt/perf/datafiles/logtran
Medium to large, depending on number of transaction
Shows amownt of time spentin a particulew body of ¢

Function calls defined in /opt/perf/include/tt.

S

s being timed.
de

h

Pros :md Cons: + Integrated with glance and gpm; makes it easy to funonitor how fong

transactions take.

- Camnot be used within shell programs; C programs ¢nly (or programs
which can call C routines).

Syntax

The four function calls used by Transaction Tracker are:

tt getid Narues the transaction and returns a unique identifier.

£t start Signals the start of a unique transaction.

tt end Signals the end of the transaction.

tt _abort  Endsthe transaction without recording times for the transaftion.

H4262S C.00 2.100 http:{/education.hp.com
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2-66. TEXT PMGE: caliper — HP Performance Analyzer

Description

HP Caliper is a gener:
based HP-UX systems
application and to ide

HP Caliper works wit]
have any speci:l prep
The two primary way

e As aperformance

e Asaprofile bused

The latest version of
the lutp://wiwwwhp.col

Overview

HP Caliper helps you|
Itaninin-based applic

I-purpose performance analysis tool for applications on Itaniuu®-
. HP Caliper allows you 1o understand the performance of your
ntify ways Lo improve its run-tilme performance.

1 any Itaniuin-based binar'y and does not require your applications to
aration to enable performuinice measurenent.

5 to nse HP Caliper ave:

analysis tool.

optimization (PBO) tool invoked by HP compilers.

1P Caliper is available on the HP Caliper home page. You can find it at
w/go/hpealiper/ site.

dynamically measure and improve the performance of your native
itions in three ways:

asure the overall performance of your program,

e Conunands to me

e Conununds to dri
progran.

e Asimpleway to

cxecution profile

HP Caliper does not
require ;ny special li
threads, and load mc

down to identify performance parameters of specific functions in your

plimize the perform:uce of your program based on its specific

equire special compilation of the program being an:alyzed and docs not

ik options or libraries. HP Caliper selectively measures the processes,
dules of your application. An application’'s load modules are the main

executable and all shared libraries it uses.

{1P Caliperuses a co
monitoring unit (PM
available to gather p

b

Supported Target
HP Caliper includes

v

-

Programs comp
measure prograi

Code generated
inlined functions

Progrims compil
support for both

http://leducation.hp.c

om

nbination of dynamic instrumentation of code and the perform:uice
J) in the Itanium processor. HP Caliper uses the least-intrusive method

rformance data.

Programs

upport for:

ijf(l for Itanivm- and [tanimn 2-based systems. HP Caliper docs not
s compiled for PA-RISC processors.

by native and cross HP aC++, C++ and Fortran compilers. including
and C++ exceptions.

ed with optimization or debug information. or both. This mcludes
t

he +ob jdebug and +noob jdebug options,

2-101 H4262S C.00
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e Both ILP32 (+DD32) auxd LP64 (+DDG4) prograins, both 32-bit and 64-bit ELF fornuats.

e Archive-, minshared- or shared-bound executables.
e Both single- and multi-threaded applications, including MxN tlureads.
e Applications that fork (} or vfork () or exec {) themselves or othet

e Shell scripts and the programs they spawn.

Featwr-es

executables.

HP Caliper is simple to run because it uses a single conunand for all measurements. Yon
specify the type of measurement and the target program as cornmand-kine prguments.

for example, to measure the total number of CPU cycles used by a prograi
just type:

caliper total cpu myprog

HP Caliper features include:

1 nauned myprog,

¢ Multiple performance measurements, each of which can be customrzed through

configuration files.

e Allreports are available in text format, conuna-delimited (CSV) format
are also available in HTML format for easier browsing.

e Performance data can be correlated to your source program by line nu

« Easy inclusion and exclusion of specific load modules. such as 1ibe, v
performance.

e DBoth per-thread and aggregated thread repoits for most measnreinents.

e Performance data reported by function, sorted to show hot spots.
e Support for multi-process selection capabilities.

o The ability to save performance datain files that you can use to aggreg
multiple runs to generate repoits without having to re-tun HP Caliper.

e The ability to attach and detach to ruuning processes for certain meast
e The ability to restrict PMU measurements to specific regions of your ps

¢ Limited support for dynamically generated code.

H4262S C.00 2-102 http:
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2-67. SLIDE: Summary

Different ca
Standard U

Separately gurchasable tools
Kernel regisier-based tools versus midaemon-based Tools

gories of performance tools
IX tools versus HP-specific tools

Student Notes

To sunmuirize this deule, there are many performance tools for many different puiposes.

The objective of this
to categorize them by

In general, you shoul

sar
vmstat

top

glance/gpm (if avs

wnodule was to highlight all the performance {ools available with HP-UX,
rfunction. and to describe how each tool worked.

1 become most familiar with these toels:

lable)

These tools will tend|to be your most conunonly nsed tools. Other tools will tend to be useful

in 1nere specialized
Remember. never try

everything. And ever
That’s why yon need

http://education.hp.c

Lluations.

to rely on just one tool to do everything. No tool will tell you
y tool will mislead yousomewhere down the lme. No tool is perfect.
to be familiar with multiple tools.

bm 2-103 H4262S C.00
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2—-68. LAB: Performance Tools Lab

Before we continue with a more focuse
discussion of glance and gpm, lets sp

time exploring the generic UNIX and H
specific tools discussed so far.

As you answer the following questions

categorize each tool as to its type and scope.

d
and some

PUX-

try to

Student Notes

The goal of this lab is to gain familiarity with performance tools. A secon
fauniliar with the metrics reported by the tools, although they will be expl
the next days.

Directions

Set up: Change directoriesto: # cd /home/h4262/tools
Execute the setup seript: # ./RUN

Use glance (or gpmif you have a bit-mapped display), sar. top, vmstat,

available tools to answer the following questions. List as many as possibte

appropriate OPTION or SCREEN. which will give the requested informatian.

Specific numbers are not the import:ud goal of this lab. The goal is to gain
variety of performance tools.

Always investigate what tle basic UNIX tools can tell you before numning d

'y goalis to get
-ed in depth during

and any other
. and include the

-

faniliarity with a

lance or gpm

You may want to run through this lab with the solution firom the back of LIT'S book for more

guidance and discussion.

H4262S C.00 2-104 http
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How many proces
Which tools can y

N>

Are there any real
tools can you use

:w

Are there any nic
What tools can yo

Are there any zon
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es are running on the system?
u use to determine this?

time priority processes running? If so, list the name and priority. What
‘0 deternune this?

e'd processes on the system? If so, list the nanie :md priority for each.
11 use to determime this?

ibie processes on the system? If so, how many are there? What tools can

you use to deterniitie this?

What is the lengtl
to determine this’

http://education.hp.cdm

of the run queue? What are the load averages? What tools cim you use

2-105 H4262S C.00
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6. How many system processes are ruuming? What tools ciut you use to dgterniine this?

NOTE

A system process is defined as a1 process whose data space is the kernel's
data space (such as swapper, vhand statdaemon, uhhashdaemon,
and supsched). ps reports their size as zero.

There are three ways this can be determined. If youn get stuck on this question, move on.

Dou't spend more than a few minutes trying to answer this question.

7. What percentage of time is the CPU spending in different states? What ftools can you usc

to determine this?

8. What is the size of memorty?
What is the size of free memory?
What tools can you use to deterntine this?

9. Whalt is the size of the swap area(s)?
What is the percentage of swap utilization?
What tools can you use to deterniine this?

H4262S C.00
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10. Whatis the size ofltle kernel’s incere inode table?

How much of the

inode table is utilized?

What tools can yofi use to determine this?

11. Are there any CPU-bound processes running (processes using a “lot” of CPU)?
If so, what is the ifame of the process?
What steps did yoh take to determine this?

12. Are there any pro¢esses running which are using a “lot” of memoiy? (A "lot" is relative,
i.e. alarge RSS size compared to other processes.)

If so, what is the 1

antte of the process?

What steps did yoh take to determine this?
Is memory utilization changing?

13. Are there anypro
the process?
What steps did yo

resses running which iwe doing any disk VO? If so, what is the nanie of

1 take to determine this?

What are the I/O 1hites of the disk bound processes?
What files are opejt by this (these) process(es)?

NOTE: No
la

processes are really doiwng «a lot of physical disk [O. However,
b proc3 is doing a LOT of logical VO.

http://feducation.hp.cam 2-107 H4262S C.00
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14. Whatis the current rate of semaphore or message quene usage? Whagjtools can you use
to determine this??

15. Is there any paging or swapping occurring? What tools can you use to idetermine this?

16. What is the systemn call rate? What tools can you use to determine this?

17. Whatis the buffer cache hit ratio? What tools can you use to determing this?

18. Whatis the tty [/Orate? Whalt tools can you use to determine this?

19. Are there vy traps (interiupts) occurring? What tools can you use to fletermmine this?

H4262S C.00 2-108 httg://education.hp.com
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20. What information
deternune this?

21. What infermation
What tools canyo

22. What information
What toois can yo

23. What information
this?

24. Shut down the sij

# ./KILLIT

http://education.hp.cd

hulation by entermg:

m

can be gathered on CPUs in an SMP environment?
1 use to determine this?

can be gathered on Logical Volumes?
I use to determine this?

2-109
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can you collect about network traffic? What tools can you use to

can be gathered on Disk I/0? What tools can yon use to determine

H4262S C.00
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Objectives
Upon completion of j

e Compare Glance

GlancePlus

is module, you will he able to do the following:

us with other performance monttoring/management tools.

e Start up the GlancePlus terminal interface (glance) and graphical user interface (gpm).
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3-1. SLIDE: This Is GlancePlus

This is GlancePlus

Features

 State-of-the-art, award-winning on-line Help system.
identify system performance problems and bottlenecks.

exceeded.
= Tailor information gathering and dispiay to suit your needs.
* Integrated into OpenView environments.

Capabilities

» Get detailed views of CPU, disk, and memory resource activity

» View disk I/O rates and queue lengths by disk device to deteimine
loads are well balanced

* Monitor virtual memory 1/O and paging

» Measure NF S activity

* And much more ...

» Motif-based interface that offers exceptional ease-of-leaming and ease-of-yse
» Rules-based diagnostics that use customizable system performance rules fo

» Alarms that are triggered when customizable system performance thresholfls are

f your disk

Student Notes

GlancePlns is a performance monitoring diagnostic tool. GlancePlus Sot'twtare visually gives

you the useful, accurate information you need to pinpoint potential or cxi
involving your system's CPU, memery. disk, or network utilization.

To help you monitor and interpret your systenm's perfornumce data. Glane
inclndes a rules-based adviser. Whenever threshold levels for measurene
utiliz.ation or disk VO rates are exceeded the adviser notifies yon with on-
adviser also applies riles to key perforniuce measurements and symptol
vou information to help you uncover bottlenecks or other perfermance pi

ting problenis

pPlus software

nts such as CPU
screen alarms. The
1s :and then gives
oblens.

NOTE: GlancePlus is integrated into OpenView Windows at the i

fnu bar level.

H4262S C.00 3-2 httg
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GlanccPlus offers a vi
the open system envir

Benefits

e Better understand
e Satisfy your end v
[ )

The features in the p1
many benefits to the
casier and quicker to

Modute 3
GlancePlus

wponit into many of the critical resources that need to be measured in
onment.

Save time and effd1t managing your system resources

your computing environnment

sers’ system performance needs quickly

Leverage from a standard interface across vendor platforms

oduct yield a perforniance monitoring diagnostic solution that offers
1ser. GlancePlus offers a tool that will make your analysis activities
perform. This will save you time. The display of various types of

information will also
same GUI on the Mo

allow you to get a better understanding of your own environment. The
version is used on all the supported platfonns, which provides a

leverage point for a ST;!mdard user interface across several UNIX platforms.

Many times, just by ¢
systenis, Yon do not
cursory use of the pr
This helps out when

has become abnorm:l

http://education.hp.g

om

insory use of the product, people will discover certain (hings about their

have to have a performance problem to use GlancePlus. This simple

hduct has let many people gain a better inderstanding of their systems.,
1 problem does exist. Knowing what is nornl can help identify what

lin your environment.

3-3 H4262S C.00
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3-2. SLIDE: GlancePlus Pak Overview

Perfview and even
Monitor I

Perform
and corr

central management

collection
atarming

manage

|

_: NETWORKL SYSTEMS INTERNET
:

Online pe
ABPS DATARASES monitorin

Forecasting and
Tertview / capacity planning
Planner o
e : Central alarm monitoring

M&GMm -6 Performarce data
st ik

diagnosti¢

t management

ce analysis
lation

and

rformance
j and

5

Student Notes

Theview here is from the heights.

For our purposes, we will focus owr discussion on the capabilities of glan

ce and gpm and

the information and reports they can produce from a nuning HP-UX systein. Also

uncerstand that GlancePlus may be nsed in conjunction with McasureWare
and extend its capabilities. Many of you may have purchased glance in tl
which includes a license to run glance. gpm and to configure and rum the
McasureWare/OVPA Agenl (mwa) on your systen.

The GlancePlus and Measure Ware/OVPA Agent products can be purchased

/OVPA to enhance
e GlancePlus Pak,

separately or

combined in e GlancePlusPak. The Pak also includes (as of C.03.53.00 Jime 2002

application relcasc) some event monitoring :uid graphical configuration co

H4262S C.00 34 http:
© 2004 Hewlett-Packard Development Company, L.P.
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The components shae a common neaswrement infrastructure, thus metrics. as well as
applications have similar alarming mech:nisis.

(

GlancePlus

Interfaces include:
/opt/perf/bin/gpn
/opt/perf/bin/glan

AL

.

GlancePlus Pak

MeasureWare/OVPA

Interfaces uiclude:
/opt/perf/bin/extract
/opt/perf/bin/utility

Comniplete information
fully covered in the H

hitp://leducation.hp.cdm

. _J

3.5

(’

.

N\

PerfView/OVPM

Interfaces include:
/opt/perf/bin/pv

J

| on the configuration and use of MWA/OVPA aind PerfView/OVPM are
swlett-Packard Education Services' course:

PerfVicw MeasureWare (catalog number B5130).

H4262S C.00
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GlancePlus
\ ?“
g
o
3-3. SLIDE: gpmand glance \ N
i AN
A le TruNle O
| A
)
| N
. )
= . o
. - e 0 e e - —— L gl ot
‘.. T BIGRN GlanccPlux CB 30 08 1622040 duest 9306[BST  Curcent Avg Hioh - L
o it S we e am At \\Y
SNE 0 xR o
i e i om i -’\,"
s mooe L “[“5 kb "}
Y I PROCESS | |31 / " tesres 5 i \"'
- | Mmer LPU il e Dz hed c
Progess llome PID PPID Pri llaae T ORABY manl 8 0 Rete RES  Cnt Tk
= e iraleulate G111 GESE 242 ot argr § issele mar o e 1 bR &
e fepwn  Seee  Geepes frontend  GLBE  BI98 M40 roat SR M7 W 08 Jife L L
dtlrontend G185 GOS0 168 rost S2aiM2 W@ WAl DAk 1 LA 2.
Ty vam: FIAT Srmph Fasuanz 4 nepaiang GI@3 AEE 154 root ISMNAY N REW AR Al L ‘;"
Bange 1 thdw:0d - LMK gy SieZ  AYF 1AW oot S 10 Ml T RS9 JTRA L )
eti— [deaccoss HIE 5498 138 roul a4 94 16112 ke & \
AT ] £ W LW roct W e N L2 e na 38 v
|
Page ) ot 1
Procer. L Gesory  Oraa dcm. Sest | Swlews  wyp Lvae
Lize  Epport  Repori  Bapory [ SCenY Tnme

Student Notes

GlancePhs provides dual user interfaces:
The gpm GUI

See history of activity of the system with
mutltiple window capability

Monitor your systein while doing other work

Use alanus. symptois and color to assist
with monitoring

H4262S C.00

© 2004 Hewlett-Packard Development Company, L.P.

The glance Character

tlode
Monitor performance rembtely over slow

datacon line
When no high resolution 1

Creates less load on the sy
monitored

36 http

honitor is available

rstem being
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Notes on starting the

1ser interfaces: gpm and glance

Starting the GUI
# gpm [optiong]l # glance
-nosave Do ijot save the eurrent -j interval
configuration at the next
exit
-rpt Spe¢ify one or more -p dest
additional report windows
-sharedclr Shate color scheme with -lock
othdr applications
-nice Set fhe gpm nice value -nice
Xoptions Use |X-Toolkit options
sucli as -display
http://leducation.hp.cam 3-7

Moduie 3
GlancePlus

Starimg the character based interface:
{options]

Preset the number of
seconds between screen
refreshes

Specify the continuous
print option destination.

Allows glance to lock
itself into memory

Set the glance nice value

H4262S C.00
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3-4. SLIDE: glance — The Character Mode Interfac

19°

(]
‘B83692A GlancePlus €.82.36.60 16:22:40 dukat 90660/893 Current Avg High
CPU  U1til 45% % 93%
sk Uil 83w % 87
Mem Util 18% % 18%
Seap Util ™% % T*
[ PROCESS LIST Userjs= 5
| User CPU Util Cum Disk Thd
Pracess Hame PID PPID Psi Nawe { 608X max) CPY [0 Rate R €nt
calculate 6111 6898 242 root 1067926 19686.4 0.6/ 8.0 233kb 1
dbfrontend 6106 6098 242 root 82.1/62.9 1482.7 0.6/ 0.6 23 1
dbfrontend 61865 6098 168 root 52.4/48.2 955.8 8.6/ 0.8 23ikb 1
hopaiong 6169 6098 154 root 15.2/714.9 326.7 0.8/ 6.8 67dkb 1
dbquery 6102 6898 148 root 157 1.1 26.8 73.6/48.9  23dkb 1
dbaccess 6160 60698 138 root 8.4/ 8.4 9.2 16.7/11.2 238kb 1
vxfsd 36 0 138 root 0.6/ 0.1 130.3 12.3/ 8.2 na 58
|
Pagd 1 of 1
Process  CPU Hemory  Disk dukat Next  Select Help Exit
List Report Report Report Keys Process Glance
Student Notes

With glance you can rumn on almost any terminal or workstation, over a

rial interface and

relatively slow data conumunication links, and with lower resource requiréments.

The default Process List screen is shown in the above screen capture, and|provides general
data on system resources and active processes. In addition, the nuser may {“driil down” to
more specific levels of detail in areas of CPU, mernory. disk IO. network. [NFS system calls,

swap. :nd system table screens.

Specific details on a per-process level are also available through the indiv
screcins.

ual process

For your convenience, the next two pages contain a hot key quick referenge guide for the

glance character mode interface.

H4262S C.00 3-8
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Glance Hot Key Quick Reference

Top Level Screen Hot Keys

Screen Displayed/Description

Module 3
GlancePlus

N 9ZZRES"TmOT W > =

(S

http://{education.hp.cam

CPU By Processor
CPU Report

Disk Report

Process List

I/O By File System
Network By Interface
Memory Report

NFS By System
System Tables Report
/0 By Disk

I/O By Logical Volume
Swap Space
Application List
Global Waits

DCE Global Activity
Process Threads
Alarm History
Thread Resources
Thread Wait

DCE Process List
NFS Global Activity
PRM Group List
Transaction Tracker
Global System Calls
Global Threads
Conunands Menu

3-9

H4262S C.00
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Secondary Level Screen
Hot Keys

Hot Key

Screen Displayed/Description

smzZOMow

Select a NFS systen/Disk/Application/Trans/Thread

Select asingle process
Process Open Files
Process System Calls
Process Memory Regions
Process Resources
Process Wait States

Hot Key

Miscellaneous Screen
Hot Keys

Screen Displayed/Description

h

® T O

AV N =

H4262S C.00

Scroll page backward

Scroll page forward

Online HELP

Adjust refresh interval

Adjust process threshold

Print toggle (startistop auto-printing)
Quit GlancePlIns

Refresh the current screen
Renice a process

Reset statistics to zero

Display next logical screen
Display previous logical screen
Invoke a shell

3-10
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3-5. SLIDE: Lg

oking at a glance Screen

| et : -
Looking at a glance Screen
F— — R ———
B3692A GlankePlus €.02.30.80  22:23:23  garak 9006/80@  Currcnt Avg High
91% 82 100%
Disk Util Sex 39 58«
Hem Util 30 30 36«
Swap Util 14% 14% 14%
PROCESS LIST Users= 7
User CPU Util Cum Bisk Thd
Process Namg P10 PPID Pri Name ( 200% max) €PY 10 Rate RSS Cnt
inahag 5874 9774 241 daveg 99.3/91.1 2882 ©.8/ 8.8 352kb 1
|taccess 296 11864 168 root 33.3/33.2 206.2 ©.8/ 8.0 252kb 1
laccess 5879 4735 168 dougg 28.8/ 9.2 14.3 0.8/ 0.0 252kb 1
iaccess 21758 11864 151 reet 9.4/16.6 116.6 0.8/ 0.0 252kb 1
laccess 24621 11864 168 root 5.5/14.0 91.2 0.6/ 8.8 252kb 1
reader 9771 1 168 root 2.1/ 2.1 26,2 0.0/ 0.8  240kb 1
dbmaint 12854 11864 168 root 0.4/ 0.4 3.2 27.6/26.8  26@kb 1
|idbdaemen 11872 11864 168 reet 8.3/ 0.3 2.1 26.0/15.7 2608kb 1
vxfsd 32 0 138 root 8.0/ 0.1 1.6 59/ 4.1 na 58
Page 1 of 1
Process u MHemery  Bisk garak Next Seiect Nelp Exit
List Rdport Report  Report Xeys Process Glance
Student Notes

Above is an example
process.

Why is the global CP1
utilizations > 100 %?

Hint: Is this a UP or N

Also note that / (slad
cnmulative averages.

P system?

pf an1 easy curd conumon performance problem — a runaway looping

[ utilization < 100%, although the sum of the individual process CPU

hes) are used in glance reports to separate current metric values from

NOTL: For thi

» record there were two CPUs on (liis system.

http://education.hp.cd

m 3-1
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On a three-way multiprocessor system with two precesses in tlie same application looping,
each process can use nearly 100% of each of 2 CPU’s. ®ver a 10-second infervil, each uses
nearly 10 seconds of CPU time, so the application used nearly 20 seconds pf CPU time in 10
seconds of elapsed time. Process CPU utilizatien is 100% for each of the Zlooping processes,
but global CPU utilization would be 66%.

On HP-UX 11.0, processes can have multiple threads, each of which can c¢nsume CPU time
independently of the others. ®n a four-way MP system, with one process [hat has three
threads looping, the process as a total uses 300% of the CPU. The application and global CPU
utilization would report the CPU utilization at 75%.

(=g

H4262S C.00 3-12 ht
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3-6. SLIDE: gp

— The Graphical User Interface

Fite Reparts  Ady

Wer  Confrjure

Spem: do G Aar= 9 |htSm
Payge: 163530 - | 50534 D 4::4

180% 2400 ps
Ayw g ke
320 | 2N p -

File Reorts

e - Sozanifuka
g raBeson= 1 ol |
= PR [

Praigme
Hame

Ablcenaenl
valialere
dbfertzod
bl ang
dbgquery
Albaomse
yfed

Akuin  Qmbgere

LagUpelaie: 1#535:24 Tue: 5 &:

) Golectnd

Jie]

a1
111
G105
alos
a1z
Al
o

Ve S

VP oh

[ st
—

Gt
18
Uy

(e

Pliys
i3

R
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S
Feazm

2
23]
S1.5ER
ETEME
SLEER
blal

24
=
148
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148

Help

Student Notes

gpm presents the sang

e metrics as character-mede glance in graphical form. Signific:und

global metrics, as well as bottleneck adviser symptomn status and alarmus are shown in the

main window. The pr

The process list is vel

highlights. chosen métrics, and colunmn rearrangement.

heess list, as well as other reports, is available via menu selections.

y customizable (and customizations ave preserved) with filters, sorting,

The online User's Guude is very useful. The| ? | button on every window is a shortcut into the

ont-item help, which i

http:/feducation.hp.cam 3-13

useful especially for metric definitions.

H4262S C.00
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This is another screen shot of the gpm interface.

Fla Qepusts Auviser Contigure

tlelp
S/mem Garak  Grph Poium 19 (65 see 3
Rengoer 223037 - IBBLL7 Tus: 30 e
‘ ALARM
& 100% 1600 p=
| - ¥ :&ﬁ — |
| F— |
| - — — Pupgw I §
. oS 720 ps
— i
1
bvs S ”'l"-a.M i
........ Seve— «M_J
| = « Wi e |
fie Refiwtis (ehwn Canfigure Help
Svmen: Gareh Lam tpdates 22:51:32 Tott Soee T |
Pomroex 901108 Edaral sere 7 |
—— Process Phys Srop fer Jaread
Hame P CPU W IGFL Pextan Pui Ngme Cwnt i
e S
intalyrg a7 0 7l L4 dgeeg !
laleEns 295 %9 i SLEER 168 rget 1
_1 Wi 217 110 SLERP 156 1= i
— e 2463 545 166 1 |
cade: g 23 K] 7¢ e 1
Sl liness L9 ) |66 duss |
izd e mvan L4 158 g |
idbmaint L2854 14 19% ot 1
wufad fixl 04 a4 98 i "]
Note the iconreflecting an adviser alarm.
H4262S C.00 3-14 http://education.hp.com
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3-7. SLIDE: Pr

cess Information

Process Inform
« Detailed data

CPU data
Disk 1/O data
Memory Use
\Wait Reasons
Open Files

ion
O
each active profess

| Processes: 111 Selected: 111

‘Tatal 10
CPU . Rate

Res
Mem
568
816
48|
40
676

Appli
Hame
Finance
| other
| other
| R&D

other

Prociss

Name Pri

251

1154 .| 0.6

[168 | 0,6

| 149 |
154 0.0

0.0
0.0 |
2.0
22.8
0.0

Accounting
NEMLOG

. Engineer

. LmLoop

Process Faatures
« Access via Main Reports selection Process List
. Each Process has:

-Process Resources

-Open Files

Student Notes

The Process l.nforszliou screen in gpm presents the user with detailed information on each

active process {‘mclt
open () file informa

This screen also allor's the user to select a specific process and "drill down”

via the Reports sel

ing CPU utilization, disk /O data, memory usage, wail state reasons,
ion, and so on).

to greater detail
c¢lion menu.

Resource Diagnogtic Monitoring

Glancel’Ins provides

an abundant set of performance metrics to help analyze the current

are displayed. The product with its Motif GUT offers a way to efficiently display performance

system. Careful tho*ght and consideration have been given to ensure that the proper metrics

information. withon

http://leducation.hp.com

overloading the customer with screen after screen of detailed data.

3-15 H4262S C.00
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Customizable GUI

GlancePlus uses the power of Motif and its industry-leading approach to d
to provide the user with a powerful graphical user interface that can be a1
needs. Fonts. color, window size and more are configuration options. Ad
configuration choices are available in "list" window’s to allow easy manipu
tabular data for display and sort uses.

The gpm Process List and GlancePlus - Main screen provide a pu
access the niunerous, detailed Report screens. These reports allow a log
the extensive amount of systemresources and process specific data.

Resource History Window
CPU Info

Memory Info

Disk Info

Network Info

System Info

Glohal Info

Swap Space

Wait States
Transaction Tracking
Application List

PRM Group List
Process List

Thread List

I EEEEEREEREEEEREKER

H4262S C.00 3-16 http:
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splay technology,
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ation of colunn

lit.omized to fit your

Il-down menu to
cal approach to

Next Leved contains
additional graphs and
tables
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3-8. SLIDE: Adyiser Components

« Adviser Windojvs
- Symptom History
- Symptom [Status/Snapshot
- Alarm Hisfory P 4
- Adwiser Syntax :

- Button Label (Jolors - : |
- Alarm But{on for Alarm Statements — -
- Graph Buftons for Symptom Statements

. icon Border Cgior (in OpenVisw)
- Changes fo Red or Yellow on Alarms

Student Notes

GlancePlus supports performance alarms :uid a rules-®wased adviser to help automate the
interpretation of perfprmance data. The alarm rules can be custoniized by the user to reflect
local system charactdristics.

Note: Both interface$ will report alarms. and the sanie syntax is used for alarms in glance
and gpm.

Alarms are configureli through the /var/opt/perf/advisor.syntax file.

http://education.hp.com 3-17 H4262S C.00
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3-9. SLIDE: adviser Bottleneck Syntax Example
=>4 1N o g c&&.\ C\\C‘«Nw‘&\

adviser Bof”ctleneci&- Syntax Example

4 The followin® symptome are used by the default Alara Windew

t mertleneck 3larma. They qre re-evalualed mvery rterval and
# the probabilitiesg are sudmed. ‘these sumtied probabilities are
} checked by the ®wottleneck alarms. The Buttons on the gmm

B tan window will Lurn yellow when a probabilily erceeds 50%

# Lor an interval. and red when a probakility erxceads 90% for
# an int=zrval. You may edit vhese rules to suik your onvivanmenr :
syupLom CEY) wottlenecld ryme=CPU

rule GRL_CRU_TOTAL_UTIL = 7% oprecb 28

rule GBL_CPU_T@TAT_UTIL = 85 prob 25

rtle GBL CPU TORAL UTIL > 30 prow® 2%

tule GBL PRL QUEUR = 1 probh 2§

alarm £niT_Bothleneck > 30 for 2 minutes

start
if ey Bettleneck - 98 then
pwd glert “CPY wottlencek prowability= *, CPU Gottleneek, o2
alse
yerllow alert "OPU Bottleneck probability= ", CPU _Bottlensck, "3

repeat evary 16 miuuteds
L[ ¢PYU Ballleneck » 20 then
red alevt. "XCPU Bottl:izneck probability= +, PO Bottleneck, 3§
else
yellow aleil "9pU 8ot leaeck probability= ', CPU_Motrtleneck: 4"
end
remerl alelr "Ene of CPU Rottleneck alert®

Student Notes

The bottleneck alarms are a little complex. Tiie CPU bottleneck syrmpton
corresponding alarm is shown.

definition and

Just because a resource is fully ulilized doesn’t mean that it is a bottlenecl

c. Itisonly a

bottleneck if there is activity that is hindered waiting for that resource. 'I]:Erefore, utilization

alone is not a good bottleneck indicator. Both utilization and queue lengt!
define the symptom probability.

Some ofthe key metrics for performance analysis are the ones we use in i
detine bottleneck alarms.

H4262S C.00 3-18 http
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WKL &_.t L"rl‘r

3-10. SLIDE: The parm File
=

The parm File

application|=
user =
file =
priority =
group =

» parm file gpplication definitions are used by
both GlangePlus and Measure\Ware,

s> A .parm il a user's SHOME directory will
override the system parm file.

application = and the associated
parameters defines the logical
groupings used to define each
application on the machine.

Examples:

applicat'i©on=Real Time

prionty=0-127

application=Prog Dev Group 1
file=vi,xds,abb,ld,lint

user=bill,debbie

application=Prog Dev Group 2

s file=vi,xd®,abb,1d,lint
user=tedrebecc.test*
application=Compilers
file=cc,ccom,pe,pascomp

Student Notes
By now yon are startihg to see the range and scope of the perfermance metric data that

glance and gpm display. While this is ihvaluable when it comes to understanding the
behavior of a single pfocess, many times what we really need is to evaluate and baseline the
perfornince of an enfire application suite. This could be achieved by adding up the
individual metrics of ll processes within the application suite, but this could be a datnting

task for all but the sithplest of applications.

Through the use of thie configuration file /var/opt/perf/parm, glance :ud gpm can lielp
to collect all the mettcs from the individual processes within an application suite and
present the informatipn in a concise manner for your review.

One chiallenge is in tlr definition of what constitutes an application. To address this issue,

the parm file has sev
application definitiond

ral different methods for describing which processes belong to which

Application member processes can be defined by their ULD. the front-store file from which
they were fork {}'d | the priority at which they execute. their GID, or any combination of the
above. This provides|a very versatile fr:unework for application profiling.

http:fleducation.hp.célm
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NOTE: glance and gpm share the sime application definitions (via the parm
configuration file) as mwa.

# /var/opt/perf/parm for host system “garat”

id = esarat

# Parameters for what data classes scopeux will log:
log global application process dev=disk,lvm tramsaction

# Parameters to control maximum size of scopeux logfilles:
size global=10, application=%, process=2, device=1,
transaction=1.5

# Thresholds which determine what process data scopeyx will log:
threshold cpu = 1, disk = 1, nonew, nokilled
# Web server:

application = WWW

user = www

or

file = httpd

# Untrustworthy users:

application = HighRisk

user = fred, barney, root

The order in which applications are defined is very nnportant. Ouce a progess meets the
definition of an application, its data will be contributed to that applicationfs metrics. Care
st be taken to assure that ambiguity is avoided in the definition of applications.

H4262S C.00 3-20 httg://education.hp.com
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3-11. SLIDE: GlancePlus Data Flow

G'Iance'PIus Data "Flow

Terminal digplay Adviser output Motif display

Adviser definitions

Shared Memory

parm file o -
(application — T T;{:\. -".\& WA m\cu\? bv(b\k
definitions) b
7 7
HP-UX kemel Ki

Student Notes

Without going into a ot of detail. note that both interfaces share a comunon instirunmentation
source and common jipplication definitions.

Ihstrumentation coan partly from interfaces also accessed by standard UNIX utilities such
as vmstat, and partly from special HP-UX KI trace-based instrumentation.

There is no generallyf available API to these interfaces. They are written specifically for use
by GlancePhis and MeasureWare/OVPA.

http://education.hp.com 3-21 H4262S C.00
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Significant Directories

/opt/perf Product files from installation media
/opt/perf/bin Executables

/opt/perf/ReleaseNotes Release Notes

/opt/perf/examples Supplementary configuration examples

/opt/perf/paperdocs Electronic versions ol docwuunentation

/var/opt/perf Product and configuration files created dyring and after
installation

Always check ReleaseNotes [or version-specific information.
(New for C.02.30 and later releases: exaple confliguration [iles)

Config files come from /opt/perf/newconfig ifthey don't already exist under
/var/opt/perf.

Compare new delault parm [ile with that on yow system if yon are updating from a previous
release.

The directory /var/opt/perf contains the status and data files.

H4262S C.00 3-22 http}//education.hp.com
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3-12. SLIDE: Kiey GlancePlus Usz;ge Tips

» Use it for “What'’s going on right now.”
* The gpm online help is very useful — especially on item help.
» Drill down from higher level reports to more detailed resource reports.
» Understan{l what the adviser is telling you.
« Sort, filter, land choose metrics in gpm; especially the Process List.
* In charactgr-mode glance use:
- ? screer} to navigate
- hforhe
- o screer) for setting thresholds and process list sorting
« Edit the adviser alarms to be right for you.
* Adjust update interval to control CPU overhead.

* Process details including thread lists, wait states, memory regions,
open filed, and system call reports can be used to impress your

programrhing staff ! 8*)
Student Notes
http://education.hp.cém 3-23 H4262S C.00
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3-13. SLIDE: Global, Application, and Process Data

Global metrics reflect system-wide activity (sum of all applications).
* Process metrics reflect specific per-process (including threafl) activity.

- Application metrics sum activity for a set of processes. They keep track
of activity for all processes, however short-lived, even if they are not
reported individually.

» Glance updates all metric values at the same time. Measure\Ware
summarizes Global, Application, and other class data over §-minute
intervals and summarizes Process data over 1-minute interJals.

normalization over the number of processors (percentage of availability
for entire system). Process and thread-level CPU percentages are not

normalized by the number of processors.

» Multiprocessor effects; Global and Application CPU percentfges reflect

Student Notes

It is important to understand the interrelationships among metric ¢lasses.

H4262S C.00 3-24 http://education.hp.com
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3-14. SLIDE: Can't Solve What's Not a Problem

Can’t Solve What's Not a Problem!

A looping prpcess by itself is not a problem.

« Know what’g “normal” for your environment.

+ Keep historigal performance data for reference.

* Measure regponse times.

» Use the tools to find out what is affecting performance.

« Isolate bottlénecks and address them when there is a problem.

* When tuning, make only one change at a time and then measure its
effect.

* Document eiverything you do!

« Optimize your time resource: don't fix what isn't broken; sometimes
more hardware is the cheapest answer; set yourself up to react quicker
next time.

Student Notes

Onc of the hardest skills is to determine whal to measure and how to interpret its
siguificance. After alll if the user’'s response time is satisfactory. then oftentimes there is “no
problemi” even if an dperation metric is higher than normal.

http://education.hp.cém 3-25 H4262S C.00
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3-15. SLIDE: Metrics: "No Answers without Data"

because they are independent of the collection interval.

Most metrics are broken down into subsets by type. Work
down.

Blocked states reflect individual process or thread wait reas!
queue metrics are derived from process blocked states.

CPU is a “symmetric” resource. Scheduler will balance load
multiprocessor, whereas disks and network interface activity
where data is located.

cache sizing.

Cumulative metrics measure over the total duration of colle¢tion.

from the top

ons. Global

on the
 depend on

Memory utilization is not as important as paging activity and buffer

Student Notes

CPU utilization and disk VO rates compare well on different suminariza
whereas CPU time and /O counts are always larger when the collection i

tl;In intervals,

terval grows.

Examples of breakdowns: Global disk /O rate is a sum of the BYDSK _ uuLtrics, each class in

turn breaks down activity between reads and wtites and file systein verst
access. For disk bottlenecks, it is often useful ie correlate between DSK,

Memory utilization is frequently ncarly 108% with dyn:uuic buffer cache.

s raw and system
'S, anrd LV classes.

f page outs occwr

or while in raw disk access environment.s, shrink the buffer cache to avoidl paging.

Progranuners [requently don’t know they can view specific systeni-call m
menory region and open [ile information on a per-process basis.

H4262S C.00 3-26
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3-16. SLIDE: Shimmary

Start with dé
systems.

5 of most use to you.

Refine and dlevelop alarms customized for your environment.

» Work from gxamples in documentation, gpm online help, config files, and
example dirgctories.

veloping an understanding of what is “normal” on your

Student Notes

Remenber that perch'numce tuning is an L, and the following two rules apply to most

engagements:

Rnle #1:  When ansering a question about computer system performance, the initial
answer is plways, “It depends.”

Rule #2:  Perf ommro tuning always involves a trade-off.

Peter S. W

Suggestedl'eadiug: HP-UX Tuning and Performanee by Robert F. Sauers and

Prentice Hjill Press (ISBN 0-13-102716-6)

ygant, available through the Hewlett-Packard Prefessional Books,

http://education.hp.cé
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3-17. SLIDE: HP GlancePlus Guided Tour

HP GlancePlus Guided Tour

Topics

* Main Window

* CPU Bottlenecks

= Memory Bottlenecks

* Configuration Information
» Alarm and Symptoms

Student Notes

To take the gnided tour of GlancePlus, run the gpm GUI amd select Help ¢n the menn bar.
Next. select the Guided Tour option.

This will introdnce you to the product. It featwes captured “windows™ of

the actual product,

with annotations to help point out the important features of certain screems or windows.

Quick Tip: gpm provides an excellent online Help system. Click the rightimouse butten for

the On-Item Help feature. For help in glance, press the h key.

H4262S C.00
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3-18. LAB: gpm

Directions

The following lab is i

result. the lab will “wj§
ASCI and X-Window

and glance Walk-Through

tended to familiarize the student with gpm and glance. To achieve this
ik the student thnrough” a number of windows and tasks in both the
versions of gpm and glance.

The Graphical Vension — GlancePlus

L.

o

Log in. If you hax

ic not already done so, please log into the system with the user name

and password pravided by your instructor.

Start GlancePlup. From a terminal window, invoke GlancePlus by entering gpm.

# epm

In a few seconds
you that you are ¢
support informati

®nthegpm Mai
Networking. B
fer each interval
maxinuum numbe

Interval Custon
Measurement. S

m will come up. The first thing will be a license notification inferming
arting a trial version of GlancePlus, along with ordering and teciwical
n.

screen, yon will see four graphs for CPU, Memory, Disk, and

default, the graphs are in the resource history format. This means that
onfigurable) there will be a data point on the graph. up to the

of intervals (also configurable).

izations. Click on Configure in the menu bar, and select
:t the samiple interval to 10 seconds and the nuniber of graph points to

50. This will allow you to sce up to 500 seconds of system histozry. Click on OK.

NOTE:

This sé¢tting will be saved for you in your home directory in a file called

$HOM'11/ .gpmhp-system name. This means that all GlancePlus users will

have t

eir customizations saved.

http://education.hp.cdm

Start a program f
# cd /home
# ./RUN &

Main Window. 3
button. These bu
feature of Glance

‘om another window:

h4262/cpu/labl;

rlow each graph within Lthe GlancePlus Main window, you will find
tons display the status color ef adviser symptoms. This is i« powerful
’lus that we will investigate later. Clicking on one of these buttons

displays details of that prrticul:w graph.

To view {he advis

Adviser ->

This will display t
Close the Edit

r symptonis from the nuwiin window. select:

Edit Adviser Syntax

1e definitions of the current symptoims being monitored by GlancePlus.
Adviser Syntax window.

3-29 H4262S C.00
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View CPU delails:
Click the CPU button.
To view a detailed report regarding the CPU, select:

Reports =5 CRU Repent

Select:

Reports -»> CPU by Processor

This is a useful report, even on a single processor system.

1s is to click on the

5. On Line Help. One method for accessing online help within GlancePl
question mark (?} button. The cursor changestoa ?.
Click on the column heading, NNice CPU %. This opens anew windpw describing the
NNice CPU % column.
View descriptions for other cohinwms, including the SysCall CPU%.
When finished viewing online help for columns, click on the question mark one more
time. This retuins the cursor to normal.
6. Alarms and Symptoms. A sympton is some characteristic ol a perfofmance problem.
GlancePlus comes with predefmed symptoms, or the user can define lfis own.
An alarm is simply a notification that a symiptom has been detected.
From the main window, select:
Adviser -> Symptom Histery
For each delined sympton. a hi.story of that particular synmptom s displayed graphically.
The duration is dependent on the glance history buffers, which are user-delinable. Close
the window.
Click on the ALARM button in the main window. This displays a histoily of all the al:wms
that have occurred since GlancePlus was started. Up to 250 alarms can be displayed.
Close the window.
7. Process Details. Close all windows except [or the main window. Selgct:
Reports -> Process List
This shows the “mteresting” processes on (he system (interesting iu leins of size :md/or
activily). To custorize this listing, select:
Configure -> Choose Metrics
This will display an astonishing number of metrics, which can be chosen for display in
this report. This is also a quick way to get an overview of all of the prgcess-related
H4262S C.00 3-30 http://leducation.hp.com
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metrics available il GlancePlus. Note that the familiar ? button is also available from this

window.
Use the scroll bar
OK. Close this win

Customizations.
arrange the metrig

Configure ->

The sort order is

to find the metric PROC_NICE PRI. Select this uetric and click on
flow by clicking on OK.

Most display windows can be customized to sort on any metric. aud to
s in any user-def'ned order. To define the soit fields, select

Bort Fields

etermined by the order of the colunms. Placing a particnlar metric into

column one makes it the first sort field. If multiple entries have the same value within this
field, then the second cohunn is used to determine the order between those entries. If

further sorting is»

Tosorton Cumul

eeded, then the third colunm is used, and so forth down the line.

tive CPU Percentage, clickon the column heading CPU % Cum.

The cursor will become a crosshair. Scroll window back to columi one, and click on

column one. This

Arrange the sort agrder so that CPU %

Click Done when
processes are viev

In a similar fashio
erder, select

Configure -»>

Select a columnn t¢

miakes CPU % Cum the first sort field.
is followed by CPU % Cum.

finished. This sort order is automuatically saved so that die next time
ved, this will remain the sort order.

1, the order of e columns can also be arranged. To defue the column

hrrange Columns

) be moved (for example, CPU % Cum). The cursor will become a

crosshair. Scroll the window to the location where the column is to be inserted. Click on

the cohmm wherg

Arrange the first f}

the colunw is to be insetted.

bur colunmns to be in the following order: Process Name. CPU %,

CPU % Cum. Reg Mem.

Click Done whe

1 finished. This display order is automatically saved so that the next

time processes arg viewed, this will remain the display order.

More Customizations. It is possible to modify the definition of interesting processes by

selecting:
configure ->
An eisy way to lir

the conditions). I
OK. A much small

Filters

iit the processes shown is to and a1l the conditions (the default isto OR
the Configure Filters window, select AND logic, then ¢lick on
1 list of processes should be displayed.

Return to the Comfigure Filters window. Modify the (ilter definition for CPU % Cum

as follows:

Change Enable
Change Filter]

Filter to eN
Relation to ==

3-31 H4262S C.00
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10.

4124

. Process Details. Betailed etrics can be obtained on a per process H

Change Filter Value to 3.0

Change Enable Highlight to ON

Change Highlight Relation to »>=

Change Highlight Value to 3.0

Change Highlight Color to any LOUD color

Reset the logic condition make to OR, then click OK. Verify the filter to

Administrative Capabilities. There are two adiinistrative capabilit]
GlancePlus. If working as root, processes in the Process List scres
or reniced.

ok effect.

es with
' ¢:uL be killed

In the Process List window, select the proc8 process. To access fhe Admintools,

select:

Admin -> Renice

Use the slider to set the new nice value for this process (o be +19. thg
the impact on this process.

Now, select the proc8 process again. Select:

Admin -> Kill

Click OK, and note the process is no longer present.

M1 click OK. Note

asis. To view

process details, go to the Process List window and donble click of any process.

Much of the details in this repoit will be explained in the Process Manfigement section of

the course.

The Reports menu provides much valuable information about the pi
Files Open and the System Calls being generated.

After suwveying the information available through this window, close :
Main window.

There are many other features avail:ible in GlancePlus. There are clog

bcess, including the

ind return to the

e Lo 1000 metrics

available with it. Notice that when you iconity the GlancePlus Main window, all of the

other windows are closed and the GlancePlus active icon is displayed
histogras are displayed in this active icon. Exploding this icon will ;
previously open windows.

Exit GlancePlus. From the Man window, select:

File -> Exit GlancePlus

Alarms and
gain open up all

H4262S C.00 3-32 htt&:l!education.hp.com
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[I version. From a terminal window, which has not been resized. type

NOTL:

Never |

un glance or gpm in the background.

If you are accessit
you start up an hp
window as ASCH

g thie ASCH version of glance from an X terminal window, make sure
term window to enable full glance softkeys. Do not resize the
glance expects a standard terminal size. . You can make the hpterm

window longer, bit never wider. However, making it longer is frequently of no use.

# hpterm &

In the new window...

# ®lance

Display a list of ké

yboard functions by typing 2. This brings up a help screen showing all

of the conunand Keystrokes that can be used from the ASCII version of GlancePlus.

Explore these to fi

Display Main Pr
lists all irnrtcrestin

uniltarize yourself with the interface.

beess Screen. Type gto goto the Main Process Screen. This
7 processes on the system.

Retrieve online hdlp related to this window by typing h, which brings up a help menu.

Select:

Current Scree

Use the cursor ke

n Metrics

s to select

CPU Util

NOTE: This nfetric has two values. Use the online help to distinguish the difference
betweén the two values. Use the space bar or the "Page Down" key to toggle
to the hext page of help.

Exit the online he

p CPU Util description by typing e. Exit the Screen Summary

topics by typing e From the main Help menu. select:

Screen Summar]
Use the cursor ke
Global Bars

From this help de
Exit the online he

topics by typing
conmpletely, non

=

lie

Vs to select

seription, explain what R, S. U, N, :ind A mean in the CPU Util Bar.

ip Global Bar description by typing e. Exit the Screen Summary

11. Exit the nuun Help menu by typing e. At any time. you can exit help
14

tter how deep you are, by pressing the F8 key.

3-33 H4262S C.00
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15. Modify Interesting Process Definition. ['rom the main Process
(select g). View the intcresting processes. What nakes these process
o and select 1 (one) Lo view the process threshold screen.

List window,
bs interesting? Type

Cursor down to the Sort Key field, and indicate to sort the processel by CPU usage.

Befere confirming the other options are correct, note that any CPU uspige (greater than
zero), or any disk I/Os will cause the process to be considered interes

Run the KILLIT conuunand to stop all 1ab loads.

16. Glance Reports. This is the free form part of the lab. Spend the rest «
going through the various Glance screens wmid GlancePlus windows, L
to produce the different performance reports.

Feel free to use this time to ask the instiuictor "How Do I. . .7" types o

Glance
COMMAND FUNCTION
*a All CPUs Perfermance Stats
b Back one screen
*c CPU Utilizalien Stats
*d Disk T/0 Stats
e Bxit
L Forward one screen
g Glokal Process Stats
h Help
*1i 1/@ by Filesystem
J Change update interval
*] Lan Stats
*m Memory Sl.at.s
E3! NEFS Stiat.s
(o) Chaneec Threshold Options
P Print current. screen
q Quit
T Redraw screen
*g Single process information
*t ®S Table Utlilization
*u Disk Queue Length
oy Logical Volume Mgr Stal.s
W Swap St.ats
Y Renice proces:
Z Zero all Statss
! Shell cscape
2 Help with optiens
<CR> Update screen data
H4262S C.00

3-34

GlancePlus (gpm)

CPU by Precessor

CPU Report
Disk Report

Process List
I/0 by Filesystem
Network by IAN

Memory Report
NFS Report

Process List, double
System Table Report
Disk Report.deublc-c

1/0 by Togical Volumg

Swap Detail
Administrative Capat

© 2004 Hewlett-Packard Development Company, L.P.
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[your lab time
se the table below

questions.

click process

Lick disk

5

i lities
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Objectives

Upon completion of this module, you will be able to do the following:

e Describe the components of a process.

e Describe how a process executes, and identify its process states.

e Describe the CPUlscheduler.

e Describe a contexit switch and the circiunstances under which context switching occurs.

e Describe inn generdl, the HP-UX priority queues.

http://leducation.hp.cdm 4-1 H4262S C.00
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4-1. SLIDE: The HP-UX Operating System

The HP-UX Operating System

:US-?T—IT?EIW—“_«-----,-.».-.A- —-—{ Gateway ) o
Kernel Level
| System Call Interface
1] i
) Interproces
File Subsystem Process ot |'1n
I Contr | Scheduler
\‘ AL Buffer Cactie
- r{‘f\"(’ »C > II Subsystem Memory Managgment
L\ ; )‘. "*\ Character |  Block
i /O Subsystem I
;L : :
- Device Drivers
| Hardware Control Interface

Kemel Leve|

Hardware Level

1

Hardware Devices

Student Notes

The main purpose of an operating system is to provide an environment wl

ere processes ca

cxecute. This includes scheduling processes for tune on the CPU, managijg the memory

which is assigned to processcs, allowing processes to read data from disk

things.

and many other

When processes execute within the HP-UX operating system, there :ue (wp modes that Lhey
can be in: User mode and Kermel (system) imode.

User Mode and Kernel Mode

User modle refers to instructions that do nol require the assistance of the |
order to cxecute. These include muneric calculations, string manipulatio
consiructs. and newy others. In general, it is good when a process cain sp
its time in “user mode”. because it implies the CPU is executing instructio

to the process, as opposed Lo instructions related to the kernel.

cemel program in

, looping
nd the majority of
1s that are related

Kemel mode refers to time spent in Lhe kenmel exeenting instructions on behalf of the

process. Processes access the kernel through system calls, oftlen referred
Call Interface. Examples inclnde pertorming /O, creating new processes,

spice.

H4262S C.00
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Kernel mode is also uged for “backgr-ound” activities, performed by the kernel on behalf of
processes. Examples|include page faulting the program'’s text or data in firom disk,
mitializing qnd growillg a process's data space, paging a portion of the process to swap space,
performing file system reads and writes, and many other things. In general, when a process
spends too much timd in keimel mode, it is considered bad for perforrmiance. This is because
too mnch time (overhiead) is being spent to manage the environment in which the process
executes, and not endugh time on executing the actual process itself (which is user mode).

Performance Too

Most all performance [tools {that track CPU utilization distinguish between time spent by the
CPU in u#ser mode vegsus (itme spent in kernel mode. On a good, healthy system with plenty
of memory resources| a typical ratio between user mode and kernel mode time is 1:1. This

means the process spgnds 75-80% of its execution in user mode and 20-25% in kernel mode.

Another general rule f thumb is, kermel mode CPU time should not exceed 50%. When this
happens, it generally lneans too much time is being spent managing the system (i.e. memory
and swap space manggement, context switch'mg), and not enough is being spent executing
process code.

_, q 8
/ 'l' [% 1N 'g\(/\\lﬂ-\

LAk j']cmf c(f.f“,_;f-}“” . de_& il i _i; & i

! i
( f,,‘.:,r’. CW;CL{
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4-2. SLIDE: Virtual Address Process Space (PA-RISC)

Process Virtual Address Space (PA-RISC]

32-bit 64-bit
( \Dmv.,w Au Y‘W‘m‘\
Text Shared Objects

G Gom b vy €
Datt onbeas Text

(1GB/quadrant)
(4TB/quadiant)

S Ara(..\vl.,

Shared Objects Data
i
bt
Shared Objects Shared Objects

Student Notes

Each process views itself as starting at address 0 and ending at the maxiniunn address
addressable by 32 or 64 bits. This address space is known as the Virtual |Address Space for
a process.

The virtual address space is a logical addressing scheme used internally I]{ the process to
reference related instructions and data variables. The physical memory address locations
cannot be used. because a program does not know where in physical mermory it will be
loaded. In fact. a program could be loaded at different memory locations ¢ach tirue it
executes,

The Four Quadrants (32-bit)

Each process segnents its virtual address space into four quadrants, withi each quadrant
containing 1 GB of address space. The first quadrant is reserved for the pfogram's
instructions (also known as text). Though an address range of | GB is resprved for text, very
rarely does the progriun need all these addresses. Most of the time, only @ [raction (often less
than 1(%) of this space is needed Lo address the program's text.

H4262S C.00 4.4 http://education.hp.com
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The second quadrant ljolds the programs private data variables. Again, 1 GB of address space
is reserved for data valiables, and only a fraction of thisspace is used (in general). Since this
quadrant is limited to 1 GB of address space, a maximum global data size of approximately
900 MB is imposed. (In HP-UX, changes were made to allow the global data to use addresses
in other quadrants for jprivate data, thereby increasing its maxinmwn size to 3.9 GB.)

The third and fowrth ghadrants are usually used to address shared memory segments, shared
text segment.s, shared memory-mapped files, and other shared stnictures, such as the Systent
Call Interface.

64-Bit HP-UX 11.0) Update

With the introduction jof IIP-UX 11.00 and its 64-bit operating system, the virtual address
space changes dramatiically. A 32-bit process nuuing under the 64-bit kernel is given the
saine space allocations as under a 32-bit kernel. With a 64 bit process, the addressable space
increases to 16 Terabytes. This limits each quadrant to -t TB (for atotal of 16 TB of virtual
address space). but the capability exists to intcrease this address space, if necessary, in future
releases.

Notice also that the Ioications of the various components of the process have been shifted
among the quadrants.
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4-3. SLIDE: Virtual Address Process Space (IA-64)

Process Virtual Address Space (IA-64)

{2EB/octant)

32-bit 64-bit
h .
Text Shared Objects
Data Shared Objects
(1GBroctany Shared Objects Text
Shared Objects Data
Data
Shared Objects
Shared Objects
ot Kernel Kernel

Student Notes

There is no 32-bit kenel running on the IA-64 processor. The virtual addr,

ss space s always

16 EB in size. altheugh it may not all be used or allocated while a particuldr process is

running. The space is divided into eight equal-sized octants — each octant

When executing a PA-RISC 32-bit precess, the first four ectants are set up

is 2 EB in size.

just like the PA-

RISC, 32-bit virtual address space, using only 1 GB ont of each octant to simulate the four

original quadrants. The last octant holds thie kernel and all of its related s

64-Bit Processes

With a 64-bit process. the virtu:al address space changes dramatically, The
become the equivalent to the first PA-RISC quadrant and hold shared obje
octant holds the text. The fonrth and fifth octants are reseived for any pr
and the sixth and seventh octants contain more shared objects. Only the
out exactly the same fer both 32-bit and 64-bit processes.

ructures.

b first. two octanis
cts. The third
hcess private data,
ast octant is liud
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4-4. SLIDE: Phrsical Process Components

Physical Frocess Components

Kernel

Ruac Tagle - OS Tables
Entry

MemMap

Data .
LibTxt

ShMem

Memory

Student Notes

Each process execm.ilg in memery centains an entry in the kernel's process table. The eniry

in the prec table then
data, stack, and uar

2a.

references the locations of the program's four main cempenents: text,

The text segment corftains the pregram’s executable code. The data segment centains the

progriuns' glebal dat:

structures and variables. The stack arca centains the progrinus' local

data structures and viriables. The uarea is an extension of the proe table entry. In a multi-

threaded precess, ead

shared memery segn

The text and initializé

Hh thread will have its own uarea.

nts, and memery-mapped files.

program file on disk

Other cempenents mﬂt may er may net. be associated with a precess are shared libraries,

d global data segnments of the process :we taken frem the executed
uring process startup. In an attempt te save en startup time, the

uninitialized glebal diita segments and the stack arca are zero filled, and ne pages ol a
program are loaded L startup. Cepying the entire text and data inte memory would gencrate
. This latency preblem is avoided in HP-UX by demand paging the

long startup latenc
program's text and ds

itavas necded.

http://education.hp.cém 4-7
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Using this demand paging approach, the program isloaded into memory ig smaller pieces
(pages), on an as-needed basis. ®@ne page on HP-UX 10.X is equal to a 4-K

ize. On HP-UX
11.00, the page size is variable (ueaning the initial program could page in sizes greater than 4
KB).
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4-5. SLIDE:

Life Cycle of a Process

The Life C

Process

ycle of a Process

[T

tilesys

Starts

Stop CPU

Disk  Queue ‘

Student Notes

The life ¢*ycle of a prdcess can be generalized by the above slide. When a process is horn (or

starts). its text must
executed. (Remenbe
a process needs a pai

e paged in from the file system on disk (on demand) in order to be
", the operating systen only pages in a text page when it determines that
ticnlar page in order to execute.) In addition, space must be reserved

on the swap partition
areaout toswap. On
can begin executing
require it to wait. Th
for a user to enterar
semaphores). Once tl
puts itself in the CPU
that a process goes tt
resource is available,

for the process in the event it may need to page portions of the data

e the swap space is reselved and the process is initialized, the process
1 the CPU. As the process executes, it often performs actions that

se actions include reading data from the disk or the network. waiting
sponse at aterminal window, or waiting on a shared resource (like

e item. which the process is waitimg on, becomes available, the process
run queue so it c:ut begin executing again. This is the standard cycle
rough: WAIT for a resource, enter the CPU run queue when the
execute on the CPU.

The waiting on a resouce is symbolized in the slide as the octagon (or stop sign). The

entering of the CPU 1
indicated by the CPU

http:lleducation.hp.chm

m queue is symbolized by the triangle. and the execution on the CPU is

jin the rectangle.

49 H4262S C.00
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An advantage of the glance perfornuince tool is that it displays on a per process basis (or
system-wide) the various reasons why a process is blocked or waiting enithe CPU.

H4262S C.00 4-10 http://education.hp.com
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4-6. SLIDE: Process States

Process States

tork
completes IDLE
MEMORY) ¥ SIDL

SSLEE

S

SLEQ\
(SWAP Wakeup, event completed
DS%\I{E:IEé, Wakeup, current caompleted

Student Notes

The process table ell%y contins the process state. This state is logically divided into several

categories of information to do the following: scheduling, identification, memony
management, synchrénization, and resource accounting.

There are five major process states:

SRUN Th1 process is runn'mg or is runnable. in kernel mode or nser mode, in
mejnory or on the swap device.

SSLEEP Thé process is waiting fer an event in meiory or on the swap device.

SIDL Th¢ process is being setup via fork.

S7ZOMB Th¢ process has released :ll system resources except for the process table
ently. This is the final process state.

SSTOr The process has been stopped by job control or by process tracmg and is
walting to continue,

http://education.hp.cdm 4-1 H4262S C.00
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Most processes, excepl {he currently executing process, are placed in one
within the process table: a run queue, a sleep queue. or a deactivation que
are in a runnable state (ready for CPU) are placed on a run queue, proces
awaiting an event are located on a sleep queue, and processes that are tein

of turee queues

e. Processes that
s that are blocked
orarily out of the

scheduling mix are placed on a deactivation queue. Deactivated processesitypically only

occur during a system memory management crisis.

Processes either Lerminate voluntarily through an exit system call or invol
of a signal. In either case, process termination causes a status code Lo be 1

intarily as aresult
pturmed to the

parent of the terminating process. This termination stalus is returned to the parent process

using a version of the wait () system call.
Within the kemel, a process terminales by calling the exit () routine. Th¢
completes the following tasks: cancels any pending timers, releases virtua

resources. closes open file descriptors, and handles stopped or traced chi

Next, the process is taken off the list of active processes and is placed on

» exit (0) routine
memory
processes.

list of zombie

processes. which is finally changed to being a no process state. The exit [) routine

coniinues to record the Lermination stalus in the proc structure, bundles
accumulated resource usage fer accounting purposes, and notifies the ded
parent.

If a process in SZOMB state is found. the wait () system call will copy thé
from the deceased process and then reclaim the associated process stiuct
table entry is taken off the zombie list and returned to the freeproc list.

As of lIP-UX 10.10, the concept of a thread was introduced into the kernel
became an environment in which one (or more) threads could execule. E
visible and manageable by the kemel separately. When this occurred, pro
of the following stales:

the process's
eased process's

' termination status
we. The process

Processes

%wh thread was

resses were in any

SINUSE The process structure is being used to define one or mote threads.
SIDL The process is being setup via fork.
SZOMB The process has released ull system resources except for the process table

entry. This is the final process state.

Whereas threads now took on the previons states of the process:

TSRUN The thread is running or is numable, in keruel mode or yser mode. in
memory ar on the swap device.

TSSLEEP The ithread is waiting for an event inn memory or on the swap device.

TSIDL The thread is being setup via fork.

TSZOMB The thread has released all system resources except forjthe thread table
cntry. This is the final thread state.

H4262S C.00 4-12 http:/feducation.hp.com
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TSSTOP The|thread has been stopped by job control or by process tracing and is
wailing to continue.

The generic UNIX tools have no awareness of threads and so they continue to report process
states and all other mgtrics from the viewpoint of the process, Only the HP-specific tools
(such as glance, gpj., PerfView/OVPM, and MeasmeWare/OVPA) have the ability to look at
individual threads and report their nietrics separately from the process. Of course, the vast
majority of processes|are single-threaded. In those cases, there is no practical difference
between the reports df the various tools.

http://education.hp.com 4-13 H4262S C.00
© 2004 Hewlett-Packard Development Company, L.P.




Maodule 4
Process Management

4-7. SLIDE: CPU Scheduler

CPU Scheduler

The CPU scheduler handles:

* Context switches
Kernel (s;l&::duler
* Interrupts
CP
J OS Tables
Proc A Prac B
pri=156 pri¥220
N
Proc C Pragc D
pri=172 prig186
Memory

Student Notes

Once the required data is available i mewmory, the process waits for the C
assign the process CPU time. CPU scheduling forms the basis for the mult

PU scheduler to
tasking, multiuser

operating systen. By switching the CPU between processes that are waiting for other events,

such as IO, the operating system cam function more productively. HP-UX
scheduling mechanism.

The CPU lets cach process run for a presel maxinmuumn amount of tive, ¢:

1ses a round robin

( a quantum or

time slice (default = 1/10th second), until the process completes, or is pre¢mpted to let
another process run. Of course, the process can always vohmitarity smrerider the CPU before
its timeslice cxpires when it realizes that it cannot continue. The CPU savies the status of the

first process in a context and switches to the next process.

When a processis switched out due to its timeslice expiring, it drops to ti
queue to wait for its next turn. If it is preempted by a stronger priority pre
back onto the front of the run quene. If it voluntarily gives up the CPU, it
the sleep queues. until the resource it's wailing for becomes available. Wi
does becowe available. the process moves the end of the run queue.

H4262S C.00 4-14 http
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As a multitasking sysﬂpm. HP-UX requires some way of changing from process to process. It

does this by interrupti
system soft ware that
usage inchuding gathe
System performance

Terms

CPU scheduler
System clock

Clock Interrupt
handler

Context switching

ing the CPU to shift to the kernel. The clock interrupt handler is the
processes clock interrupts. It perforius several functions related te CPU
ring system and accounting statistics and signaling a context switch.

s affected by how rapidly and efficiently these activities occur.

Schedules processes for CPU usage
Maintains the system timing

Executes the clock interrupt code and gathers system accounting
statistics

Interrupts the currently running process and saves information about
the process so that it can begin to rnm after the interrupt, as if it had
never stopped.

o

- R \
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\ \ -
T y —~ ¥ ol
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4-8. SLIDE: Context Switching

Context Switching

A context switch occurs when

» A timeslice expires (a thread accumulates 10 clock ticks)
(Forced)

* A preemption occurs (a stronger priority thread is runnable)
(Forced)
- if the stronger thread is RT, immediate preemption
- if the stronger thread is not RT, at next convenient time

» A thread becomes non-computable, i.e.
- it goes to sleep
- itis stopped
- it exits
(Voluntary)

Student Notes

A context switch is the mech:aisiuby which the keinel stops the exccution of one process
and begins execution of aother. A context switch occurs nnder the circuimstances shown on
the slide.

Therc are two types of context switches: forced aud voluntary. A forced context switch
occurs when the processis forced to give up the CPU before it is ready. These include
timeslice expiration or a stronger priority process beconing runnable.

A vohintary context switch occurs when the process itself gives up the CRU without nsimg its
full timeslice. Fhis happens when thee process exits. or puts itsell (o sleepj(waiting on a
resource). or puts itself into a stopped state (debugging).

The glance tool distinguishes between forced and volunt:ny context switches on a per
process basis.

H4262S C.00 4-16 http://education.hp.com
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4-9. SLIDE: Pr:

ority Queues

Priority Q

lieues

128 - 152 - 172- 176- t80- 252-
-32 -1 0 1 2 127 131 155 175 179 183 255
PSWP PZERO PUSER
(128) (153) (178)
Real Time Priorty Queues (1 priority wide) Time-shared Priority Queues (4 priorities wide)
POSIX Reat
Time {rtsched) HP-UX Real Time (rtprio) System Level Priorities User Level Priorities
Signafable Priorities Nonsignalable Signalable Priorities

Student Notes

Every process has a
the order in which p

riority associated with it at creation tune. These priorities determine
cesses execute on the CPU. Processes with the weakest priority

number always execlite before processes with stronger niumbers. In UNIX, stronger priorities

are represeuted bys

HP-UX uses adjustat
generated by all usel
adjusted. up or dowt

waller munbers and weaker priorities are represented by larger numbers.

e priorities to schedule its time slicing for general timeshare processes
s (priovities 128-255). By that we mean. a process's priority can be
, by the kernel, according to how “favored” a process might be. In

general, the more a jfrocess executes, Lthe less favorable it will be treated by the kemel.

However, since HP-1
scheduling for those
for POSIX real-tiin
/usr/include/s
it the system.

Each processorin w

X also supports real-time processing, it nuist include priority-based
processes (priorities 0-127). As of 1HIP-UX 10.X. support is also provided

e Ytrocesses (priorities -:32 through -1). The

/param. h file contains some extra information on the priorities used

HP systemn has its own ron queue. Each i queue is further broken

down into muitiple griority queues. to make it easier for that processer te select the most

deserving process (Lo

http://leducation.hp.c

run.
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Real-Time Process Priorities

Real-time priority queues are one wide, i.e. each queue represents one prid
strengest priority real-time process preempts all others (of weaker priority

1ity value. The
) and ns until it

sleeps or exits or is preempted by a stronger or timesliced by an equal real-tune process.

Equal priority real-time processes run in a round robin fashion. A process

i-an be made to nu

with a real-tiue priority by usmg the rtprio (1) or rtsched (1) command. The rtsched

command can also be used to disable timeslicing for a particular process, |
different scheduling policy.

by assigningita

Because a real-time process will execute at the expense ol all time-share processes, make

sure that yon consider the impact on your users before invoking the conux
real-time process will halt all other use of the system.

A POSIX real-time process (ttisr) nums on HP-UX at priority -32.

Time Share Process Priorities

and. A CPU-bound,

Timeshare priority queues are four-wide, i.e. each priority queue represents feuwr, adjacent

priority vadues. For example, the first tiineshare priority queue is used by
priorities of 128, 129. 130, and 131.

Timeshare processes are grouped into system and user processes. Prioritig

hrocesses with

bs 128-177 are

reserved for runnable system processes and sleeping processes (both syst¢m and nser), and

priorities 178-255 are for mmnnable user processes.

Anice value is assigned to a timesh:re process, which will be used in the ¢
priority for the process. This value will be used by the kermel to help detes
“adjust” the priority of the process. Nice values have no effect on real-tin

H4262S C.00 4-18 http
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4-10. SLIDE: Nice Values

177

Nice Values

Priority

255

nice = 39

Proc/

Run

Runrgng g
Proc} i ProcB

1
L}
"
L}
L}
[
[
[
L]
[
]
" [
]
" 1
[ [
] L]
[ [
[l I
] ]
[ i
1 i
] ]
‘ [
[ [
' [
(] 1
'

\ ProcA | ProcA ProcA ProcA {ProcA nice=20)
Sleeping | Running | Seeping: Running |
\ ProcB ProcB | ProcB (ProcB nice=39)

ng ' Sleeping ' Sleeping ' Sleeping' Running *

Student Notes

Time shared processe

the nice value. Tunes

s are all initially assigned the priority of the parent when they are

are processes lose priority as they execute, and regain priority as they

spawned. The user c‘r£ malee modifications to how mnch the kernel “favors™ a process with

wait their turns. The
regains priovity is ¢

te at which a preccss loscs priority is lincar, but the rate at which it
poncntial.

A process's nice valite is used as a factor in calculating how fast a process regains priority.

The nice value is thd

only control a user has to give greater or less favor to a tine share

process. The default 3ice valueis 20. Therefore, to make a precess run at a weaker priority,

it should be assigned
lower nice value to:

Q\ JJ(L«,

JBLC

1 higher nice value (maximum value 39). The supcruser can assign a
process (minimurn value Q), effectively giving it a stronger priority.

w PGl e PPT 3%
. \.’C\ . __-.'\,\
r e Acdu darc. td R
pad
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4-11. SLIDE: Parent-Child Process Relationship

Parent-Child Process Relationship

Kernel

OS Tables

csh sh glance sh

Memory

Student Notes

Onc item to keep i mind related to process managenment is the relationshiip between parent
and child processes. Every process started from a terminal window on th¢ system has a
parent process that spawmns it. The parent process does not terminate oncg a child is
spawned. Instead. it goes to sleep w:iling for the child to terminate from its execution.

If a child process does not exit properly. for example, if it spawns a new grocess rather than
exiting to its parent, then the system could end up with many processes sleeping in memory
and using proc table entrics unnecessarily.

The example in the slide shows a ksh shell Lhat spawns a sam process. Within sam, the
syster administrator shells out to su Lo aregular user. Once in the login ghell, the user siaits
glance. From within glance, they shell out, and now decide they'd rather be in a csh shell.
This string of events caused eight different processes to be started. If the liser decides he
waults to return to sam by typing sam. would the previous sam process bereactivated, or
would a new sam process be spawned? (Answer: A new sam process is sjlawned).

H4262S C.00 4-20 http:/teducation.hp.com
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4-12. SLIDE: ¢

' lance — Process List

B3692A Glance

14:52:27 e2403roc 9000/856

lus B.10.12 Zurrent Avg High

CPU Util E B N | 22% 29% 51%
pisk Util F | 1% 7% 12%
Mem Util [{ Glu B 8] [ 91%  91%  91%
Swap Util [T} uf® I | 25% 24% 35%
------------------------- ZIER o o - o e e e e oo el BS o e
Y : PROTESS LIST Users= 11
i ‘User CPU Util Cum Disk Thread
Process Name PID PPID: Pri Name { 100 max) CPU I0 Rate RSS | Count
netscape 6013 12988 15% sohrab 12.9/14.% 64.9 0.0/ 0.6 14.7mb i
supsched 18 0 100 root 2.9/ 21 942.6 0.0/ 0.0 16kb ot
lic.sxv 1219 1121 154 root 126/ 0=Ag) 389.4 0.5/ 0.0 2.7b il
glance 5726 15396 156 root 0.6/ 0.9 2.0 0.0/ 0.2 4.0k 1
statdaemoan 3 0 128 root 0.6/ 0.7 3¢2.1 0.0/ 0.0 16kb 1
midaemoa 1051 1050 ?5'0\1‘.0[. 0.4/ 0.4 201.4 0.0/ 0.0 1.3k CT)
ttisr 7 0 slzjrooh 0.4/ 0.3 12:.0 0.0/ 0.0 16kb k[
dtterm 5559 15558 154 roc 0.4/ 0.4 1.6 0.0/ 0.0 6. 2mb ol
rem server 1098 1084 154 roet 0.2/ 0.1 23.7 0.0/ 0.9 2.0mb 1
syncer 325 1 154 root 024 020 20.2 0¢1 0.0 1. Oxls 1
xlead 3569 13531 154 al 0.2/ 0.0 2.4 0.0/ 0.0 2.6mb 1
Page 1 of 13

Student Notes

The next four slides :
monitored threugh g
components, process
through glance.

The first Global Bar
displays how the CP

http:/leducation.hp.cdm

S = System or K

N = User Time (¢

U = User Tie (&

A = User Time (¢

_ (0-19). Inc

R = Real Tie (e

(21-39)

ire designed to illustrate how the management of processes can be
Lance. Topics just covered (like kernel versus user CPU time, process
wait states, nice values, and process priorities) can all be viewed

raph, which displays on cvery glance screen, is the CPUUtil. This
[ is being distributed.

mel Time

xecuting processes who have had their nice value set greater than 2(.

xecnting processes with a nice value of 20)

xecuting processes who have had their nice value set less than 20
ther words: Anti-nice.

recuting processcs with priorities 127 and less)

4-21 H4262S C.00
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The Process List screen (g key), as shown on the slide, can be used to see pirocess prioritics.
The order in which the processes are displayed can be configured (o key) th display by CPU
usage, memory usage, or disk /O activity.

In HP-UX version 10.X, the thrced ceunt cohummn was the blocked on columi. The blocked on
information can still be obtained by looking at the individual processes’ respurce sumuuiry
screens.
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4-13. SLIDE: ¢

rlance — Individual Process

. glance’f—

Individual Process

CPU Usage (se

User/Nice/RT
System CPU

Interrupt CPI

Cont Switch

Scheduler
“Hriority

- Nice value

__3>pispatcies

r;Forced CSwitd

Running CPU

Vo CPU Switches

f 1

,k}-\ujw,:t Wa{ W

B3692A Glanceflus B.10.12 15:17:52 e2483rec 9000/856 Current Ave Hieh
cpu ueil [B] 5[W ] | 22% 29% 514
pisk Util [T} | 1% Vs 13%
Mem Util [z] s]u __ B 2] | 91%  91%  91%
Swap Util [O] U[R 7] | :

Resource Usage fo::'!in_: 16013, netacape

N
o
__— \TUnluntaryCSwifch:

) 166 '‘Wait Reason : SLEEP

“pU 2.43 Log Writes: 75 Totdl RES/VSS.—1 22Z.4mb/ 28.3mb
0.73 Phy Reads : 4 Tramps / Vfaults: 414/ 8
0.14 Phy Writes: 61 Faults Mem/Disk: 0/ 0

oU o s 0.08 FS Reads 4 Deactivations 0

.. HPUX FS Writes : 2% Forks & Vforks : 0

154 UM Reads 0 Sienals Recd 339
24 UM Writes : 8 Mess Sent/Recd : 775/ 1358
" 1307 Sys Reads : 0 Other Leg RA/Wt: 3924/ 857
h 460 Sys writes: 32 Qther Phy Rd/Wt: o/ 0

Bl4 Raw Reads : 8 Proc Start Time
0 Raw Writes: a Fri Feb 6 15:14:45 1998
t 0 Bytes Xfer: 410kb

Student Notes

From the Process Lis

: process further.

numuber of Forced ve
' PIB.

S Qci (/D.‘(

L(C\_.O [c

http://education.hp.cém

t screen, an individual process can be selected for further analysis

(s key). The above slide shows some of the additional details available when analyzing a

Items of interest froifi the Individual Process screen include the process's nice value, the

'sus Volunilary context switches. the current Wast reason, and the Parent
okt ovecutr puw LFree
an pheceit att evecuts | ey
//1
L’ { jyﬂ é" l)‘

e ;ﬁ.d; ' /161/ )/ ):L{.(’
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4-14. SLIDE: glance — Process Memory Regions

glance — Process Memory Regions

Shmem RSS/VSS: ©Oxb/ Okb Other RSS/VSS:4.lmh/S5.7md

B3692A GlancePlus B.10.12 10:17:41 €2403roc 5000/856 Current Avlg High

CPU  wtil ] | 228 29 S1%

pisk Util [F] | 13 s 13%

Mem Util [5  S]U Uls Bl | 91% 9 91t

Swap util [1I_ OfR ] | 25% 24 35%

Memory Regions for PID: 16013, mnetscape PPID: 14061 euid: 520 Usexy:sohrab
" Type RefCt RSS vss Locked File Name

NULLDR/Shared 64 4kb 4kb Okb <nulldrei>

TEXT /Shared 3 4.3mb % .Smb 0kb Jopt/_/netscape-bin

DATA /Priv 1 5.8mb 8.6mb Okb /opt/_/netscape-bin

MEMMAP/Friv 1 4kb 20kb Okb /opt/_/netscape-bin

MEMMAP/Priv 1 36kb 36Kk Ckb /opt/../netscape-bin

MEMMAP/ Priv 1 12kb 12kb OkbL <memmap>

STACK /Priv 1 28kb 28kb Okb <stack>

TAREA /Priv 1 1€kb 16kb 0kb <yarea>

LIBTXT/Shared BS 56kb €0kb 9kb /usr/lib/dld/sl

Text RSS/VSS:4.3mb/9.5mb Data RSS/VSS:5.8mb/8.6mb Stack RSS/VSS: 28kY{/ 28kb

Student Notes

From the Individual Process screen, the memory regions (i.e. process coniponents)

correspoudling to that process can be viewed (M key). The above slide shov
regions for the currently selected process.

s the memony

Items of interest [rom the Memory Region screen include the location of the process's Text,

Pata, Stack, and U-Area, along with its Shared/Private flag, its Resident Se
Set Size, and its reference count. If the process is associated with Memory

Size and Viatual
Map files

(MEMMAP), Shiwed Libr-aries (LIBTXT), or Shared Memory Segments (SHMEM). these will

be displayed.

In HP-UX version 11.X, glance no longer displays the addresses of each 1
However. gpm still does. f o

—~ T Swke
S N VA
|
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4-15. SLIDE: g

lance — Process Wait States

TPC 2
Jek Centrel:
Message
Pipe
Séﬁaghcre
Slaep
Secket
Stream
Termiral
Qether

C - cun

B36%2A GlancdPlus B.10.12 10:23:03 e2403rec 9000/856 Current Avg High
cru vRil [E] _E[F__  H] | 22% 2%%  51%
Disk Util [F] 1% 7% 13%
Mem Wtil [s]| s]U i E] 91% 1% LR
Swap Util Ei “IR HI | 25% 24% 3I5%
Wait States iflor PID: 14205. netscape PPID: 14061 euid: 528 User:schrab
Event % Blockad @n %

Cache

CBPROM I@&

Disk I®

CGraphics

Inode

ie

LAN

NES =1
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4-16. LAB: Process Management

Directions
The following lab is designed to manage a group of processes. This includgs observing the

parent-child relationship and modifying process nice values (and thus indirectly priorities)
with the nice/renice command .
Modifying Process Priorities

This portion of the lab uses glance to monitor and modify nice values of fompeting
processes.

1. Change directory to /home/h4262/baseline.

# cd /home/h4262/baseline

(S

Start seven long precesses in the background.

# ./long & ./long & ./long & ./long & ./long & ./lohg & ./lone &

3. Starta glance session. Answer the following questions.

How much CPU tune is each long process receiving? sec, %

llow are the processes being context switched (forced or voluntary)?

How many times over the interval is the process being dispatched? _ |

What is the ratio of systent CPU time to user CPU tune?

What are the processes being blocked on”?

What are the nice values for the processes?

4. Select one of the processes and favor it by giving it amore favorable fjice value.

What is the PID of the process being favored?
To change the processes nice value, enter:
# renice -n -5 <PID of selected process>

Watch that process's percentage of the CPU over several display intervals with glance or
top. What effect did it have on the process?

H4262S C.00 4-26 http://education.hp.com
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5. Select :mother 1dng process and set the nice value to 30.

# renice -n 10 <PID of another selected process>

What effect did tl

at have on that process?

You can either let
you can Kill them

# kil

Q.h(}u(..‘ Lt e biaa

"y Preed j_jl_\c L S

the processes finish up on their own as the next module is covered, or
imow with:

1 $(ps -el | erep lone | cut -c18-22)
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Module 5 — CPU Management

Objectives
Upon cowmpletion of {his module, yon will be able to do the following:

e Pescribe the conjponents of the processor module.

Describe how thd TLB and CPU cache are used.

e List four CPU related metrics.

¢ Identify how to nlenitor GPU activity.

e BDiscuss how besi|to use the performance tools to diagnose CPU problenus.

e Specify appropriite corrections for CPU bottlenecks.

http://education.hp.cOm 5-1 H4262S C.00
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5-1. SLIDE: Processor Module

Processor Module
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Student Notes

A typical HP processor module consists of a central processing unit (CPU}.

translation lookaside buffer (TLB), and a coprocessor. These components
internal processor busses, with the entire processor module being connec
bus.

The cache is made up of very high-speed memory chips. Cache can be acc
cycle. Its contents are instructions :nd data thatrecently have been or are
used soon by the CPU. Cachesize varies between processors. The size of
a big effect on system performance.

‘The translation lookaside buffer (T1.B) is used to translate virtual addr

acache, a
re connected via
ed to the system

essed in one CPU
:inticipated to be
the cache can have

psses into physical

addresses and their associated physical addresses, along with access righ
'The TLB is a subset of a systeni-wide translation table (page directory) th
memory. TLB size also affects system performance, :.nd dilferent HP 9000
different TLB sizes.

addresses. It is a high-speed cache whose entries consist of pairs of recen%y

H4262S C.00 5-2 http
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The address translatigns kept in the TLB enable us to locate the appropriate data and
instructions in Uie mgmory. The memory is accessed via the physical address. Without the
translation in the TLHE, we would not be able to find the infermation in the memory.

Note these other poirits regarding the TLB:
e Each process hasfa unique virtual address space.
e Each TLB entry réfers to a page of memory, not a single location. In all 64-bit

architectnres usefl by HP, pages are fundamentally 4KB in size, bul can be any multiple of
4K under various gircunmstances — to reduce the number of entries needed in the TLB.

http:lleducation.hp.clm 5-3 H4262S C.00
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5-2. SLIDE: Symmetric Multiprocessing

Symmetric Multiprocessing

CPU

T
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TLB

TLB i

| Coprocessor

System Bus

Student Notes

Synunetric Multiprocessing (SMP) refers to systlems containing two or nu
SMP is implemented on all llewlett-Pack:rd workstations and servers ca
more than one CPU.

Each processor on an SMP system has exactly the same characteristics, i
processing unit. the same CPU cache design, and the same size translatior
(TLB).

H4262S C.00 5.4 http
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5-3. SLIDE: Céll Module

Procesgor Processor

Processor Processor

Cell Internal Bus

I/0 Buses

Student Notes

A more recent designlof HP systems is based on the “cell” architecture. in a cell, there are
mujtiple processors, $ome memory and some VO buses. Each cell could act as an
independent SMP systeiy, or as part of a collection of cells, forning a larger SMP system.

Each precessor in thg cell has the samme access speed (or latency) to the memory within the
same cell. However, |f one of those processors would have to access a loc:ition in the
memory of a differenf cell, the latency would be greater.

Each processor withi the cell does have its own cache memory and TLB. Each processor
has ceual access to tlje VO buses that are pait of the same cell. They may also have access
(with somewhat gyeafer delays) to the VO of other cells in the sante systenm.

http://education.hp.cdm 5-5 H4262S C.00
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5—4. SLIDE: Multi-Cell Processing

Multi-Cell Processing
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Student Notes

The best example HP ciarently has of a SMP using cell architecture is the
we fud 4 cells, each with four processors, some memory, and some 17O by
could be configured (using Node Partitioning or NPars) into a separate :u
— capable of booting its own operating system. It would be functionally a
cells. The only way that the operating systeni on that cell could conuui
software running on any other cell would be through a network interface.

On the other hand, multiple cells conld be configured to act as a unit. The
resources and boot a single operating systeni. They would seandessly act

)

Superdome. Here
ses. Each cell

l individual system
art from the other
rate with the

y wonld pool their
as a SMP systen.

This architecture gives the customer and the systein administrator tremelldous tlexibility in

how te set up their hardware. They conld even change it relatively easily
configuration to another as their needs ch:uged.

On a wider range of systeins. you may be nsing Virtnal Partitioning (VPars

froim one

). There are similar

to NPars, but are not limited to cell boundaries and are handled entirely by software. A

system could use both NPars and VPars at the same time. Using software
moved {rom one VPar to another.

H4262S C.00 5-6
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Finally, on an even wider range of systems, we have the concept of processor sets (psets).
Multiple psets could éxist within the same partition (either NPar or VPar). Each pset would
be set aside for use by a particular application of group of applications. Using software, psets
can be created and reinoved, and processors could be moved from one pset to another.

http://education.hp.cém 5-7 H4262S C.00
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5-5. SLIDE: CPU Processor

- CPU Processor
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Student Notes

The CPU ultimately is responsible for yow system speed. The kernel loads
for the CPU to execute. The processor module has many Registers, which
execution of instimctions. The definition of all these registers is beyond th
course. The primary objective of this module is to [ocus on CPU clock spel
CPU cache, and the effects of the TLB related to overall system perfornuu

the process texi.
f1ssist in the

p scope of this
ed. the size of the
ce.

Each HP 9000 server and workstation has a ¢hip at its heart. The latest veljsion PA-RISC chip

is the 64-bit, PA-Sxxx. HP has also introduced systems using the 6:4-bit, 1A
selection of the range of current systemns is listed on the following pages.
not only in clock speeds. but also in cache size.

difficult to keep a list of this nature up {o date in training materials but it

G4 Itimimn chip. A
Note the difference

heen included

The following tables list the specifics of several HP-UX servers and worksF;iaus. It is very

merely to demonstrate the wide variety of system characteristics present
computing products family.

H4262S C.00 538
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Business Servers
Model No. ¢f CPUs | Clock Speed | Max. RAM | Cache (KB) /O Slots
(GB)
1p3410-2 2 SO0MHz 6 1.5MB(L1) 2.PCI (6-1-bit)
(PA-8300) 32MB(L2)
1p3440-4 4 1 GHz 24 1.5MB(L1) 1 PCI (64-bit)
(PA-8300) 32MB(L2)
1p4440-8 8 1 GHz 64 L.5MB(LI) 6 PCI
(PA-8800) 32MB(1.2)
p7420-16 16 1 GHz 64 1.5MB(LI) 15 PCI
(PA-8300) (2|cells) 32MB(L2)
1p8420-32 32 1 GHz 128 L.5MB(L1) 16 PCI |
(PA-8800) (d|cells) 32MB(L2)
Superdeme 128 1 GHz 1024 LSMB(L}Y) 192 RO,
(PA-8500) (14 cells) 320MB(L2)
1< 1600 2 1 GHz 16 L.5MB(L3) 0/1/1 PCL*
(Ttantiu 2)
1X2600 2 1.5 GHz 24 GMB(L3) 0/4/0 PCL*
(Itanimm 2)
14640 4 1.5GHz G4 GMB(L3) 0/4/2 PCL *
(Itanium 2)
rx5670 4 1.5 GHz 96 GMB(L3) 0/6/3PCI*
(Itanium 2)
x7620 8 1.5 GHz 61 GMB(L3) 15 PCI
(Ttanimm 2) (2|cells) (128-bit)
rx8G20 16 1.5 GHz 128 GMB(L.3) 16+16 PC}
(Itaninm 2) (4icells) (128-bit)
Superdone 64 1.5 GHz 512 GMB(L3) 0/128/64 PCI *
(Ttaninm 2) (14 cells)
http:Heducation.hp.ckm 5.9 H4262S C.00
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Workstations
Model No. of CPUs | Clock Speed | Max. RAM | Cache (KB) /O Slots
(GB)

B2600 1 500 MHz 4 512/1024 2/2)0 PCI *
(PA-8600)

| B3700 1 750 MHz B 768/1536 | | 2/3/1 PCT*
(PA-8700)
3750 1 875 MHz 8 768/1536 2/3/1 PCI *
(PA-8700+)
J6750 2 875 MHz 16 7681536 0/0/3 PCT *
(PA-8700+)
%2000 1 1.1 GHz 8 1536(L3) 5PCI -1 AGP
(Itanirumn 2)
26000 2 1.5 GHz 24 GL14(L3) 3 PCI -1 AGP
(Itanium 2

*2/3/1 means 2 32-bit PCIs, 3 64-bit PCIs and 1 128-bit PCL.
All Itanimn 2 processors include 32KB of L1 cache and 256KB of L2 cache.

To deterine the specifics of yowr systen. refer ou-line to
http://www.hp.com/go/entexrprise. select "Products Index" :amd scpoll down to select

your system platform name [i.e. J-Class (HP 9000)]. This will display the "Product
Information” screen for the selected hardware.

H4262S C.00 5-10 h tpi/leducation.hp.com
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5-6. SLIDE: C

U Cache
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Student Notes

The CPU loads instr\h.ctions from memory and runs multiple instructions per cycle. To

nuninuze the tine th
cache.

The cache is a very |

t the CPU spends waiting for instructions and data, the CPU uses a

igh-speed memory that can be accessed in one CP’U cycle with the

contents being a subset of the contents of main memory. As the CPU regquires instructions
and data, they are lodded into the cache. The size of the cache has a large bearing on how

busy the CPU is kep
instructions and dat:

The larger the cache, the more likely it is that it will cont.in the
Lo be executed.

Most current processors support multi-level caches. The Level 1 cache (L1) is the fastest —

operating at the sam
opcrates at one-half

b speed as the CPU. It is relatively smiall, The Level 2 cache (L2)
he speed of the CPU. It is somewhat larger. The {A-64 has a Level 3

cache (I.3) that is evén larger :nd slower.

http://education.hp.c
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5-7. SLIDE: TLB Cache
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| 468 Process
TLB Cache Coprocessor Text
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Student Notes
All 32-bit progruns view their address space as starting at address (). amd ehding at address 1

GB. All addresses referenced by the program are refercnced relative to thig address spice.

This is referred to as the program's virtual address space.

A program's physical address is the address location in physical menory
progra is loaded at execution tinie.

Wlen the CPU executes a prograu, it is presented with the virtnal address
mstruction to be executed. In order to fetch this instruction from physical

where the

containing the
nremony. the CPU

must convert the virtual address (VA) into the corresponding physical add]
this, the CPU checks the TLB. If the VA->PA is present, it then knows the

the instruction. If the VA is not present, it then needs to fetch the infornuat
(Page DIRectory) table in memoty. This memory fetch of the PDIR table is
expensive from aperformance standpoint.

Once the PA is know, the CPU then checks the Instruction Cache on the f
the PA is present. it then loads the instruction straight from Instruction C
it then 1teeds to fetch the instruction from memory, which is relatively ex
(performance-wise).

H4262S C.00 5-12
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The size of the TLB is anywhere from 96 to 160 entries (each entry points te a variable-sized
memory page) on a PA-RISC and an TA-G4.

http://education.hp.com 5-13 H4262S C.00
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5-8. SLIDE: TLB, Cache, and Memory

TLB, Cache, and Memory
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Student Notes

The slide shows some of Lhe permutations of hits and nisses on memory. cache, and the TLB.
as well as the consequences of each. The best situation is when the VA has an cntry in the
TLB, anct the corresponding PA has an entry in the CPU cache. This allows the instruction or
data to be present to the CPU in one clock cycle.

The next-best scenario, would be to have a hit on the TLB, but a nuss on the CPU cache. An
example number of clock cycles to fetch a PA from memory to the CPU cache is 50 clock
cycles.

Another scenario would be to have a miss on the TLL, but a hit on the CPU cache. The miss
on the TLB requires the PPIR table in memory to be searched. and an appropriate entry to be
loaded into the TLB. This takes a variable munber of cycles to pexrformi. On one model the
average wits 131 clock cycles. Therefore, a miss on the TLB is more expensive than amiss on
CPY! cache.

A miss on both the TLB and the CPU cache would translate into 131 + 50 or t81 clock cycles
on average to access the instruction or data that the CPU needs. This could have been
accessed in 1 clock cycle had the VA been in TLB, and the PA been in CPU cache.

H4262S C.00 5-14 http://education.hp.com
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The worst scenario, performnance-wise, is not having the instruction or data loaded in
menory at all. In this case, a page fault would occur to retrieve the inforiation from disk.
Assuming a 1-GHz clock, a 10-nus disk transfer rate, and an idle disk drive, this would
correspond to 10,000,000 clock cycles to access the data or instruction.

http://education.hp.com 5-15 H4262S C.00
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5-9. SLIDE: HP-UX — Performance Optimized Page Sizes

HP-UX 11.00 — Performance Optimizec

Page Sizes (POPS)
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Student Notes

HP-UX 11.00 is the first release of the operating system to have general support fer
performance optinized page sizes (POPS). also known as variable page sizes. Partial
support for variable memory page sizes has existed since HP-UX 10.20.

1IP-UX I1.00 allows customers to configure executables to use specific performance
optimized page sizes, based on the program's text and data sizes. Page sizes can be selected
from arange of 1 KB to 4 GB. The use of performance optimized page sizing can significantly
incrcase performance of applications that have very large data or instruction sets.

NOT L Performance-optimized page sizing works on PA-8000-based and IA-G4-based
systemns.

Fixed Page Sizes (Prior to 11.00)

Prior to HP-UX 11.00. all page sizes were fixed at 4 KB. As a prograin executecl. each 4 KB
page would be mapped into physical memory, and a TLB ent1'y would be created to map the
virtual address corresponding to that page to the physical memory address. Selected models

H4262S C.00 5-.16 http://education.hp.com
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had a few “Block™ TL.B entrtes, which could nmap mudtiple pages mto a single entry, if the
pages were contigitous in both virtual and physical address spaces. These entries were
reserved for inapping the kernel. the /O pages, and other scgments that were locked into
memotry.

At some point, the TLB would become full, and the virtual-to-physical address mapping
wotild only be stored in the PBIR table in memory, not in the TLB on the CPU. This meant
that if a virtual address needed to be translated, there would be a chance that the address
would not have an entry in the TLB, and tiume would have to be spent to look up the address
within the PPIR table in memory. This handling of the TLB 1iss was expensive in terms of
performance.

Performance Optimized Page Sizes (11.00 and Beyond)

With the release of HHP-UX 11.00, support for variable page sizes is available. With POPS, a

larger portion of the process's virtual address space can be referenced within a single page or

within a few, large pages. Therefore, a larger portion of the process can be referenced with

much fewer TLB entries. Below arc two tables showing what sizes of pages are available in

the PA-RISC :ud the IA-64 architectwres. |

t [ ohe mayd e
Max Ak | taPat™ — ==
PA-RISC IA-64 A'ala oupwEit
4K 4K
. 8K
16K 16K
61K 64K
256K 256K
IM M
M aM
16M 16M
64M 64M
256M 256M
1G .
“ 1G

Affecting Page Sizes

There iwe (wo methods of affecting page size in a process. One is through tunable kernel
parameters. vps pagesize determines what the “default” page size will be with no other
information. The size is given in 1K units :nd the setting is typically 1. vps_ceiling
determines how large the kernel can “promote™ a page size for a process, if it notices thata
process is getting a very large number of TLB misses. The default setting for this is 16 (1K).

The second methed is done by the system administrator. A conunand, chatr, can be used to
provide the kernel with a hint of what page sizes would work best with this process.
Following is an ex:unple of this command.

chatr -pi 16 -pd 256 /opt/app/bin/apg

The above conumand would hint to the kernel that this process would best execute with 16K
pages for the instructions (text) and 256K pages fer the data. This hint would be stored in the

http://education.hp.com 5-17 H4262S C.00
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header of the executable file aud be visible to the kernel whenever the program was invoked.
The kernel would do its besst to see that the hint is followed. However, if memory pressure
exists, the kernel may not be able to honor the request and may end up “demoting” the sizc of
the page to be able to manage it in memory. There is a third tunable parametery,

vps chatr ceiling, that determines the maximum value a chatr corumand can assign
to an executable file.
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5-10. SLIDE: CPU — Metrics to Monitor Systemwide

» User CPU utilization

» Nice/Anti-Nice utilization

» Real time processes

» System CPU utilization

* System call rate

» Context switch rate

» {dle CPU utilization

» CPU run queues (load averages)

Student Notes

The load on the CPU can be monitored in a nuimber of different ways. There are multiple
tools and multiple metrics that 1neniter CPU performance.

User CPU Utilization

This is the percentage of time the CPU spent running in user mode. This corresponds to
executing code within user processes, as opposed to code within the kerncel. 1t is better to see
user CPU utilization higher than system CPU utilizatiou (preferably two to three times

higher).

Nice/Anti-Nice Utilization

This is the percentage of time thie CPU spent running user processes with nice values of
21-39 (Nice) or 0-19 (Anti-Nice). Thisis typically inctudec in USER CPU utilization, but some
tools. like glance, track this separately to seec how much CPU time is being spent on weaker
or stronger priority processes.

http://education.hp.com 5-19 H4262S C.00
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Real Time Processes

This is the amount of thne spent executing real time processes that are runn’'ng on the
system. Real time processes get the CPU inunediately when they are ready to execute, and
can have a big impact on the performance of lime-shared processes.

System CPU Utilization

This is the percentage of time the CPU spent runing in system (or kermel) mode. This
correspounds to executing code within the kernel. We have to have some kemel tinte just to
do minimum nxuwagement on the system. However, excessive time spent managing the
system is bad for performance. Excessive system CPU utilization is considered to be when
system utilization is greater than the user utilization.

System Call Rate

The system call rate is the rate at which system calls are being generated by the user
proces.ses. Every system call causes a switch to occur between user mode and system (or
kemel) mode. A high system call rate typically corresponds to a high system CPU utilization.

it the system call rate is high, it is recomnended to investigate which systein calls are being
generated, the frequency of each system call, and the average duration of each system call.

Context Switch Rate

This is the number of times the CPU switched processes (on average) per second. This is
typically included in system CPU utilization. but some tools, like glance, track this separately.

Idle CPU

This is the percentage of time the CPU spent doug nothing (i.e. it did not ¢xecute any user or
kemel code). It is good to see some, even lots, of idle CPU time. A non-idle CPU means the
CPU rmn queue isnever exhausted (or emptied), which means processes are always having to
wait before reaching the CPU. The size ol the line (CPU run queue) grows, as idle CPU tuue
approaches 0.

CPU Run Queues/Load Average

Both these terms reference the same thing. This is the munber of processes in the CPU run
queue. For best perforimance, the average load in the CPU run queue should not exceed three.
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5-11. SLIDE: CPU — Metrics to Monitor per Process

CPU — Metrics to Monitor per Process

* Process priority

* Process nice value

= Amount of CPU user time

= Amount of CPU system time

Student Notes

Individual processes vary greatly in tetms of the load they place on the CPU. Melrics to
monitor on an individual process include the following.

Process Priority

This is the priority of the process. If the priority is 127 or less, we know it is nreal time
process, If the priovity is 128-177, either it is n system process, or it is a user process that is
sleeping. If the priority is 178-255, then we know the process is executing in USER mode.

Process Nice Value

This is the nice value associated writh the process. This only applies to time-share processes.
This value determnines how fast the process regnins priority while it is waiting for the CPU.
Sunall nice values (0-19) should be given to more important processes allowing them to
regain priovity quickly. Large nice values (21-39) should be given to less important
processes. causing them to regain priority slowly.
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User CPU Time vs. System CPU Time

This is the percentage of time the individual process spent in user mode (i.¢. having the CPU
execute user code) and system mode (i.e. having CPU execute kernel code). This is helpful in
determining where the CPU spends its tinie when executing the process: user code or kernel
code. It is generally desirable to see more tine in user code.
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5-12. SLIDE: Activities that Utilize the CPU

Activities that Utilize the CPU

* Process management

 File system /0O

* Memory management activities

« System calls

 Applications (for example, CAD-CAM and database processes)
Batch jobs

Student Notes

Examples of activities that place a load on the CPU include the [ollowing.

System Activities

System activities are those activities which execute in kernel mode. Examples of system
activities inclitde system processes and nser processes executing system calls.

e Process startup

e Process scheduling

File system and raw /O

¢ Memory managenient

Handling of system c¢alls
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User Activities
User activities are those activities that execute in nser niode.

o CAD/CAM applications

e Database processing

¢ Client/server applications

e Compute-bound applications

e Background jobs (i.e. batch jobs)
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5-13. SLIDE: glance — CPU Report

glance — CPU Report

23692A GlancePlus B.10.12 05:00:42 e2403roc 5000/856 Current Avg High

cpy util [ SN W | 25% 20t 47%

Disk Util [F] | 12% 6%  23%

Mem Util [g &5]u uls £ | 85T  83%  BS%

Swap Util [0 0[R B | 18% 18  18%
CPU REPORT Users= 4

State Current Average figh Time Cum Time

User 18.9 6.0 32.3 0.96 3.61

Nice 0.0 2.4 Sgd 0.00 1.47

Negative Nice 0.4 0.8 16.2 0.02 0.51

RealTime 0.4 0.4 0.7 0.02 0.22

System 3.3 7.0 16.2 0.17 4.21

Interrupt 1.8 1.7 7 0.09 1.02

ContextSwitch 0.6 G.1? 1.4 0.03 0.40

Traps 0.0 0.0 0.0 0.00 g.co

VEaults 0.0 0.7 3.6 0.00 0.45

1dile 74.6 80.2 91.2 3=79 48.18

Top CPU user: PIb 2097, dehelpview 19.5% cpu util

Active CPUs: 1 Page 1 of 2

Student Notes

The glance CPU report (C key) provides details on where the CPU is spending its time from
a global perspective.

User mode: This is time spent by the CPU in user mode for all processes on the systen.
This inclides processes with aice value of 20 (user), processes with nice values
between 21-39® (nice), processes with nice values between 0-19 (negative nice), and real-
timme priority processes.

System mode: This is time spent by the CPU in systemmode fer all processes on the
systeni. It includes time spent handling general system calls (system). and time spent
Lhandling interrupts. context switches, traps, :amd Viaults (virtual faults).

Load Average: This is the muuber of jobs inthe CPU run queue averaged over three time
intervals, It includes the average length of the i queue over the last 1 minute, the last 5
minutes, and the last 15 nunutes. The CPU load average data is viewalle on page 2 of this
glance report. Also on page two are the System Call Rate, the Interrupt Rate, and the
Context Switch Rate.
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5-14. SLIDE: glance — CPU by Processor

glance — CPU by Processor

B3692A GlancePlus B.10.12 05:13:18 e2403rec 9000/856 Current Avg High

CPU Uil |8 sl n 1] |

Disk Util [F] |

Mem Util [3 s|u ule B] | B5% 83%  B5%
|

Swap Util [T 1'|] R 7]

CcPU BY PROCESSOR Users= 4
CPU State Util Loadavg(1/5/15 min) CSwitch Last Pid . .
.......................... NN T b e g S el et Oy LS ,-----__..‘j ([ |
=i =33 - ; AN
0 naple 25.4 0.6/ 0.4/ 0.3 72187 e A ‘ﬁm‘pl & [Ju'-"
C oy vt

Page 1 of 2

CPU Util TUser Nice NNice RealTm Sys Intrpt CSwitch Trap viaule

Page 2 of 2

Student Notes

The glance CPU-by-processor report (2 key) provides details on a per CPU basis.

CPU Utilization: Tlus is the CPU utilization for the specific processor. If two or more
processors exist on the system, the Global CPU Util bar graph shows an average CPU
utilization. That is, a CPU that is 100% utilized and a second CPU that is 0% utilized will
display 50% CPU utilization. This reporl displays utilizalion on a per processor basis.

Load Average: This is the number of processes, on average. in the CPU run queue over the
last | minute. 5 minutes, and 15 minutes. This report displays CPU run qucue information on
a per processor basis.

Page two of this displiay shows the Utilization broken down into User mode, Nice, Negative
Nice, Realtime, System, Interrupts, Context Switches, Trap and Virtual Faults on o per-
processor basis.
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5-15. SLIDE: glance — Individual Process

glance — Individual Process

B3692A GlancePlus H.,10.12 15:17:52 e2403roc %000/856 Current Avg Kigh
cpu util [E 9N W] | 225  29%  s1%
Disk Util [F | 1% 7% 13%
Mem Util [& 5[y u[e E3 | 91%  91%  91%
Swap Util [T U[R R | 25% 24% 35%

Resource Usage for PID:

CTPU Usage {(sec) 3.3%  log Reads : 166 Wait Reason ) SLEEP
User/Nice/RT CPU: 2.43 Log Writes: 75 Total RSS/VSS & 22.4mb/ 28.3mb
System CPU 0.73 Phy Reads : 4 Traps / Vfaults: 414/ 8
Interrupt CPV 0.14 “Phy Writes: 61 Faults Mem/Disic: o/ 0
Cont Switch CPU : 0.08 PS Reads 4 Deactivations : 0
Schedulex ~ i HPUX PS Writes : 29 Prorks & Vforks : 0
priority 154 VM Reads 0 signals Recd 339

Nice value 24 VM Writes : 0 Mesg Sent/Recd : 2?75/ 1358
Dispatches 1307 Sys Reads : 0 oOther Log Rd/wt: 3924/ 957
Forced CSwitch 460 Sys Writes: 32 other Phy Rd/wt: o/ 0
VoluntaryCSwitch: ‘814 Raw Reads : 0 Proc Start Time

Running CPU | 0 Raw Writes: 0 Fri Feb 6 15:14:45 1998
CPU Switches 0 Bytes xfer: 410kb

Student Notes

The glance individual process repoit (s key followed by the PID) displays CPU usage for an
individual process. and the distribntion of CPU {uime when executing the process (user.
system, interrupt. context switch). Ideally, a process should spend more time in User/Nice/RT
mode than in any of the other three modes.

Also displayed on a per-process basis is the Priority and Nice values for the selected process.
In addition, the total number of forced context switches (time slice expiration ot process
preemptions) and voluntary context switches (process putting itself to sleep) are displayed.
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5-16. SLIDE: glance — Global System Calls

glance — Global System Calls

B3692A GlancePlus B.10.12 05:17:52 e2403roc 9000/8586 Current Avg #igh
cpy util [F__ B[N i | 25% 20% 47%
Disk Util [F] | 12% 6%  23%
Mem Util [z 5fu ufi Bl | 85% B3% 85%
Swap Util [T TR ® | 1B% 1B% 18%
.............................................. i AR =N S SR PSR
GLOBAL SYSTEM CALLS x‘-«.\ﬂ_,___"_ Daera= q
System Call Name iD Count  Rate /CPU Timq_‘__t:g-;___cyw
_____ ___--------.--_______--~________~-----}----_____;.:»___.--»---__-----------__
syscall-0 0 16 3.1/ 0.05921 :2.19037
fork 2 0 0.0{ 0.00000 :0.01398
read 3 105 20.5/  0.00210 :0.07§25
write 4 47 9.2 0.00208 :0.13624
epen 5 16 3.3 0.00143 $0.03146
closs 6 16 3.1  0.00040 0.00848
wait 7 1 0.1 0.00011 :0.00031
time 13 46 9.0\ 0.00023 ;0.00446
chmod 15 0 0.0} 0.00000 ;Q.0008%
ioctl 54 503 S7.8 ) 0.0090¥ _
poll 259 277 48.5 | 0.
A L
Cumulative Interval: 87 secs \‘\_// Page 1 of 7

Student Notes

The glance global systemcalls report (Y key) displays all the system calls that have been
executed system-wide. When system CPU utilization is high, this report can be used to
idenrify on which system calls the CPU is spending most of its time.
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5-17. SLIDE: glance — System Calls by Process

BP3692A GlancePlus B.10.12 05:35:20 €2403roc 9000/856 Current Avg High
cPy Uil [E__s®[N W] | 22% 29%  51%
Disk Util [F] [ 1% 7% 13%
Mem Util [3 sfu ] ule | | 91% 91% 91%
Swap Util [0 U[R _ ¥] | 25% 243  35%
System Calls for PID: 1822. netscape PPID: 1775 euid: 503 User:roc
Elapsed Elapsed
System Call Name D Count Rate ~Fime Cum Ct CumRate CumTime
_)ﬁ_-.n-w’z":‘:wv-—_—‘ ------------------------------------ i = . i 1\ _________________ -
' 3 477  93.5 / 0.16884 \ 742 4.1 L0
4 219  42.9 / 0.02831 } 352 23.3 0.
5 6 12.3; 0.01396 } 99 6.5 0.
6 9 1.7{  0.00046 1 20 1.3 0.
time 13 34 6.6i 0.00031 | 89 5.8 0.
brk 17 27 5.2  0.00171 L 45 2.9 (1]
1seek 13 69 13.5% 0.00150 | 135 8.9 0.
stat 38 4 0.7% 0.00131 ¢ 13 0.8  o.
ioctl 54 636 124.7 “.\ 0.01463 / 1167 77.2 o.
utasys 57 0 0.0 ' 0.00000 / 3 0.1 0.
., .
Cumulative Interval: 15 secs B sl Page 1 of 3

Student Notes

While examining an individual process. the system calls generated by that particular process
can be viewed using the L key.

When the system tune utilization is high for an individual process, this report can be used to
view the specitic system calls the process is perferming, how many times the system calls are
being invoked. and (most importantly) how much time is being spent by the CPU to execute
the systen calls.

The read () and write () system calls often take the most time, as they require physical YO
to the disk drives.
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5-18. SLIDE: sar Comunand

e
»

sar option <Interval size> <Nuwser of intervals>

Options:

Above information in per-processor format

System calls

sar Command

CPU Utilization (usr, sys, wio, idle)

Queue lengths/utilization (run, swap)

Student Notes

‘The sar conunand can be nsed to display global statistics on several inport:uwit CPU
operations. Using the -u option, inform:ation can be displayed on the time the system spent
in User mode, System mode, Waiting fer (disk) [/O, and idle. The Waiting for (disk) I/O is not
reported by any other tool. Other tools simply lurnp it in with idle time. An example of the
sar output with the —u option is shown below:

f

tP-

08 :
08 :
04
08 :
32

08

s5ar

Ux

32

-u % 4

r3wld B.10.20 C 9000/712

: 2
Y 3
552w
323
:44

29
34
39

Averasge

H4262S C.00
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Tusr
(5873
61
&1
G

al

F5YS
39
B
39

39

o

wi

10/14/97

$idle
a0
0
a
0

0
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Using the -gq conunand, information can be displayed on the length and utilization of the run
queue and the swap queue. We are most interested at this time in the run queue. An example
of the sar output with the ~q option is shown below:

# sar
HP-UX

08:33:

08:33

08:33:

08:3%
98:33

g S 4

riwlda B.10.20 C 9000/712

24
120
34
:39
44

Average

10/14/97

rung-sz $%runocc swpg-sz $%swpocc

8

w o ™

100
100
100
100

100

0

0
0
0

0
0
a
0

0

The -M option is always used in conjunction with —u and/or -q. It causes the metricsto be
broken down by processor, so yon can see how each processor is being utilized.

The -c option shows the total number of system calls being executed per second and singles
out fowr specific system calls for further detail. They are the read (), write(), fork().

and exec () system calls. Also reported on this display is the average number of characters
transferred in or out each second. An example of this output follows:

# sar -c

HP UX riwlda B.10.20 C 92000/712 10/14 /9%
98:33:24 scalls/s sread/s swril./s ferk/s
08:33:29 B35 3 9 0.00
08:33:34 435 4 24 0.00
08:33:39 270 3 14 0.00
08:33:44 524 20 15 0.20
Average 390 7. 15 0.05

http://leducation.hp.com 5.31

exec/s

Oz
0.00
0.

0.20

(< ]

00

00

.05

rchar/s

38630
30310

6758
73523

37187

wchar/s
57
2662

0

0

1331
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5-19. SLIDE: timex Command

timex Command

$ timex prime med

real 25.6%
user @, . vl
Sys 3.4

Student Notes

The timex command can be used to benchmark how long the execution of a particular
process takes in seconds. The conumand measures:

e real time — the amonut of elapsed thme from when the program started to when the
programcompleted (sometinies referred to as the “wall clock” tue).

e user time — the amoutt of time spent by the program executing in user mode.

e systime — the amount of timue spent by the program executing in kerniel mode.

The exaniple on the slide shows a total of 25.65 seconds elapsed from when the program
prime med started to when it completed. The execution spent 20.71 seconds executing in
user ruede and 3.4:3 seconds executing in kernel mode. The difference between user +
system and real time is attribnted to time the process spent not rinming on the CPU. The
process may nof get CPU tune either because it was waiting on some resource (like disk or
CPU) or because it was in a sleep state waiting for an event (like a child process waiting to
finish executing).
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5-20. SLIDE: Tuning a CPU-Bound System — Hardware Solutions

Tuning a CPU-Bound System —

Hardware Solutions

Upgrade to a faster processor

Upgrade the system with a larger data/instruction cache
Add a processor to a multiprocessor system

Spread applications to multiple systems

L]

Student Notes

Practically speaking, the easiest performance gains are usually achieved by adding more and
faster hardware. This could be upgrading to a faster processor, upgrading to a processor with
more cache, adding another processor. or buying wiother system and off-loading some
applications to the second system.

Upgrading to a faster processor may be possible with a simple module swap, but, more than
likely, it would involve upgrading your entire systen to a newer model. Some systeins come
with two or three possible processors and yours may not have the fastest available
processors. If so, you may be able to upgrade the system’s processors to faster versions
witliout touching the rest ot the system.

Nowadays. it's wilikely that you’ll be able to upgrade the cache memory or TLB to Lager
sizes. Each processor chip seens to come with a predetetmined amount of cache :and Sized
TLB. Ouly going to a different processor chip (and thus a larger model) will you be able to
affect the cache memory and TLB sizes.

If your system is not yet at its full complement of processors, it may relieve your workload to
add more processors. If you have a cell-hased architectnre, yon may be able to add more
processors to each cell, or even add more cells. Some servers colne with extra processors
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installed, but not enabled. These systems have a feature called ICOD (Inst:mt Capacity On
Demand). By simiply contacting HP, these disabled processors can be enabled, giving yon
more processing power with a iminimum of time. If, at a later date, those processors are no
longer needed, they can be disabled in a similar fashion.

Finally, if you have a system which is heavily loaded annd another system which is lightly
loaded. it may be possible to transfer some of the tasks from the busy system to the one
which is less busy.

The disadvantage of these solutions is that most of them cost money.
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5-21. SLIDE: Tuning a CPU-Bound System — Software Solutions

Tuning a CPU-Bound System —

Software S_olution__s

* Nice less important processes

* Anti-nice more important processes
» Consider using rtprio or rtsched on most important processes

Run batch jobs during non-peak hours
« Consider using PRMAVLM
» Consider using the processor affinity call mpct1 ()

* Optimize/recompile application

Student Notes

If the easiest perforni:uice gains are upgrading the hardware, then the greatest perforinance
gains that are likely to be achieved are improving the software. A system with the fastest and
most current hardware can still run slowly if the software is not configured properly.

One way o improve the performance of specific processes is to improve the priority of those
processes. You can do this by improving the process's nice value or by making the process a
real-time process. Or, you can reduce the nice value of other processes. Be careful when
promoling a process to real time. If the process is not well-behaved, it can take over yowr
entire systen. By well-behaved. we mean that it is not compute bound and it is free of
serious bugs.

Runuing batch jobs at non-peak hours hias been a standard pert'ornuuice soletion for meany
years on many systems. Other softwire performance improvements can be realized by using
PRM (Process Resource Manager), WLM (Workload Manager), or the mpctl () system call.
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5-22. SLIDE: CPU Utilization and MP Systems

d MP System

Processor 1 Processor 2

Memory

CPU
; I 1 ; I l Process
o[ e oy =
r 3 F Y

| System Bus I

Is each processor pulling its weight?

The sar -ugM command string can heip you monitor the CPU
loading on the individual processors in a MP system.

Student Notes

The sar conunand can be utilized to report CPU utilization for the overall system on a per-
processor basis (when the -u :utd -M options are specified). In addition the -q option will
report average rum queue length while occupied, and percent of time occupied. Both of these
metrics can assist in the evaluation of CPU loading and should ke considered before making
processor affinity cialls.

top can also show you hhow your CPU resource is being distributed over the systen. It
automatically breaks down the load and utilization percentages on a per-processer basis
when invoked. Remenber, when you are rnummg a systen that supports Partitions (NPars or
VPars). these tools only show you what is happening within a partition, as each partition has
booted its own copy of the operating systen and is acting as an independent systen.
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5-23. SLIDE: Processor Affinity

y Processor Affinity

Processor 1 Processor 2
Memory

‘_T_L'L ﬁ Process
v (o] (o] ([ [ ]| | om0

& [

System Bus
ﬁ

The mpct1 (} system call assigns the calling process to a
specific processor.

Student Notes

Thempctl {) system call provides a means for determining how numny processors are
mstalled in the system (or partition), how many processors are in this pset, and assigning
processes or threads (o run on specific processors (also known uws processor affinity) or
within specific psets, and nuch, nuuch more. Refer to the man page for mpctl () on your
systen.

Much of the functionality of this capability is highly dependent on the underlying hardware.
An application that uses this system call should not be expected to be portable across
architectines or innplement.ations.

Processor sets are supported by the pset () systenicall. If yowr version of the operating
systeni supports psects, refer to the man page for pset () for full details.
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5-24. LAB: CPU Utilization, System Calls, and Context Switches

Directions

General Setup

Create a working data file in a separate file system (on a separate disk, if possible).
If another disk is available:

vgdisplay -v | grep Name (Note which disksare already in use by LVM)
ioscan ~fnC disk (Note any disks not mentioned above, select onc}
pvcreate -f <raw disk device file>

vgextend vg00 <block disk device file>

> HH ®

In either case:

lvcreate -n vxfs vgoe

lvextend -L 1024 /dev/vg00/vxfs <bleck disk device file>
newfs -F vxfs /dev/vg0Q/rvxfs

mkdir /vxfs

mount /dev/vg00/vxfs /vxfs

prealloc /vxfs/file <75% of main memory in bytess

HTHE R

The lab prograis arc under /home/h4262/cpu/lab0
# cd /home/h4262/cpu/lab0

The tests should be im on an otherwise idle system — otherwise results are unpredictable. If
the executables are niissing, generate them by typing:

# make all

CPU Utilization: System Call Overhead

Use the dd conunaund to size the read and write operations. Thus their nmber can be varied
to chiange the muuber of system calls used to transfer the saie amount of information. Then
we can see the overhead of e system call interface.

The first command loads the entire file into buffer cache.

# timex dd if=/stand/vmunix ef=/dev/null bs=64k
Now we take owr measurciments.

# timex dd if=/stand/vmunix of=/dev/null bs=64k

~

real ! user \s system
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# timex dd if=/stand/vmunix Qf=/dev/null b

r

rS:2k
{
real Cog L user A§ U system* @ .&

# timex dd if=/stand/vmunix of=/dev/null bs=64

\ 1= [ -4
real \j [ user 'L_f-5 system \\\.l‘

System Calls and Context Switches

This lab shows you the maximum system call and context switch rates that your systemcan
take. Three progranis are supplied:

syscall loads the system with system calls of one type
filestress (shell script) generates file system-related system calls
cs loads the system with context switches

What is the system call rate when your system is “idle"? l[ A g

2. Run filestress in the backgreund. What is the system call rate now? What system
calls are generated by filestress? Take an average with sar over about 40 seconds
ic.

# sar -c 10 4

3. Terminate the filestress process by entering the following conunands:

# kill $(ps -el | grep find | cut -c24-28)
# kill $(ps -el | grep find | cut -c18-22}

4. Rumn the syscall program and again answer question 2. Is the system call rate lower or

higher than with filestress? Why?
Kill the syscall program, before proceeding.
# kill $(ps -el | grep syscall | cut -ci8-22)

5. Using es. conpare the number of context switches on an idle system and a loaded
systen.

Idle Loaded
6. Kill the e¢s program, remove the /vxfs/file, and dismount the /vxfs filesystem.
# kill $(ps -el | grep cs | cut -c18-22)
# ™m -f /vxfs/file
# umount /vxfs
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5-25. LAB: Identifying CPU Bottlenecks

Directions

The following labs are designed to show the symiptorns of a CPU bolttleneck.

Lab1
1. Change directory to /home/h4262/cpu/labl

# cd /home/h4262/cpu/labl

(V)

Start the processes rmnning in the background.

# ./RUN

3. Start a glance session and answer the following questions.

What is the CPU utilization?

What are the nice values of the processes receiving the most CPU time?
Wht is the average nuimber of jobs in the CPU n queue?

4. Characterize the S lab processes that are nuning (proc1-8). Which awe CPU hogs?
Memory hogs? Disk /O hegs etc. Identifv processes that you think are in pairs.

5. Determine the impact of this load on user processes. Time how long it takes for the
short baseline to execute.

¥ timex /home/h4262/baseline/short &
How long did the program take to execute?

6. Compare your results to the baseline established in the lab exercise in module 1. step 5.

=1

End the CPU load by executing the KILLIT script.

# ./KILLIT
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Lab 2
1. Change directory to /home/h4262/cpu/lab2.

# cd /home/hd262/cpu/law?

19

Start the processes running in the background.

# ./RUN

3. In one terminal window, stait glance.

In a second terminal window run

# sar -u 5 200.

Answer the following questions:

What does glance reportfor CPU utilization?

What does sar report for CPU utilization?

What is the priority of the process receiving the most CPU time?
How much time is the process spending in the sigpause system call?
How is the process being context switched (forced or voluntary)?

4. Determine the impact of this load on user processes. Tiue how long it takes for the
short baseline to execute.

# timex /heme/h4262/baseline/short &
How long did the programtake to execute?
5. End the CPU load by ¢xecuting the KILLIT script.

# _/KILLIT
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Module 6 — Memory Management

Objectives
Upon completion of this module, you will be able to do the following:

e Describe how the HP-UX operating system performs memory management.
e Describe the main performance issues that involve memory management.

e Describe the UNLX buifer cache.

e Describe the sync process.

e Identify the symiptoms of a memory bottleneck.

e Identify global and process memory metrics.

e Useperformance tools to diagnose memory problems.

e Specify appropriiite coirections for memory bottlenecks.

e Describe the function of the serialize conunand.
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6-1. SLIDE: Memory Management

Memory Management

Virtual Memory

Student Notes

Memory management refersto the subsystem within the kemel tliat is responsible for
managing the main memory {also known as RAM) of the computer.

When managing mam memory, the kernel allocates memory pages (default sizc is 4 KB) to
processes as they need space. When niiin memory runs low on free space, the kernel will try
to free up sone pages in memory by copying those pages out to swap space on disk. The
swap space c:au be thought of as an exteusion of nain memory (like an overflow area) that is
used when main memory becomes full. Processes paged out to the swap area cannet be
referenced again until they awe paged back in to main memory.

The term virtnal memory refers to how much memory the kermel perceives as being
available for allocation Lo processes. When the kernel allocates space to a process, it must
track that page for the life of the process. Virtual memory includes main imemory and swap
space. as pages allocated to processes may be moved to swap space.

Example

In the slide. there are three different processes being tracked: a one-page process. a two-page
process, and a three-page process. The one-page process started in main memory :nd was
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subsequently paged to swap space. The two-page process is entirely resident in nun
memory. And the three-page process has been partially paged to swap space (two of thiee
pages are on sSwap).

From a virtual memory standpoint, the three processes are taking up six pages of menory:
three pages in main memory and three pages on swap.

The preceding example is pretty simaple. Reality is a little more complex. Processes actually
consist of two basic types of pages, text and data. The data pages have “write” capabilities
and thus their contents must be preserved when they are meved out of nmiemory (to swap
space). The text pages cannot be modified by the executing program. They are initially read
in from the file system. If the memory manager should waitt to release the space that a text
page is taking, it does not have to copy it out to swap, or even back to the file system.
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6-2. SLIDE: Memory Management — Paging

Memorf? 'Managerﬁént — Paging
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Student Notes

The vhand daemon is responsible for keeping a minimum amownt. of memory free on the
system at all times. The vhand daemon does this by monitoring free pages and trymg to
keep their nwuber above a threshold to ensure sufficient memory for efficient demand
paging.

The vhand daemon utilizes a "two-l:uided” clock algorithim as seen on the slide. The first.
hiud (also known as the “reference” hand or “age” h:md) clears reference bits on a group of
pages in an active part of memwory. If the bits are still clear by the time the second hand (afiso
known as the “free” hand or “steal” hand) reaches them, the pages :we paged out.

The kernel automatically keeps an appropriate distance between the hands, based on the
available paging bandwidth, the number of pages that need to be stolen, the nnmber of pages
already scheduled to be {teed, and the frequency in which vhand nms. In essence, the
distance between the h:uds determines how “aggressive” vhand is behaving. It behaves
more aggressively as the memory pressure increases.
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6-3. SLIDE: Paging and Process Deactivation

' Paging and Procefés Deactivation

Non-Kernel memory

Free Paging begins with
- LOTSFREE possibility of stabilization.

Mem

Pages Paging continues at maximum rate.
L~ DESFREE with no possibility of stabilization.
L MINFREE v

oNB il Proc_:ess deactivation
Paging Scanning Rate begins to occur.

Student Notes

The system uses a combination of paging :md deactivation to nemage the amount of free
memory. A minimum anount of free memory is needed to allow the demand paging system to
work properly.

No paging occurs umtil the [ree memory falls below a threshold call LOTSFREE. Upon falling
below LOTSFREE, paging will occur at a minimum level — becoming more aggressive as the
number of free pages decreases. If the demand for memory continues. then paging will
continue. [fowever, if the demand fer memory subsides, then there is a possibility that the
amount of free memory will stabilize below the LOTSFREE threshold.

If free memory falls below a second threshold call DESFREE. then there is no possibility of
stabilization (until free memory goes back above DESFREE) aud the paging rate becomes
much more aggressive compared to the initial paging rate.

Finally, if free memory falls below MINFREE. then process deactivation begins. Aprocess is
chosen by the kernel to be deactivated, and it is placed on the deactivation quene. Because
the process is deactivated (therefore its pages are not being referenced) vhand will be able
1o page all its pages {including the narea) ot to the swap partition. The process will be
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reactivated automatically once free memory rises above MINFREE. When a process is
reactivated. only the uarea is irunediately paged in. Other pages are faulted in as needed.

Below are the default formulae fer L&TSFREE, DESFREE, and MINFREE.

(NKM = Non-Kernel Memory)

<=32 MB >=32 MB, <=2GB >2 GB
[.LOTSFREE 1/80f NKM 1/16 of NKM 64MB
DESFREE 1/16 of NKM 1/64 of NKM 12 MB
MINFREE 1/2 of DESFREE 1/4 of DESFREE 5 MB
NOTE The values of LOTSFREE, DESFREE, amd MINFREE were made tunable

kernel parameters in HP-UX 11.00. Prior to the 11.00 release, these values
were fixed and could not be changed. It is reconuntended by HP. however,
that the parameters not be tuned manually.
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6—4. SLIDE: The Buffer Cache

- The Buffer Cache

» Pool of memory designed to retain the most commonly accessed files
from disk

* Used only for file system I/0O (not raw 1/0O)

« Size of buffer cache controlled by dbc min_ pct and dbc_max_pct

Buffer Cache R - e
Filesystem
//
|f| Process \I:I
File
Memory ..

Student Notes

The buffer cache exists to speed up file system I/O. The system tries to minimize disk access
by gomg to disk as infrequently as possible, because disk access is often a bottleneck on
most systeis. Therefore, the most recently- or comimonly-accessed files from dislk persist in
the portion of memory called the buffer cache.

It is calle¢l dynamic because the size of the buffer cache grows or shrinks dynamically,
depending on competing requests for system memory. Its minimum size is goveried by the
tunable parameter dbc _min_ pct, and it camnot grow larger than the size specified in

dbc max_pct. These two parameters are expressed as percentages of total physical
memory on the systei.

Let'ssay dbc min pct is set to 10, while dbc_max_pct is 50. This means that initially 10%
of physical memory is allocated to the buffer cache. As the system needs more space to
buffer files read in from disk, the buffer ¢ache will allocate more memory, :uid this will
continue until it occupies 50% of memory, its maximum size, Later, when the system requires
more memoty for anether use, say processes. the buffer cache could shrink an appropriate
amount, but will never be less than the 10% mininuun value. Therefore, a larger buffer cache
is able to hold more tiles and will minimize their access tune but will leave less memory
available for other uses.
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NOTE:

The buffer cache is dynanic in nature only when two other tunable

parameters, bufpages :wuid nbuf, are both set to their default values of 0.

Another example: if dbc_min pct annddbc max_pct are both set to the same value, say
20, the kernel will always use exactly that percentage of physical memory for the buffer

cache.
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6-5. SL-IDETh_é syncer Daemon

The syncer Daemon

« All entries stay in the buffer cache for a minimum of 30 seconds before
being flushed.

* The syncer daemon runs once every 6 seconds and flushes 20% of
the buffer cache to disk.

Buffer Cache 5% - ==

] Filesystem
m\m

syncer

Memory

Student Notes

For disk writes, data flows from the buffer cache to disk. How does it get to the buffer cache?
The kermel writes data {o it. The syncer processtiles care of flushing data in the buffer

cache to the files on the disk.

When a user edits a file, makes changes to that file, and saves the changes. those changes do
not go to disk right away. The kernel writes the data to the bulfer cache, and some Lime later
(within 60 seconds) the data finally arives at the disk. This time petiod is chosen as a
balance between ensuring that the file systemis fairly up-to-date in case of a crash and
efficiently performing disk I/O.

There are many applications that do not rely on the operating systent's built-in processes to
flush data to disk. but instead take over that operation themselves. In other words. they
create their own buffers and manage the finshing at appropriate intervals. A conunon
example is a database application that needs to guarantec the completion of a transaction

within a specified tune intervai. L
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6-6. SLIDE: IPC Memory Allocation

IPC Memory Allocation

# ipcs -mob
IPC status from /dev/kmem as of Sat Feb 14 06:53:27 1998

T iD KEY MODE OWNER GROUP NATTCRH SEGS2
Shared Memory:

m 5 0x06347849--rw-rw-rw- root root 0 77384
m 7 0x000c0568 --rw------- root root 2 131516

Shared Memory
Segment

Shared Memory
Segment

Memory

Student Notes

UNIX implements interprocess conunusiications using dif ferent mechanisiis. Three
mechanisms that require additional system memory are semaphores, shared memory, and
message queues.

e Semaphores are used to synchronize memory resources between conwpeting processes.

e Shared memory segments e resources capable of holdug (in memery) large amounts
of data that can be shared between processes.

e Message queunes hold strings of information (messages) that c:wn be transferred between
processes. Two types of processes that utilize message queues are networking and
database processes.

Shared memory provides a mechanism to reduce interprocess conmuuiiication costs
significantly. Two processes that are ready to share data, address the same portion of shared
memory into their addressable space. Changes made to the shared memory are seen
inunediately by all processes wuid do not require kernel services. So from a kernel
perspective. other than initially setting up the shared memouy. there is very low cost in using
shared 1aeinory.
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On theslide, eachprocess has a shared memory seginent that references one and the s:une
shared memory area.

The more processes that allocate shared memory segients, the higher the memory usage.
The shared memory segments in physical memory can be viewed with the ipcs -mob
command or areporting tool like glance. From time-to-titne, they might have to be cleaned
up or reinoved manually if an application terminates ungracefully. This is done by the
supcruser with the i pcrm command.

A worthwhile baseline measurement for a system administrator is to run the ipcs -mob
conmuand during a quiet period. It is also eye opening to repeat this conunand when the
systen is at its busiest.
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6-7. SLIDE: Memory Metrics to Monitor — Systemwide

Is vhand Acii:/ézﬁh'“"‘ﬁ lcam BF‘ by )”'&-‘-’ Ff/('\
- Pages scanned by vhand (SR) ehachve
- Pages freed by vhand (FR)
- Pages paged out

* |s swapper Active?

- Processes deactivated (SO)

- Amount of free memory relative to
- lotsfree
- desfree
- minfree

Size of dynamic buffer cache

Size of IPC Shared memory segments Ny L v
Ak cj@ééf«?((m

e | <
3 _3-’ aL {l}-\ Lk@-;‘s i k W\ c.{_b "\NL”I\CW (_LQ \C J
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Student Notes

The utilization of memory can be monitored in a number of different ways. There are multiple
tools and multiple metrics that monitor memory usage. The first metrics you want to look at
are those that will tell you whether vhand is active.

Pages Scanned by vhand

This is the number of pages the vhand process has scanned (i.e. dereferenced with the
reference hand) when looking for pages Lo free in memory. This telis yon thiit vhand is
actively scanning pages in an attempt to free them up. There is some memory pressur-e.

Pages Freed by vhand

This is the number of pages the vhand process has freed (i.e. the reference bit was still
dereferenced when the free hand looked at it). The ratio between pages scanned and pages
Sfreed indicates how successliil the vhand process is when looking fer memory pages to {ree.
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Amount of Paging

This indicates the level of disk activity to the swap partition. If a consistent amownt of paging
to swap space is occurring, then performance is imgpacted (most likely significantly).

Next, check to see if the swapper is active,

Process Deactivations

This indicates that processes are being deactivated, meaning free memory has fallen below
the MINFREE threshold. There is severe memory pressuue.

Amount of Free Memory

This indicates (he severity of the free memory situation. If free memory has fallen below
LOTSFREE. then we know some paging has taken place. vhand is active. Ifit is below
BESFREE, then the situation is more severe, and much more paging is occurring. vhand is
aggressively active. Finally, if free menory is below MINFREE, then a high level of paging
and process deactivation is occiuring. vhand and swapper :we both active. To determine
what the values are for lotsfiree, desfree, and minfree, use the following conunands:

# echo "lotsfree/D” | adb -k /stand/vmunix /dev/mem
# echo “desfree/D” | adb -k /stand/vmunix /dev/mem
# echo “minfree/D” | adb -k /stand/vmunix /dev/mem

The settings for these thiree values in the kernel will then be displayed in 4K pages. You can
then compare them to the current size of the free page list. These values will not change,
uuless you change (he size of Non-Kernel Memory. (Remember the formimutas shown earlier?)

Size of Dynamic Buffer Cache

This is the amount of memory being conswuned by the buffer cache. If memory is full and the
buffer cache is lu-ge, it will most likely cause paging, since the buffer cache typically shuinks
slower than the rate at which new memory is needed. Heavy disk /O demands niay prevent
the buffer cache from shrinking at all.

Size of IPC Shared Memory Segments

This is the amount of memory used for interprocess conuminications. Of special interest will
be the number :wd sizes of shared memory segments, as these can be quite large, especially if
graphical applications or a database m:uiagenient system is being used.
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6-8. SLIDE: Memory Metrics to Monitor — per Process

Memory Metrics to Monitor — per Process

Size of RSS/VSS

Size of text, data, and stack segments

Number of shared memory segments

Amount of time blocked on virtual memory

Student Notes

Individual processes vary greatly in tertns of the amount of memory they use. Metrics Lo
monitor memory utilization on a per-process basis include the following:

Size of RSS/VSS

The Resident Set Size (RSS) for a process is the portion of the process (in KB) that is
currently resident in physical memory. Since the entire process does not have to be resident
in memory in order to execute. this shows how much of the process is actuilly resident in
nmeinory.

The Virtual Set Size (VSS) for a process is the total size of the precess (in KB). This indicates
that ifthe entire process were to be loaded, this is how much memory the entire process
wotld consmne. Very rarely is the entire process resident in memory. If the entire process
were in memory, then the RSS value would be equal to the VSS value.

Size of Text, Data, and Stack Segments

These are the RSS and VSS sizes for the three main components of a process. Since every
process has a single text. data, and stack segient, these values should be monitored.
especially for large processes. The data segment is the most likely Lo be large.
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Each of these three segments has a maximum size to which they can grow — liniited by
tunable kernel parameters. They are maxtsiz, maxdsiz, and maxssiz for a 32-bit process.
They aremaxtsiz 64bit,maxdsiz 64bit, and maxssiz 64bit for a 64-bit process. If
a process tries to grow one of these segments beyond its maxinmumsize, then the process
terminates (:uid in some cases “core dunps”).

Number and Size of Shared Memory Segments

These are the shared memory segments to which a process is attached. The maximum size of
ashared memory segment is limited by the kernel parameter, shmmax. The number of
shared memory segiments a process can attach to is limmited by the kernel paraneter, shmseg.

Amount of Time Spent Blocked on Virtual Memory

This is the amount of time the process was prevented from executing because it was waiting
(or blocked) on a text or data page to be paged in.
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6-9. SLIDE: Memory Monitoring vmstat Output

Memory Monitoring vmstat Output

#=> vmstat -n S

VM
memory page fauite
avm free xe at pi po fr de sr in 8y cs
9140 3824 3 4 0 0 0 0 0 675 824 140
CPU
<pu procs
us sy id r b w
9 5 86 1 100 0
9017 3500 41 49 11 0 0 0 0 1257 2823 329
24 17 60 0 100 0
10292 2255 65 20 41 1] 0 0 0 1419 3795 481
67 24 9 S 102 0
10227 976 89 19 8s 0 0 0 (1} 1698 4771 641
67 33 0 7 103 0 . - ;
10958 400 81 12 91 f433 /25 0 ;194i 1791 5847 697
67 3 .3 8 110 0 ; i | :
10759 454 38 3 98 | 51 24 0 ; 268 . 1598 4313 598
62 20 18 6 111 0 t i
13448 404 27 0 65 74 39 0 282 1021 3178 354
32 45 S8 0 118 0 -

Student Notes

A useful conunand to view virtnal memory statistics is vimstat. The slide shows vmstat's
output being updated every 5 seconds.

When viewing vmstat's output. always keep an eye on the po (pages paged out) paramueter.
Ideally, you want this to be zero, indicating no paging out is occurring.

Statistics regarding the vhand algorithn the £r (pages freed per second) and sr (pages
scanned by the clock algorithm, per second) parameters show the actual behavior of vhand.

Output Headings
procs
r In run gueue
b Blocked for resources (IO, paging, and so on)
w Runnable or sheit sleeper (less than 20 seconds) but deactivated
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Active virtual pages (11 during the l:ist 20 seconds)
Size of free list page (in 4K pages)

Page reclayms per second

Address translation faults per second (page fauits)
Pages paged in per second

Pages paged out per second

Pages freed per second

Anticipated shoit termi memory shortfall

Pages scanned by algorithun per second

Non-clock device interiupts per second
System calls per second
CPU context switches per second

Percentage of tiine CPU spent in user mode
Percentage of time CPU spent in system mode
Percentage of time CPU is idle

si Processes reactivated per second
so Processes deactivated per second
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6-10. SLIDE: Memory Monitoring glance — Memory Report

i__
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La (Pu {fw

Lhtéwyl {

Memory Report

B38%2A Glancerlus 3.10.12

Memory Monitoring glance —

I
|

UNeRak € syda

17:33:59 e2403roc 9000/85%

Vo oo OOo & NWw

78.0mb
20.3mb

CPu uUril [ EF[W i
Disk Util [F]
tem Util [3 35]u FE i
Swap Util [T of & [
MEMORY REPORT
Event Curgent Cumulative Current Rate
____Page Faults 78 287 His
 Paging Requests 3 21 0.2
KB Paged In 52kb 33skb Sk .0
X8 Paged Qui Okb #kb 0.¢
Reactivaticna ! ¢ 0 0.8
Deactivationsa ] (t] 0 0%:0
KB Reactivated = Okb Okb 0.0
]H{: KB Deactivated  Okb Okb 0.0
6N
i WO Reads 3 3 0.2
VM Writes 0 aQ 0.0
Total VM : 78.9mb ,Bys Mam 10.6mb User dem:
Active VM: 23.4mb Buf Cache: 19:.1ab Free Mem:

Current Avg High
| 22% 29% 51%
| 1% 7% 13%
| 91% 91% 91%
| 25% 243 35%

Users= 19
High Rake
1399.3
12.0
189.3
0.0
0.0
0.0
0.0
0.C
2.0
0.0
Pays Mem: 128.0mb

Page 1 of 1

Student Notes

glance has extensive memory monitoring abilities. Like vmstat, it ¢an give paging
statistics, it addition to showing if :amy processes are being deactivated. Remember, this is an

udication of severe memory shortage.

There is other valuable inforination on this report, such as the statistics at the bottom
showing the ciurent Bynamnic Buffer Cache size, the current amount of Free Memory, and the

total Physical Memory in the systen.
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6-11. SLIDE: Memory Monitoring glance — Process List

Memory Monitoring glance —

Process List

P3692A GlancePlus B.10.12 14:52:27 e2403roc %000/856 Current Avg [igh
CPU Util [E__&[W W] | 228 29%  S51%
pisk oril (] | 1% 7% 13%
Mem Util[d s|U uls 2] | 91%  91%  91%
Swap Util [T O[F ’] | 25% 24% 35%
PROCESS LIST Userss 11

User CPU Util Cum Disk P Thd

Process Name PID PPID Pri Wame ( 100 max} CPU 10 Rate fRSS\ Cnet

netscape 16013 12988 154 sohrad 12.9/14.0 64.9 0 1
supsched 18 0 100 root 2.9/ 2.1 942.6 0 16xn! 1
low.srv 1219 1121 154 root 1.6/ 0.9 389.4 0 2.7mb; 1
glance 15726 15396 156 root 0.6/ 0.9 2.0 0 4.0mb] fl
statdaemon 3 0 128 root 0.6/ 0.7 302.1 0 16kb § Al
midzemon 1051 1050 50 root 0.4/ 0.4 201.4 O© 1.3mb 2
ttisr ? 0 -32 root 0.4/ 0.3 121.0 0 16kh | bl
dtterm 15559 15558 154 roc 0.4/ 0.4 1.6 0 6. 2mb} i
rep server 1098 1084 154 root 0.2/ 0.1 2347 0 2. 0mb; 1
cyncer 325 1 154 root 0.2/ 0.0 20-.2! &0 1.0mtf 51
xload 13569 13531 154 al 0.2/ 0.0 2.4 0 2.6mb 1

Pages1 of 13

Student Notes

The glance Process List report can be used to monitor process statistics, including how
nuch memory processes iwe currently consuning. The highlighted colunin, RSS (Resident
Set Size), shows memory being used on a per-process basis. Very simply put, this helps to
identify the "memory hogs” on the system.

For exanmple, the process called netscape has :im1 RSS of 14.7 MB, while statdaemon is
manimal. Other large processes include glance, xload. and dtterm What do all these
processes have in conunon? They are all GUI (graphical user interface) progr:uus ranning as
windows in a graphical window environment.

Moral: programs that open (heir aw1t windows are relatively memory-intensive and should be
nminiized. Users should be encouraged not to leave several windows open on their screens if
they do not have a continuing need for ther.

http://education.hp.com 6-19 H4262S C.00
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6-12. SLIDE: Memory Monitoring glance — Individual Process

CPU Util [5
Disk Util [F

Individual Process

Memory Monitoring glance

Mem wUtil [z -SfU

Swap 1Jtil [uU Ul k&

Resources PID: 28030, glance

B3692A GlancePlus €.03.70.00 15:52:03 r206c42 9000/800 Current Avg High
s ] | 15% 15% 15%
| as 0% 2%
e — 5] | 96% 96%  96%
R | 15%  15%  15%
PPID: 27993 euid: 0 User: toot

CPU Usage futil): 0.1 Log Reads : 1 Wait--Reazon™ ™~ T S RS
User/Nice/RT CPU: 0.1 Leg Wri .es: i'QI__TObal RSS/VSS 3.6mh/ S.Gmb_w,:?
System CPU 3 0.0 Phy Reads : s & Al 1]
Interrupt CPU 0.0 Phy Writes: 0 Faults Mem/Disk: 6/ 0
Cont Switch CPU : 0.0 FS Reads 0 Deactivations : o
Scheduler £ HPUX FS--Writes z ' --f_Forks & Vforks : 0
Priority = 154 VM Reads o §'ignals Recd : 0
Nice value : “1L0_ VM wrices : 0, Mesg Sent/Recd : o/ 0
Dispatches . 6 Sys Rewds + "0 other Leg RA/wt: 33/ 172
Forced CSwitch 0 Sys Writes: @ other Phy Rd/Wt: 0/ 0
VoluntaryCSwitch: 4 Raw Reads : 0 Proc Start Time
Running CPU % Raw Writes: 0 Tue Mar 16 15:49:14 2004
CPU Switches 4 0 Bytes Xfer: 0kb :

C - cum/interval toggle % - pct/absolute tcggle Page 1 of 1

Student Notes

The glance Individual Process report displays memory usage fer an individual process, and
the RSS and VSS sizes for the process.

Also displayed on a per-process basis, is the VM reads and VM writes being performied by the
process. This indicates how muich paging {ronvto the swap device the individual process is
performing. If perfermance is poor for an individual process, this is a good field to check.

H4262S C.00
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6-13. SLIDE: Memory Monitoring glance — System Tables

Memory Monitoring glance —

System Tables

B3692A GlancePlus C.03.70.00 15:58:40 r206c42 9000/800 Current Avg High
cPu Util [ S[H [ | 15%  15% 15%
Disk Util [F] | o% 0% 4
Mem Util [5 5[0 u[e el | 96% 96%  96%
Swap Otil [0 O[FR _H] | 15% 21% 45%
Users= 1
System Table Used High “\,
e e B, el et T AR = e s TR LD ey e R s e e -._:_:;_7_:.::.»-—--“"'-""- -
Inode Cache tninode} 2884 na 645 645
shared Memory ~12.5gb 11.1mb
Megssagé Buffers TTBOGkh na Okb 0kb
_~"Buffer Cache 314.4mb " na 314.4mb na
Buffer Cache Min 32.0mb
~QBuffer Cache Max 320.0mb .
DNLe-Cache -7
/  Model : 95000/800/R400-6X Phys MemOry :640.0mb Network Interfaces : 2
/| 0s Name : 8P-UX Nurber CPUs : 1 Number Swap Areas : 2
/ 0S Release: §.11.,11 Number Disks: 2 Avail volume Groups: 1
[ 0S Kernel Type: 64 bits Mem Region Max Page Size: 1024mb

\ pPage 2 ot 2

|
L Daechay

(UC&“’ i\ ua /\ PL*LCL; c(l.) /k’m{&,t }Lu L’J} C‘!r\Qs

Student Notes Cadp¢

The glance System Table report displays the size of keinel Lables in memory, and the
current utilization of theses lables. It is important not to sel the size of these tables (oo large.
as the lables are memory resident (and the bigger the table, the more memory it consuines).
Yet, it is even more important that enough resources be allocated so that the kernel does not
have to wait for a resource to become free (or even error out) when a particular resource is

reguested.

The Available cohmn displays the total size of the particular table. and the Used cohmun
shows how many entries within the table arc ciutently being used. In general, the Used value
should not be close to the Available value. If it is. then the keintel is close to running out of

that particular resource.

The High % cohmmn shows the high water mark tor the resource since glance has been

running.

Also of interest in this report are the buffer cache statistics, especially the Buffer Cache that

shows the current size of the buffer cache.

http://leducation.hp.com 6-21
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NOTE: There are two pages to this report. Shown here is the second page of this
report. More system tables are show on the first page.
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6-4. SLIDE: The

Buffer Cache

¢ Pool of memc
from disk

* Used only for:

- Size of buffer

The Buffer Cache

file system I/O (not raw |/O)

cache controlled by dbc_min_ pct and dbc_max_pct

y designed to retain the most commonly accessed files

Buffer Cache = e
Filesystem
" 4
2
I—fl Process \D
File
Memory sl

Student Notes

The buffer cache exi.sts
by going to disk as infr{

to speed up file system I/O. The system tries to nunimize disk access

reqnently as possible, because disk access is often a bottleneck on

most systems. Therefoie, the most recently- or commonly-accessed files from disk persist in

the portion of memory

It is called dynamice bed
depending on conipetin
tunable parameter dbc
dbc_max pct. Thes¢
memory on tie system.

Let'ssay dbc min_pc
of physical memory is ¢
buffer files read in fron
cont nue until it ocenpi
more memory for anotl
ameunt. but will never
is able to hold more fild

avarlable for other uses)

http:/ieducation.hp.com

ralled the baffer cache.

ause Llie size of the buffer cache grows or shrinks dynamically,
g requests for system memory. lts minimumsize is govermed by the
min_ pct, and it c;umot grow larger than the size specified in
two parameters are expressed as percentages of total physical

 is set to 10, while dbc_max_pct is 50. This means that initially 10%
llocated to the buffer cache. As the system needs more space to

disk, the buffer cache will allocate more memory. and this will

ps 50% of memory, its maxiinuun size. Later, when the system requires
or use, say processes, the buffer cache could shiink an appropriate
be less than the 10% minimun value. Therefore, a larger buffer cache
s and will minimize their access time but will leave less memory

6-7 H4262S C.00
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The buffer cache is dynamic in nature only when two othé

NOTE:
parameters, bufpages and nbuf, are both set to their de

I tunable
Fanlt values of 0.

Another example: if dbe_min pct «@nd dbc_max_pct are both set to t.lJle same value, say

20, the kentel will always use exactly that percentage of physical memor;
cache.

.
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Module 6
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6-5. SLIDE: The syncer Daemon

The syncaer Daemon

« All entries slay in the buffer cache for a minimum of 30 seconds before
being flushed.

* The syncet daemon runs once every 8 seconds and flushes 20% of
the buffer carche to disk.

uffer Cache g -
Filesystem
mm
File
synTer
el 4 o o
Memory

Student Notes

For disk writes, data flows from tlre buffer cache to disk. How does it get to the buffer cache?
The kernel writes dat: to it. The syncer process takes care of flushing data in the buffer
cache to the files on tlje cisk.

When a user edits a fil

, matkes changes to that file, and saves the changes, those changes do
not go to disk right awpy. The kernel writes the data to the buffer cache, and some time later
(within 60 seconds) thp data finally arrives at the disk. This time period is chosen as a
balance between ensnfing that the file system is fairly np-to-date in case of a crash and
efficiently perforining Hisk VO.

There are many applicfitions that do not rely on the operating system's built-in processes to
fInsh data to disk. but nstead take over that operation themselves. In other words. they
create their own buffefs and manage the flushing at appropriate intervaks. A conwuon
example is a database hpplication that needs Lo guarantee the completion of a transaction
within a specified tinie|interval,

L_ s
S wnte e F JL Au b }c (ac[xﬂ ‘( prre—=
. u ) r
S\ hpat pal AN fd <‘—‘ Ca ff L‘/ Phyicl T
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6—6. SLIDE: IPC Memory Allocation

= 2 4 2 110CAatlC Qg
# ipcs -mob
IPC status from /dev/kmem as of Sat Peb 14 06:53:27 1998
el ID KEY MODE OWNER GROUP NATTCH SEGS2
Shared Memory:
m S 0x06347849--rw-Tw-rw- root root o 77884
m 7 0x000c0568 --Tw--cu--- root root 2 131516
[
Shared Memory
Segment
e Shared Memory
-
Segment
Memory
: T i
S
Student Notes
UNIX implements interprocess conununications usmg different mechzuliims. Three
mechanisms that require additional system memory are semaphores, shared memory, and

message guetes.

[ ]

¢ Shared memory segiments are resources capable of holding (in imen
of data that can be shared between processes.

o Message queues hold strings ol information (messages) that can be

Semaphores are uised to synchronize memory resources between competing processes.

ory) large amounts

transferred between

processes. Two types of processes that utilize message queues are nétwerking and

database processes.

Shared memory provides a mechanism to reduce interprocess conmunig

significantly. Two processes that are ready to share data, address the snI

memory into their addressable space. Chimges made to the shared men
inunecliately by all processes and do not require kernel services. So fronj

Fation costs

ie portion of shared
Iy are seen

a kernel

perspective. other than initially setting up the shared inemory, there is v@1y low cost in using

shared memory.

H4262S C.00 6-10
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On the slide, each priicess has a shared memory segment that references one and the same

shared memory area.

The more processes
The shared memory
command or a report
up or removed manu
supcruscr with the ipce

rm command.

j‘tat allocate shared memory segments, the higher the memory usage.
egments in physical memoty can be viewed with the ipcs -mob

ng tool like glance. From time-to-time, they might have to be cleaned
ly if an application terminates ungracefully. This is done by the

A worthwhile baselink measurement for a system administrator is to rtm the ipes -mob
comum:ind during a quiet period. It is also eye opening to repeat this conuuand when the

systen is at its busie
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6-7. SLIDE: Memory Metrics to Monitor — Systemwj

s vhand Active? — Scam £FC ben plo peg)
_ Pages scanned by vhand (SR) £ ¢ e
- Pages freed by vhand (FR)

- Pages paged out

Is swapper Active?

- Processes deactivated (SO)

- Amount of free memory relative to
- lotsfree
- desfree
- minfree

Size of dynamic buffer cache
Size of IPC Shared memory segments

. —— "(' \.
Sh T} G (_Lj. b -tki;\ ack \\rﬂl\‘? MM C’L i C j ;
umot

wra 4 7:1‘(@'5

Student Notes

The utilization of memory can be monitored in a number of different ways. There are multiple
tools and multiple metrics that monitor memory usage. The first metricsjyon want to look at

are those that will tell you whether vhand is active.

Pages Scanned by vhand

reference hand) when looking for pages to free in memery. This tells yo

that vhand is
181V pressuse.

This is (e nuniber of pages the vhand process has scanned (i.e. (ierefer{wed with the

actively scaining pages in an attempt to free them up. There is some e

Pages Freed by vhand

dereferenced when the free haud looked at it). The ratio between pages scanrned and pages

This is the munber of pages the vhand process has freed (i.e. the ref‘ere}::e bit was still

JSreed indicates how successful the vhand process is when looking for

emory pages to free.

H4262S C.00 6-12 http://leducation.hp.com
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Amount of Paging
This indicates the level of disk activity to the swap partition. If a consistent amount of paging
to swap space is occturing, then perfermance is impacted (most likely significantly).

Next, check to see if the swapper is active.

Process Deactivations

"This indicates that pocesses are being deactivated, meaning free memory has fallen below
the MINFREE threshiold. There is severe memory pressune.

Amount of Free

This indicates the severity of the free memory situation. If free memory has fallen below
LOTSFREE, then welknow some paging has taken place. vhand is active. If it is below
DESFREE, tlten the gituation is more severe, and much more paging is occurring. vhand is
aggressively active. Finally, if free memory is below MINFREE, then a high level of paging
and process deactivdtion is occning. vhand and swapper are both active. To deterimine
what the values are fpr lotsfree, desfree, and minfree, nse the following comnu:uds:

# echo “lots
# echo “desf
# echo “minf

ree/D” | adb -k /stand/vmunix /dev/mem
ee/D” | adb -k /stand/vmunix /dev/mem
ee/D” | adb -k /stand/vmunix /dev/mem

The setlings for thes¢ three values in the kernel will then be displayed in 4K pages. Yon can
then compare them th the current size of the frce page list. These values will not change,
unless you change the size of Non-Keimel Memory. (Remember the formulas shown earlier?)

Size of Dynamic Buffer Cache

This is the amount ofl memory being consitued by the buffer cache. If memory is full and the
buffer cache is large,|it will most likely cause paging, since the buffer cache typically shiinks
slower than the rate it which new memory is needed. Heavy disk VO demands may prevent

the buffer cache from shrinking at all.

Size of IPC Shar

This is the amount offmemory sed for interprocess conununications. Of special interest will
be the number and sikes of sh:ued memory segiments. as these can be quite large, especially if
graphical applicationp or a database management systentis being used.

Memory Segments

http:/feducation.hp.cam 6-13 H4262S C.00
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6-8. SLIDE: Memory Metrics to Monitor — per Process

ilaveni

Memory Metrics to Monitor — per Process

Size of RSS/VSS

Size of text, data, and stack segments
* Number of shared memory segments

« Amount of time blocked on virtual memory

Student Notes

Individual processes vary greatly in tenus of the amount of memony they use. Metrics to
moutitor meruery utilization on a per-process basis include the following:

Size of RSS/VSS

The Resident Set Size (RSS) {or a process is the pottion of the process (in KB) that is
currently resident in physical memery. Since the entire process does not hiave to be resident
in memory in order 1o execute, this shows how much of the process is actfially resident in
memory.

The Virtual Set Size (VSS) for a process is the total size of the process (in KB). This indicates
that {f the entire process were to be loaded, this is how much memory the|entire process
would conswumne. Very rarely is the entire process resident it memory. If the entire process
were in memory. then the RSS value would be equal (o the VSS value.

Size of Text, Data, and Stack Segments

These are the RSS and VSS sizes for the three nuin commponents of a procéss. Since every
process has a single text. data, and stack segment. these valies shonld be jmonitored,
especially for large processes. The data segiment is the most likely to be [{rge.

H4262S C.00 6-14 http://leducation.hp.com
© 2004 Hewilett-Packard Development Company, L.P.




Module 6
Memory Management

Each of these three segments has a maximun size to which they can grow — limited by
tunable kemnel paranieters. They aremaxtsiz, maxdsiz, and maxssiz for a 32-bit process.
They aremaxtsiz §4bit,maxdsiz 64bit,and maxssiz_64bit for a 64-bit process. If
aprocess triesto g one of these segments beyond its maximuwunsize, then the process
terminates (and in sdme cases “core dumps”).

Number and Size lof Shared Memory Segments

These are the sharedimeniory segments to which a process is attached. The maximum size of
a shared memory segment is limited by the keinel parameter, shmmax. The number of

shared memory segnients a process can attach te is limited by the kernel parameter, shmseg.

Amount of Time $Spent Blocked on Virtual Memory

This is the ameunt efitime the process was prevented from executing because it was waiting
(er blocked) en a text or data page to be paged in.

http://education.hp.com 6-15 H4262S C.00
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6-9. SLIDE: Memory Monitoring vmstat Output

#=> vmstat -n S

v

memory
avm free
9140 3824

CPU
cpu

us sy id £

9 S5 86 1
9017 3500

24 17 60 0
10292 2255

67 24 9 S
10227 976

67 33 0 ?
10958 400

67 31 3 8
10759 454

62 20 18 6
13448 404

32 1S 83 0

procs

100
41
100
65
102
8s
103
81
110
33
111
21
118

4

[
OCOowONOVOO DO VO ¥

11

41

85

91

98

65

ata 9 W
page
po fr de ar in
0 0 0 0 675
0 (i} 0 0 1257
(i} (i} (i} 0 1419
(i} 0 0 0 1698
‘48 : 726 o /194t 1791
51 ‘ 24 0 268 1598
74

39 0 282 1021

fau
5
82

282

477

584

431

317

@

Iits
y [oF]
3 140
329
5 481
L 641
i 697
] 598
; 354

Student Notes

A useful conumand to view virtual memory statistics is vimstat. The slide

output being updated every 5 seconds.

shows vmstat's

When viewing vmstat's output. always keep an eye on the po (pages pz\e;ed out) puaameter.

{deally, you want this to e zero, indicating no paging out is occuriing.

Statisticsregarding the vhand algorithim, the £r (pages {reed per second
scanned by the clock algorithin, per second) paraneters show the actual

Output Headings

procs

r In run queue

b Blocikked for resources (I/O, paging, and so on)

w Runnable or short sleeper (less than 20 seconds) but dead
H4262S C.00 6-16
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memory
avm Activé virtual pages (run during the last 20 secends)
free Size of free list page (in 4K pages)
re Page declaims per secend
at Address translatien faults per secend (page fauits)
pi Pages|paged in per secend
po Pages|paged eut per secend
fr Pages|freed per secend
defacto Anticipated shert term memory sheitfall
sr Pages|scanned by algerithin per secend
lfaules
in Nen-cleck device interrupts per secend
sy System calls per secend
cs CPU dentext switches per secend
CPU
us Percentage of time CPU spent in user mede
sy Percehtage of time CPU spent in systemmede
id Perceiitage of tme CPU is idie

with -S option

si Precesses reactivated per secend
so Precesses deactivated per secend
http://education.hp.cgm 6-17
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6-10. SLIDE: Memory Monitoring glance — Memory Report

o

g

Lnim/c (

Va (I_Du ?Jw

- L L] L] 11 O - = CU
: 0 at=]ele
B3692A GlancePlus B.10.12 17:33:59 e2403roc 9000/854 Current Avg High
cPU Ucil [ S[W W] | 22% 3% S1%
pisk Otil [E] | 1% 7% 13%
Mem Util [5 s[U ule 2] | 91% 1% 91%
Swap Util [0 [ R 7] | 25% 24 % 35%
MEMORY REPORT Usefs= 19
Event Current Cumulative Current Rate Cum Rate High Ratp
. Page Faults 78 287 " 24,3 139.3
‘Pasing Requests 3 21 0.2 i 12.0
KB Paged In 52kb 336kb 5.0 28.4 189.3
KB Paged Out Okb Okb 0.0 0.0 0.0
Reactivations 0 0 0.¢ 0.0 0.0
Deactivations 0 "] 0.0 0.0 0.0
KB Reactivated Okb Okb 0.0 0.0 0.0
R KB Deactivated - Okxb Okb 0.0 0.0 0.0
¥ ”"A
G W v Reads 3 6 0.2 0.5 2.0
mwrites 0 0.0 a.0 0.0
Total VM : 78.Smb . fys Mem : 10.6mb Vser Mem: 78.0mb Phys Hem:| 128.0mb
Active VM: 23.4mb / Buf Cache: 19.1lmh Free Mem: 20.3mb
{ Page 1 of 1
L 0 £ i =
NG ‘-v(,\\x‘\_ & '\'"j"\ AW
Student Notes

glance has extensive memory menitoring abilities. Like vmstat, it can
statistics, in addition te showing if any processes are being deactivated.
indicatien of severe memory sheitage.

There is other valuable information on this repert, such as the statistics a

ve paging
member. this isan

the bottom

shewing the current Dynamic Buffer Cache size, the cunrent amount of Frge Memory. and the

total Physical Meery in the system.
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6-11. SLIDE: Memory Monitoring glance — Process List

B36%2A Glamnce?lus B.10.12 14:52:27 e2403roc %000/856 Current Avg High
cpy  Dril [§ F[W i | 228 29%  s1%
pisk Dtil [¥] | A% 7%  13%
Mem Util [k &[0 Ul B] | 91% 91%  91%
Swap Util [f__ U[R [H | 25% 24% 35%
PROCESS LIST 11

Dser CPD Dtil Cums Disk Thd

Process Name  PID peID Pri Name ( 100 max) CPD IO Rate Cnt
__________ e . T ot L e
netscape 16013 12988 154 sohrab 12.5/14.0 64.9 0.0/ 0.6 1
supsched 18 ¢ 100 root 259 20l 942.6 0.0/ 0.0 1l
1mx.srv 1219 1121 154 root 1.8/ 0.9 38%.4 0.5/ 0.D i} : 1
glance 15726 15396 156 root 0.6/ ¢.9 2.0 0.0/ 0.2 | 4.0mw: 1
statdaemon 3 ¢ 128 root 0.6/ 0.7 302.1 0.0/ 0.0 i 16kb! 1
midaemon 1051 1056 50 root 0.4/ 0.4 201.4 0.0/ 0.0 : 1.3mb: 2
ttisr 7 0 -32 root 0.4/ 0.3 121.0 0.0/ 0.0 : 1l6kk: 1
dtterm 15559 15558 154 roc 0.4/ 0.4 1.6 0.0/ 0.0 } 6.2mb’ 1
rep server 1098 1084 154 root 0.2/ 0.1 23.7 0.0/ 0.0 : 2.0mbi 1
syncer 325 1 154 root 0.2/ 0.0 26.2 0.1/ 0.0 1.0my 1
zlead 13569 13531 15¢ al 0.2/ 0.9 2.4 0.0/ 0.0 2.6mb 1
Page’l ef 13

Student Notes

The glance Preces
much memery prec
Set Size), shews m
identify the "memer

s List repert can be used te mwoniter precess statistics, including hew
sses are currently censuining. The highlighted celunu, RSS (Resident

juory being used en a per-precess basis. Very suuply put, this helps te

"hegs" en the system.

Fer exasuple, the précess called netscape has ant RSS of 14.7 MB, while statdaemon is

mivingal. Other kagé
precesses have in cq

precesses include glance, xload, and dtterm, What de all these
nunen? They are all GUI (graphical user interface) pregrains ruiming as

windows in a graphifal windew envirenment.

Meral: pregrains thal epen their ewn windews are relatively memery-intensive and sheuld be

minimized. Users sh
they de net have a ¢

http://ieducation.hp.c

buld be enceuraged net te leave several windews epen en their screens if
mtinumg need for then.
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6-12. SLIDE: Memory Monitoring glance — Individual Process

B3692A GlancePlus C.03.70.00 15:52:03 r206c42 9000/8¢0 Current ZXvg High
CPU Util N _H | 15% 5%  15%
Disk Util [F] | ‘18 Jos 2%
Mem Util [5 o]U ] uln B] | 96% dsx 6%
Swap Util [0 O[R R | 158  #5% 15%

CPU Usage f{util): 0.1 Log Reads :
User/Nice/RT CPU: 0.1 Log Writes:
System CPU ¥ 0.0 Phy Reads :
Interrupt CPU 3 0.0 Phy Writes: 0 Faults Mem/Disk: &/ Q
Cont Switch CPY : 0.0 PS Reads : 0 Deactivations : 0
Scheduler x UPUX ES--Writeg v - .8 Forks & vforks - Q9
Priovity * #51 UM Reads : 0 Signals Recd 3 0
Nice Value . “1Q, VM Writes : 0 _Mé€sg Semt/Recd : 0/ 0
Dispatches : 6 SYS Weads—¥~""""7 0 Other Log Rd/wWt: 38/ 172
Foreed CSwitch 0 Sys writes: 0 Other Phy Rd/Wt: a/ ]
VoluntaryCSwitch: 4 Raw Reads : 0 Proc Start Time
Running CPU % 0 kaw Writes: 0 Tue Mar 16 15:49:14 20034
CBD Switches 2 0 Bytes Rfer: (2.9 H

C - cum/interval toggle % - DPct/absolute toggle Page 1 of 1

Student Notes

The glance Individual Process report displays memory usage for an individual process, and
the RSS and VSS sizes for the process.

Also displayed on a per-proceess basis, is the VM reads and VM writes being performed by the
process. This indicates how much paging fronvto the swap device the individual process is
perforiing. If performance is poor for an individual process, this is a goodifield to check.
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6-13. SLIDE:

emory Monitoring glance — System Tables

System Table

Inode Cache
Sbared Memor]
MesoagE Butt]
_~"Buffer Cache
: Buttfer Cache
"~ Buffer Cachel
BVLCG-Cache 3

B3692A GlanckPlus C.03.70.00 15:58:40 r206c42 9000/800 Current Avg #igh
cpu Util [§_ 5[W T | 158 15%  15%
Disk Util [H] | ox 0% 4%
Mem Util [§ &TuU Lk B | 96% %64 6%
Swap Util |[I] U[R R | 1s%  21%  45%

SYSTEM TABLES REPORT Users= 1

TS 0kb
na
Min
Max

Student Notes

The glance System
current utilization of
as the tables are me1
Yet, it is even more i
have to wait for a res
requested.

The Available COhlmi:

shows how nuuy en
should not be close !
that particular resou

The High % colunn &
rmuing.

Also of interest in thi
shows the current sii

http://education.hp.com

' Model : B000/800/A400-6X Phys Memory :640.0mb Network Interfaces : 2
/ OS5 Name HP-Ux Number CPUg : 1 Number Swa® Areas 2
08 Release: §.11.11 Number Bisks: 2 Avail Volume Groups: 1
OS Kexpal Type: 64 bits Mem Region Max Page Size: 1024mb
Page 2 of 2
[ i > () ) (”J - { ) ) ]l ’[\ Qc
D\.‘l QC\M{ (_ch\.,l TPJLm '5,‘-" (’LilJ(LJ AL i(k-l’l" it ﬁﬂ LIt an X
\ [
sl

oT/L

Table report displays the size of keinel tables in memory, and the
theses tables. It is important not. to set the size of ihese tables too l:uge,
10y resident (and the bigger the table, the more menmory it consuntes).
nportant that enough resources be allocated so that the keimel does not.
ource to becone free {(or even error out) when a particnlar resource is

displays the total size of the particular table, and the Used colunm

ries witliin the table are currently being used. In general, the Used value
b the Available value. If it is, then the kernel is close to rnmnning out of
‘ce.

hows the high water mark for the resotrce since glance has been

s repoirt are the buffer cache staiistics, especially the Buffer Cache that
e of the buffer cache.

6-21 H4262S C.00
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NOTE: There are two pages to this repoit. Shown here is the second page of this
report. More systetu tables are shown on the furst page.
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6-14. SLIDE: Tuning a Memory-Bound System — Hardware
Solutions

uning a IVlemory-Bound Syste

{ardware Solutions

* Add more physical memory

« Reduce usdge of X-terminals

Student Notes

An obvious hardwarg solution to a memory bottlencck is to add more physical memony.

While this solution rdquires an outlay of moncey, it may pay fer itself quickly by saving the
system administrator hours of tune looking for ways to reduce memory consumption.

If adding more memdry is not an option, then a second hardware suggestion is to look at the
use of X ternminals o1f the system. An X terminal typically consmnes a large portion of
memory. X terminals{ will take up 34 MB of memory for {{ght application usage, and as much
as 1020+ MB for heagy application usage.

These figures do not fake into account any additional RAM that the systeim will use for
window managers eijany other X-related overhead.

http:/feducation.hp.cém 6-23 H4262S C.00
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6-15. SLIDE: Tuning a Memory-Bound System — Software
Solutions

* Lookfor unnecessary processes
- Extra windows
- Screen Savers
- Long strings of child processes

» Reduce dbc_max_pct (max size of dynamic buffer cache).

Identify programs with memory leaks.

Check for unreferenced shared memory segments.

= Use serialize command to reduce process thrashing.
Use PRM to prioritize memory allocation.

Student Notes

Quite often. users will run X-windows type programs to enltance the look of their desktop.
Exanples include an X-eyes prograin, a bouncing ball program, or fancy sqreen savers. All of
these graphical prograis constune systein resources, including meniory.

The biggest consuiner of inemory will inost likely be the buffer cache. Wejsaw earlier that if
the buffer cache is dynaiic, it will grow to ils maxinun size, as long as igmory is available.
The probleim with this is when a process needs additional imemory, and lhI free memory is

below LOTSFREE, then the buffer cache is slow to shrink (if at all'), causihg paging to occur
aimmong the processes. To prevent this situation, the tunable par:unveter dbd max_pct should
be tuned to linit the maxinmun size in which the buffer cache ¢:n grow. A fecorunendation

for dbc_max pctis 25 or less.

Programs with imeimory leaks will allocate imemory and then stop using — without returning it
to the systein for use elsewhere. These programs imay require you to shut ghem down
periodically, to release tlie ineimory. They 1nay even require you to rebootjthe systein
occasionally to reclaim the memery. There are amunber of third party todls that witl help
you locate meimory leaks in applications - such as Purify.

H4262S C.00 6-24 http;//education.hp.com
© 2004 Hewlett-Packard Development Company, L.P, PI




Unreferenced shiwre

Module 6
Memory Management

and then forgets to deallocate it when the application exits. Here is a possible procedure for

locating abandoned

}mcmmy segimenls can also be a problem. An application sets one up

ared memory segments:

First, look for any shiwed inemory segments that have no processes attached to them.

# ipcs -ma

Note which st
column. e 4
write down t}

in the NATTCH
Otherwise,

lared memory segments have a “0”
hey are owned by “root”, let them stay.
leir ID numbers and their CPID numbers.

Second, one at a timg, find out whether the creating process still exists.

# ps -el | gi

If it does. it's probabl
abandoned.

Finally, remove the spgment.

——

,
# ipcrm -m

rep <CPID numberx

y just a quiescent segment, But il not, the segient is probably

A
g

2

Jmen i‘)vw {- PC- im

Qo

ID number:s |

The serialize commahd will be discussed later in this chapter.

You may wish to use

e —

http:lleducation.hp.cbm

PRM to control your memory resow ce and its allocation.

_SER |

1

/ ™
.
i
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6-16: SLIDE: PA-RISC Access Control

PA-RISC Access Control

Control Register

resident
Access ID
keys
AccessID
keys stored

inthe kemel tahlps

Student Notes

Since we are discussing systemi memory and performance there is one othir topic that we
should think about. hardware based meiory page access control.

The processor architecture has several features related to assiuing that a grocess thread can
not access areas of physical memory that are not part of its process space.| An in depth

discussion of page access control is presented in the IIP-UX training coursg; "Inside HP-UX",
course number H5081S and we won'l allempt to recreate it here.

There is one particular aspect of this hardware featwre that we will spend $ome time with in
discussion though. and that is "Protection ID's".

Every discrete region of virtual memory assigned to a process (text space, private data space,
shared memory space, shared library data space, etc) is assigned a unique [D "key", called an
Access Key. Any process attenpting to access that memory space must hgve a copy of a
matching ID "key", called a Protection Key. To speed things up, Iie most flequently or likely
usced Protection Keys are kept in processor registers. (These registers ave part of a process
thread’s "context” and are preserved across switches and interrupts.) The hardware performs
the Protection check us part of the actual memory access instructiolr

H4262S C.00 6-26 httpi//education.hp.com
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Now here is the catch. there is only room in the control registers for a limited number of
frequently used Protéction Keys. The rest are stored in kernel space in memory management
tables, which are accessed when a protection ID fanlt ocewrs. The fault handler will search
for and find these oiljer "keys” when they are needed but at the cost of CPU cycles!

To better understand the dynamies of this process consider the fellowing analogy:

The Key Ring

I have many keys to fhany locks around my home and office. It is not practical to carry all of
my keys around witljme all the time due to their bulk and weight. To solve this problem1
have two key rings. Pne is small and has only those keys that Ineed on a daily basis, my car
key, house key, desklkey, and garage key. The other key ring is large and bulky w-ith dozens
of other miscellaneofis keys: iy workshop. tool boxes, garden shed, lawnmower (wish 1
could loose thatone}), boat ignition, etc...

This method is a blegsing and a curse. When I need to start the car or unlock the front door
the key I need is readily available in my pocket and I can quickly gain access. When | actu:ailly
have tine to go fishigg, it is always a hassle to go find my utility key ring and remember to
take the boat key wifh me. (Once 1actually hauled the boat all the way to the lake, several
miles away from my fiome, only to realize that I had not remembered the boat key!).

To somewhat address this problem I now move the boat key to my everyday key ring during
the sunimer months [replacing the snow-blower key) and reverse the procedure in the fall.

The HP-UX kernel pdrfornus a similar process, every time a protection ID fault occurs. The
fault handler moves (he key it had to search for to the register context of the thread
(replacing the least 1ecently used key).

PA-RISC L.x husroom [or4 keys in the register context while PA-RISC 2.X has room for 8
keys. IA-64 has room for at least 16 keys. Depending on how frequently a process moves
from one memory region to another the number of protection ID faults will vary. With the
larger nmunber of Prdiection Registers in the later processors, Protection Register thrashing
has become mwuch lefs a problem than it hixs been in the past.

1t should also be notgd that shared library regions on 11.x were modified to use a type of
"skeleton" key. i.e., alkey that always maltches so that attempted access to them will never
result in a protectionf 1D fault.
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6-17. SLIDE: The serialize Command

The serialize Command
Kernel
OS Tables
Proc K Pc L
S -
500MB of Each process:
Available CPU bound
Memory Lgrge (400 M'E )‘
Timeshare prigrity
Memory
Student Notes

experiencing memory pressures. The serialize conunand will allow thepe big processes to
run one after another, instead of running all at the same time. By rnimning the processes
sequentially, rather thaw in parallel, the CPU can spend more lime executiljg the process code
(i.e. user mode) and less time managing the competing processes (i.e. kernel mode).

The serialize (1) commuurd can help if i system has a nnmber of lurg‘} processes and is

Thrashing

On systems with very demunding menory needs (for example, systems that rmn many large
processes), the paging diemens can become so busy moving pages in and put that the system
spends too much time paging and not enough time running processcs.

When this happens, system perfermance degrades rapidly, semetimes to such @t degree that
nothing seems to be happening. At this point, the system is said to be thrashing. meaning it
is doing more overhead work than prodnctive work.
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Ielps Reduce Thrashing

via the serialize comunand will run serially with other processes
r. The serialize conunand addresses the problem caused when a
ses all try to make forward progress at once, which results in degrading

thronghpnt. Inn such @

pages stolen when aJI

large processes one :
system memory.

case, each process constantly faults in its working set, only to have the
ther process starts riuming, By using the serialize conurniind to i
a tine, the system can make morc efficient use of the CPU, as well as

Let's look at the exanaple on the slide. We have a system with 500MB of available niemory.

We are trying to exec
requirements (400MB

The fust process (1) ¢
of its tinweslice (typic
pages in a large numnl
1001us later process .
and pushing the othel

The system spends s

iite four processes. Each process is CPU bowud, has large memory
), and has a timeshare ptiority level.

xecutes. Asit executes, it.s pages are faulted into memory. At the end
dly 100n1s), it is switched out zund process J is started. As it executes, it
er of pages — forcing the pages belonging to process I to be paged out.
is switched out and process K starts up, pulling its pages into memory
" process’s pages otit.

much tune pulling pages in and pushing pages out, that it literally has

no time left to perforin any useful work. The culprit here is the tnueslice. OK, we could

simply disable timesli
be overkill - more thi
causing the thrashing
do that, each process
by a stronger priority
Thus more real work

Inn 10.20, the kernel w,

cing altogether via the tunable parameter (timeslice). But that may
in we want to do. After all, it's just these four processes that are

A better solution would be to “serializc” these processes. when you
executes until it either voluntarily gives up the CPU or it is preempted
process — which will happen much less frequently than the timeslice!

will get done and much less paging will be needed.

1s given the authority to serialize processes automatically, if it detect.s

that memory thrashing is taking place and it can identify which processes are responsible for

the thrashing.

http:/leducation.hp.com
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6-18. LAB: Memory Leaks

There are several performance issues related to memory management, memory leaks, and
swapping/paging, protection D thrashing.... Let's investigate a few of themi.

1. Change directories to /home/h4262/memory/leak:

# cd /home/h4262/memory/leak

Memory leaks occur when a process requests memory (typically tuwough the
malloc {}or shmget{} calls) but doesn't free the memory once it finishes usingit. The
five processes in this directory all have memory leaks to different degrges.

2. Before starting the background processes, look up the current value [(L' maxdsiz using
the kmtune command on 11i vl and the kctune conunand on 11i v2.

On the rp2130: el Lot

# kmtune -1g maxdsiz

On the rx2600:

# kctune -avq maxdsizk \3%\@\(&&\\

The default maxdsiz on 11i v2 is 1 GB. This will make procl very slow in reaching its
limits. You can change maxdsiz to a more reasonable nuber for this lab exercise by:

# kctune maxdsiz=0x10000000
WARNING: The automatic 'backup' configuration currently fentains the
configuration that was in use before the last rgboot of this
system.
==> Do you wish to update it to contain the current|configuration
before making the requested change? n

NOTE : The backup will not be updated.
* The requested changes have been applizd to the furrenlly
running system.

Tunakele value UDUxpression Chanecs
maxdsiz (belore) 1073741824 Betault lmmed
{now) 0x10000000 0x10000000

Also take some vmstat reading to satisfy yourself that the system is ot under memory
pressure. llow much free menery do you have?

# vmstat 2 2
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3. Use the RUN scripjt to start the background processes:
# ./RUN

4. @pen another winjdow. Start glance. Sort the processes by CPU utilization (should be
the default), and finswer the following questions — fairly quickly, before the memory
leaks get too large.

. VE
e What is the cyirent amount of free memory? \ 3\("
e What is the sike of the buffer cache? '\
e Isthere anyphging to the swap space? )
e How much swap space is currently reserved?
e  Which process has the largest Resident Set Size (RSS)?
e What is the dijta segiment size of the process with the l:irgest RSS?

5. After a several minutes, the procl process should reach its maxinuun data size. [f your
maxdsiz is set td 1 GB, this could take a while. Please be patient. Observe the behavior
of the system whén this occurs.

e  What happeng when the process reaches its nmaximuru datasize?
e Why does disl utilization becoie so high at this point?
6. Asthe other procgsses grow towards their mximum data segient size, cont’une to
monitor the following:
e Free memory
e Swap space rdserved
e The size of thé processes' data segments
e TheRSS of the processes
e The number of page-outs/page-ins (o the swap space
http://education.hp.com 6-31 H4262S C.00
© 2004 Hewlett-Packard Development Company, L.P.




Module 6
Memory Management

7. Rum the lwo baseline prograins, short and diskread.

# timex /home/h4262/baseline/short
# timex /home/h4262/baseline/diskread

How does the performance of these programs compare to their earlier funs?

8. When finished monitoring the behavior of processes witli memory lealis, clean up the
processes.

e Exit glance.
e Execute the KILLIT script:

¢ ./KILLIT

e 1If you chunged maxdsiz, change it back:
# kctune maxdsiz=0x40000000
WARNING: The automatic 'backup' configuration currently fontains the
configuration that was In use before the last rgboot ©E this
system.
Do you wish to update it to contain the current|configuration
before making the reduested change? n
NOILE: The backup will not be updated.
* The requested changes have been applied tc the furrently
running system.

1]
]
v

Tunable Value Expression changes
maxdsiz (before) 0x10000000 ©x10000000 Immed
{rnow) 6x40000000 €x40000000
H4262S C.00 6-32 http://education.hp.com
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Objectives
Upon completion of

e Describe the diff
e Interpretthe out)
e Define and config

e Defme and config

his module, you will be able to do the following:

rrence between swap usage and swap reservation.
ut of the swapinfo conunand.
ure pseudo swap.

ure swap space priotities.

e Define and configure swchunk and maxswapchunks.
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7-1. SLIDE: Swap Space Management — Simple Vie“ﬁ

ey

Swap (55 MB)

Swap Space Management — Simple View

EB@EDA
CPU EEE&Ea Swap
COoEma Used

Reservefl: 20 MB

0 mMB

mEEOE =
Processes Ust
Me mory PI‘ ram

Disk

fit into memory.

New program wants to execute; not enough space for progr*am to

Student Notes

The purpose of “swap space” is Lo relieve the pressure on memory wheit

1emory beconies

too full. When “free memory” falls below a certain (hreshold, processes (br parts of

processes) will be written out to the swap partition on disk in order to fr
menioly [or other processes.

For simplicity, the above slide assumes each process is 1 MB in size, and

e up space in

the amonnt of

available memory for process execution is 20 MB. The slide also asswmnes (for simplicity) that
each process “reserves” 1-MB on the swap partition each time it executes. Therefore, since 20

processes are currently present in memory (as shown on the slide), 2¢ M
been reserved—1 MB for each process.

The IP-UX operating system “reserves” swap space for each process tha
system. The reservation of swap space is done so that the operiting syst
swap space “potentially” may be needed for all the processes currently r
system. For ex:uuple. if all the processes in memory were to be swapped
system would know it had enough swap space to perform that function.

H4262S C.00 7-2 ht
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Analogy

A good analogy for s
hotel takes a reserva
rooms, and it took 201
though none of the 5%
‘The same holdstrue
exists, 20 MB of the s
though none of the pi

To take the analogy e
reservation. Roomn as
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yvap space reservation, is a hotel that takes room reservations. When a
ion, it subtracts one from tlie count of available rooms. If a hotel had 55

reseivations, then it would only have 35 rooins still available, even
rooms were currently occupied.

for swap space. In the above example, a total of 55 MB of swap space
pace is “reserved” by processes currently running in memory, even
ocesses are currently using the swap space they have reserved.

ven further, the hotel does not earmark a particular room to satisfy a

ignments are done when the occupant shows up at the front desk.

Likewise, a swap resdrvation is not associated with a particular block out on the swap device.
Only when the kernellactually wants to move a page it memoxry out to the swap device does

it select ablock. It ki

untilit needs to use it

Current Situationx
11

In the above slide, a
from disk wants to ex
use”’

’Qc‘s S\":QP L‘uv

e Xy

E Wwn \

ham T,u

http://education.hp.com

<

ows it has the swap space available. It just doesn’t know where itis

the memory is in use by the 20 processes. Now assuine a new prograun
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7-2. SLIDE: Swap Space — After a New Process Executes

Swap Space —

After a New Process Executes

Reserved| 20 MB
Used : 1MB
CPU Swap G!)
CRABEEE
_fM@s&&_ — Usr
Memory

Student Notes

Below is the basic sequence of steps that occurs when a new process w:*nts to execute and

there is not enough meniory available:

1. The operating systemselects a process (or portion of a process) to lie written out to the
swap partition on disk. The process selected is one that is not expected to execute in the
near futwre.

2. Once the process is written to the swap partition, the amount of sw.ip spaceused is
incremented accordingly and the amount of swap spacereserved is flecremented by the
sanie amount.

3. The new prograum which wants to execute reserves swap space for itself. The amount of
swap space reserved is incremented accordmgly.

1. The new program is copied uito memory and the operating system initializes the process.
The new process tses the physical memory that was just freed.

H4262S C.00 7-4 ITttp:lIeducation.hp.com
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7-3. SLIDE: The swapinfo Conunand

¥ swapinfo -mt

Mb ™Mb [ te) PCT START/ Mb
TYPE AVAIL USED FPREE  USED LIMIT RESERVE PRI  NAME
dev 32 1 31 3% 0 - 1 /dev/vg00/lvol2 { \
localfs 23 o 23 - none 0 1 /home/paging
reserve - 20 -20
total 55 21 34 18% - 0

Student Notes

The swapinfo command displays important swap-reliated information, including how much
swap spacc is uscd, and how much swap space is rescroed. With Loday's systems, we
rccommend that you ajways use the -m option to display allspaces in MB rather than the
defauit KB.

The swapinfo -mt Cjnunaud shows information related Lo device (raw) swap partitions and
Sile system swap spacd and their totals, including:

Mb AVAIL The fotal amount of swap spacc available. For file system swap, this value
may bary, as more swap space is needed.

Mb USED The durrent :unount of swap space being nsed.

Mb FREE The dwrent amount of swap space free. The Mb FREE plus Mb USED is
eqnall to Mb AVAIL.

PCT USED ‘The jlercentage of swap space in use on that device.

http://education.hp.com 7-5 H4262S C.00
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START/LIMIT

Mb RESERVED

PRI

Applies only to file system swap. Specifies the starting block within the file
system of the paging file. The LIMIT specifies the maxinfum size to which
the paging file can grow.

Applies only to file systemswap, and is only applicable when no linit is
given to the maximuin size of the paging file. In these sitluntions, this value
specifies how much file system space to reserve for user files on the file
system.

The priority of the swap area. The highest priority swap|areas are used first.
The swap priorities range from 0-10.
(Note: stronger priorily swap areas have smaller priority numbers.)

The swapinfo command also shows how much swap space all the processes ou the system
are reserving currently. This is indicated by the reserve entrry. The colufnns described
above for device and file system swap do not apply to the reserve entryjin the output of the

swapinfo conunand.

In the example, there are 32 MB of device swap on a raw disk, and 23 MBJof swap in the
/home file system, making a total of 55 MB. 1 MB is in use on the device swap and 20 MB are

reserved. leaving 34 MB available.

H4262S C.00
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7—4. SLIDE: Swap Space Management — Realistic View

Initial Allocation

~~ Reserved
Used : OMB

“.__ Swap Avail : 55MB
‘\___“-_—_\_‘_'_

P

CPU

Current Allocation

Reserved 20MB
Used - OMB

Swag Avail : 35 M8

New progra
program to

fit.

m wants to execute; not enough memory for

Student Notes

An earlier slide nplié
running in memory.
rooms when a ctstos

As mentioned earlier;
Instead, a variable is J
when the system boo
process begins execu
space the process wo
terminates. it retums
variable.

d that specific space was allocated on a swap device for each process
'Tlc analogy was of a hotel subtractmg one from the count of available

cr phoned in for a reservation.

specific space is net allocated on a swap device for a reservation.
naintained call SWAP_AVAIL. The SWAP_AVAIL variable is initialized
s Lo equal the total amowt of swap space available. As each new

ing, this variable is decremented according 1o the aamount of swap

ild need if its entire contents were to be swapped out. When a process
Lhe amount of swap space it reserved back to the SWAP_AVAIL

The slide above show
processes is execntin
be decremented, but
swap space is allocaté

http://education.hp.com

what the SWAP_AVAIL variable would contain when 20 MB worth of
on the system. Each process has caused the SWAP AVAIL variable to
o specific space has been allocated on the swap partition. No specific
d wntil processes need to be paged out, as shown on the next slide.
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7-5. SLIDE: Swap Space — After a New Process Exegutes

Swap Space —

After a New Process Executes

Memory Program

e

Vi
Disk

R Rkl _——— Current Alllvcation
: .: . \‘“""-——__._.———'"‘/
. O3 Tables Swap (55 MB | Reserved [20MB

nEEe OB Used 1MB
CPU BEEERE . Swap Avail 134MB

OO0Bams ]

BED \

Processes | (3 [0 @

Student Notes

This is an updated description of the sequence of cvents that occuus whei
executed and not enough menory is available:

Thie operating system selects a process (or portion of a process) to be
swap partition on disk. Since no specific swap space hasbeenrescive

allocated from the strongest priority swap device. first available bloclL.

Once the process is written to the swap partition, the amount of swap
incremented accordingly, and the old progr:un “unreserves” its swap
incrementing the SWAP_AVAIL variable.

a prograun is being

written out to the
d. swap space is

space used is
bace by

Then the new prograin decrements SWAP_AVAIL toreserve its swap pace. In effect, (he

to swap space and then incremented by the new reservation amount.

In the slide, the process being swapped oul causes the USED swap tg

amowtt of swap space rescrved is decremented by the aimeunt of spa¢e being imoved out

become | MB,

causing the SWAP AVAIL to become 34 MB. Then the old process refeases its 1 MB
reservation, causing the SWAP AVAIL Lo increase back to 35 MB. I“i:rll,v, the new

process starts up and causes the SWAP AVAIL to decrease from 35 {

31 MB.

H4262S C.00 78 http:/leducation.hp.com
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e The new progran, is copied into memory, and the operatmg system initializes the process
after it has confirmed that it can successfully reserve the needed swap fer the new
process (SWAP AVAIL does not go negalive when the swap reservation is made).

http://leducation.hp.com 7-9 H4262S C.00
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7-6. SLIDE: Swap Space — When Memory Equals Dﬁta Swappéd

=10 e - CD
: : o LS L )ats aApnDec
¢ . ____ Current Allpcation
el r )
o — ?‘}gﬁ;{ Reseived | 20MB
e | wap
—T Fans ——————1 | Used - 20MB
— | auas ()~ ,
cPU | BOEE [ﬁ\ Swap Avail {15 MB
EEEON |
IEEEE \.\\m_% — (2)
Processes @ -
Available Memory T
(20 MB) d :J
Disk

Student Notes

The above slide shews the stite of the system and thie ciurent swap space
20 MB (er all of available memery) has been paged eut te the swap partiti

allecatiens when
o1l.

The swap partitien centains 20 MB worth ef processes. which is the size Lf available memaery.

The initizld 20 MB of preccsses is shaded in gray, te distinguish them frem
of precesses, which are filled with black. With this color cede, we can ses
original precesses are still loaded in memory, everything else (including 4
10" precesses) has been paged te the swap partition,

The swap space allecatien reflects 20 MB worth ef precesses that have i
and 20 MB that is curently in use. This weuld be analegeus te stating thd
reein reservatiens. and 20 of these reservations are currently being used

The SWAP AVAIL variable is clewn te 15 MB, because the tetal ameunt o
55 MB and 40 MB ef that space is reserved er in usc.

H4262S C.00 7-10
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7-7. SLIDE: S‘rvap Space — When Swap Space Fills Up

Swap Space — When Swap Space Fills Up [

LI LR

Current Allocation

Rese ved 26 MB
Used :35MB
Swap Avail: O MB

ERROR: (2)

NO maore swap space

CcrPU

Disk =
Q: Could this error have been prevented? A=V

A: YESI e pseudo swap.
l:ﬁ"(.h. ] M‘C:\ _‘
Loade |

Student Notes At 4

The above slide showd the situation when SWAP _AVAIL cquals 0 MB. In this situation, the

error message, ERROH: no swap space available is displayed, even though there is
swap space to page anlexisting process to the swap partition and thus free up memory for a
new programto load.

The rcason the system|reports no swap space is available is because 35 MB of mmemory have
been paged out, and the remaining 20 MB of swap space are reserved by the existing
processes cuirenily expeuting in memory.

Could this error hqve been prevented?

IFrom a resource perspective, the new program should be able to execute, because memory is
available for the new plocess.

A tunable OS paramete}, refeired to as pseudo swap, would have allowed the prograim to
exectute wder thesc copditions.

http://education.hp.com 7-1 H4262S C.00
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7-8. SLIDE: Pseudo Swap

Definition:  Pseudo swap is fictitious, make-believe, swap
space. It does NOT exist physically, but logically
the operating system recognizes it.

Purpose: Pseudo swap allows more swap space to be
made available than physically exists.

Benefit: Pseudo swap adds “75% of physical memory”
to the amount of swap space that the
operating system thinks is available. This lesse
swap space requirements (especially helpful on
large memory systems.)

**NOTE: Pseudo swap is NOT allocated in memory!

Student Notes

Pseudo swap is HP's solution for large memory customers who do not wish to purchase a
Lwge amount of disks to use for swap space. The justification fer purchafi.u g large memory
systeins is to prevent paging and swapping, therefore. the argument becgmes, “Why purchase
a lot of device swap space if the system is not expected to page or swap?™

Pseudo swap is swap space that the operating system recognizes, but in feality it does not
exist. Pseudo swap is make-believe swap space. It does not exist in menjory; it does not exist
on disk: it does not exist anywhere. However, the operating system doeg recognize it. which
nmeans more swap space can be reserved than physically exists.

The purpose of psendo swap is to allow more processes to Iun in memoyy thin could be
supported by the swap device(s). It allows the operating system (specificaily the

SWAP AVAIL variabie) to recognize iore swap space, thereby allowing additional processes
to start when all physical swap has been reserved. By having the operating system recognize
more swap space thau physically exists, large memory customers can now operate without
having to purchase large amounts of swap space. which they will most likely never use.

The size of pseudo swap is dependent on the ;unount of memory in the system. Specifically,
the size is (approximately) 75% of physical memory. This means the SWAP_AVAIL variable

y-3
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will have an additional amount (75% of physical memory) added to its content. This
additional amonnt allows more processes to start when the physical swap has been
completely reserved.

NOTE: Pseudb swap is enabled through a tunable OS parameter call swapmem on.

If the yalne for swapmem_on is 1, then pseudo swap will be enabled (tiumed
on).

If the yalne for swapmem_on is 0, then pseudo swap will be disabled (turned
off).

Analogy

A good analogy for pseudo swap is an airline overbooking a flight. Airlines know that
customers sometimes don’t show up for their flight. If they reserved only enough seats for
the plane, they would|likely depart with a plane that wasn’t full - lost revenue. So they
reserve more seats than actu:lly exist on the plane, betting that a certain percentage of

customers won't show. That way they can fly a plane that is much closer to full and get more
revenue. Of course, they are occasionally wrong.

http:lleducation.hp.conJ 7-13 H4262S C.00
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7-9. SLIDE: Total Swap Space Calculation — with

eudo Swap

Total Swap Space Calculation —

with Pseudo Swap

Memory Size = 32 MB
X 0.75

Pseudo Swap = 24MB 7
+ Physical Swap = 55 MB
Total Swap = 79MB

R

Student Notes

The above slide shows how “Total Available Swap Space™ (also known :% SWAP AVAIL)is

calculated with pscudo swap turned on.

The sWAP_AVAIL variable is calculated as all of the configured physical

and file systeniswap) PLUS 75% of physical memory (pseudo swap).

swap spice (device

(‘The calculation of the size of pseudo swap is actuadly more complex tl';km given here. The

resultant value of pseudo swap can vary anywhere from 67% to 38% of
we'll nse 75% as o pretty typical figine.)

In our exanwle, the total amnowunt of physical swap was 55 MB. and the ¢
memory was 32 MB. Since the size of pseudo swap is estimated at 75%
the pseudo swap size in omr example is 2.1 MB.

hysical memory. But

uount of physical
f physical memory,

H4262S C.00 7-14 http://education.hp.com
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This means the Total|Available Swap Space (SWAP_AVAIL) is:

55 MB (Physi¢al Swap)
+ 24 MB {Pseud¢ Swap)

79 MB (Total |Avail Swap)

http://education.hp.corh 7-15 H4262S C.00
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7-10. SLIDE: Examnple Situation Using Pseudo Swap

Example Situation Using Pseudo. Swap |

thout
wap

Allocation
Pseudo

—of—

Reserved Z0MB

= 1 . i - s Used 3s5mB
Kemeland | (‘%__ R Swap Avail : |0 MB
! F_:__ OSTables §| | — Swap (55' MB)
CpPU : : : :5 Allocatior} with
Pseudo waap
EEEEN
EEEEn |
Processes ] & Reserved | 20MB
Available Memosy Progam Used 35M8
(20MB) | i Ty z
g = Swap Avait : P4 MB

Disk
New program wants to execute; not enough memory for program
to fit. With pseudo swap turned ON, program can now exécute!

Student Notes

The above slide revisits our previous situation with pseudo swap tuumed ON. In our previous
situation, we had swap space of 55 MB, of which 35 MB was in use and the remaining 20-MB
wis reserved. With pseudo swap turned OFF, we saw that no new processes could start

because no physical swap space was available for reservation purposes.

With pseudo swap turned ON. the total available swap space is 79 MB (ngt 55 MDB).
Therefore, when the system runs out of physical swap, it still hus 24 MB (due to pseudo
swap), which it thimks it can allocate and therefore can reserve.

Consequently, the operating system is able Lo suppoit more processes without having (o
allocate more physical swap space. This is import:ut for large memory ctistomers who do not
want to purchase a lot of swap space on disk in order to support the large memory.

H4262S C.00 7-16 http://leducation.hp.com
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7-11. SLIDE: §wap Priorities =1 7'¢- [x> <l Suey
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Student Notes
When the HP-UX opetating systenineeds to page sonmething from menory to a swap device,

it selects the smallest;

A systenm administrate

nunbered, strongest-priority swap device.

r can define a priority munber for each swap device on the system. The

priority nuinbers ran,
weakest priority. If m
swap, the strongest p

The slide shows two
two cgual priority swi
the two swap devices
the second clumk of ¢

The second example i
devices are available.

full will the system be

from 0 to 10, with 0 being the strongest priority, and 10 being the
tipleswap devices are available when the system needs to page out to
ority swap device is nsed.

saniples. The first example illustrates how the systen behaves when

p devices are available. In this situation, the system alternates between
with the first chunk of swap being allocated on swap device #1, and
ap being allocated on swap device #2.

Hustrates how thesystem behaves whentwo uiicqual priority swap
In this situation, the system will continue to allocate chunks of swap

from the lowest-n uth:;ed (strongest priority) swap device. Only when that device is 100%

\p)
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7-12. SLIDE: Swap Chunks

ap D

1 2
3 4
Sel3

Swap - Priority 1 Swap - Priority 1

Space on the swap device is allocated to the kernel in increments
called swapchunks. The default swapchunk size is 2 MB.

Student Notes

Aswap chunk is the amount of space that the operating system allocatesswap devices. The
default. swap chunk size is 2 MB.

In the above exanwple, two equal priority swap devices are available to thi system. The
system will allocate the first swap chunk to be on swap device #1, and thls size will be 2 MB
by default. Once this swap chunk has been filled by 512 pages (page size 4 KB), then the
system will allocate a second swap chunk to be on swap device #2. The s¥stem continues
alternating swap space between the two systems in swap chunk incremefits.

Swap chunks are also the unit in which swap space is allocated on file system swap devices.
With file system swap devices, the operating system will only allocate swiap space on the file
systent if the space is needed. if it does not need the swap space, then it doesnot allocate
space. When it does need swap space. it allocates the file system swap space in swap clunk
sizes. Iiles are created - each of a size equal to a swap chunk — and namged /eestna meN,
where N is a number from 0 on up.

H4262S C.00 7-18 http://education.hp.com
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7-13. SLIDE: Swap Space Parameters

ac Parameters

]

Device block size. This is the size (in bytes) of a
block on the disk. The default size is 1024 bytes.

DEV_RSIZ

swchunk This is the number of blocks to allocate to the kernel

when it need swap space. The default is to allocate

h d;_",n\\‘d\ el swap space tg the kernel in 2-MB mcremeqts. The

- R . defauit value is 2048. The maximum value is 65,536.
rd

S~
~

CKM A Ndpao ma\xswapc hunks This is the maximum number of swchunks which
- &L\,\ \L can be allocated to the kernel. The default value is
R 256. The maximum value is 16,384.

Total swap gpace recognized by the kernel =

maiswapchunks x swchunk x DEV BSIZE

Defaults: |256 X 204.8| X = | 512 MB|

Student Notes

There are two configiirable parameters :mid one fixed, non-configurable parameter that affect
swap space configurdgtions and allocations.

DEV_BSIZE The size in bytes of a block of disk space. The default size is 1 KB.
It is not. configurable.

swchunk The number of blocks (of size DEV_BSIZE) to associate witl: a
“chunk” of swap space, referred to as a swap chunk. The default value
is 2048 blocks or 2 MB. The muaxuunnm value is 65536 or 64 MB.

maxswapchunks This is the masdmuim munber of swap chunks that will e recognized
systemnwide. The default value is 256. The maxinusiu vilue is 16,384

Using these defaults, fhe nuxinaem amount of swap space that the operating system
recognizes is 512 MB | This means if a system is configured physically for 1 GB of swap space,
only 512 MB of the | (B will be used by the system. Iin order for the system to use the other
512 MB, the tuniable (}S paramecter maxswapchunks needs to ke increased to 512.

http://feducation.hp.cam 719 H4262S C.00
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If you were to install IfP-UX on a system that had 2 GB of physical memeory, the installation
process would automatically increase maxswapchunks to accomunodate fhe larger memory.
In this example, it would set maxswapchunks to 1024. However, if you wiere to add more
memory at a later date (without reinstalling the kemmel), you would have td manually tune
maxswapchunks to be able to allocate enough swap space and use all of your available
memory. Or, use pseudo swap.

In 11.23 (1li v2), maxswapchunks has been eliminated and no longer becpmes an issue.
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7-14. SLIDE:
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Student Notes

To stmunvarize this md
variable called SWAP |

dule, all processes must reserve swap space by decrementing a
AVAIL when they inilialize. If this variable cauuiot be decremented, the

process will not be abile to start.

To allow this variable

to recoguize more swap space than physically exists, setting a tunable

parameter, swapmem on, to 1 will tinm on pseudo swap. This allows more processes to

execute than the amo
large memory systen

If a system doesneed
device first. The prior
swap devices have th

Swap clumks are the
of a swap chunk is 2
space. If more swap s
increased, it order fo
already set to the mix

http://education.hp.coin

mt of swap space can support. This is not considered a problem on
, because these machines are not expected to swap.

Lo swap. it will swap to the lowest-numbered (strongest) priority swap
ty of a swap device is specified when the device is activated. If two
saune priority, the system will alteimate between the two devices.

anit of disk space by which swap space is allocated. By default, the size

B. By default, the system recoguizes a maxunum of 512 MB of swap
ace exists. the tunable parameter, maxswapchunks, must be

the additional swap space to be recognized. If maxswapchunks is
imum value, tlien increase the value of swchunk.
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7-15. LAB: Monitoring Swap Space

Preliminary Steps

A portion of this lab requires you to interact with the ISL and boot menus,
accomplished via a console login. If you are using remote lab equipment,
system’s console interface via the GSP/MP.

You may get some “file systeni full” messages while you are shutting dow
can ignore these messages.
Directions

The following lab illustrates swap reservation. configures and de-configuy
and adds additional swap partitions with different swap priorities.

1. Use the swapinfo commuand to display the cuarent swap space statis
List the MB Avail and MB Used for the following three itents:

which can only be
ccess your

the system. You

bs pseudo swap.

ics on the systen.

© 2004 Hewlett-Packard Development Company, L.P.

\
o
§ i MB Available MB Used
dev HUL)[: ,&L\ "
N -
ONe ) reserve 9 97
1_\1\\ e - LAY
) N nemo : e
s « i @ 122 Lol
LlL ’
N\ 2. Tosee total swap space available and total swap space reserved, ente}:
# swapinfo -mt
What is the total swap space available (including pseudo swap)? ay: L
What is the total space reserved? M‘ﬁfﬁ
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3. Start anew shelllﬂrocess by typing sh. Re-execute the swapinfo command and verify

whether any addi

ional swap space was reserved when the new shell process stated. In

this case, the difference is going to be pretty small, so let's not use the —m option.

Upon verification), exit the shell.

Is the swap space

4. Stmtglance and

retmned upon exiting the shell process?

observe the Global bars at the top of the display for the duration of this

step. Start a larg¢, memory process and note how mmch the Current Swap Utilization

percentage incred

# /home/h4262

ses in glance. Type:

/memory/paging/mem256 &

Use the process

at most closely matches your physical memory size. 'This should

reserve a large amount of swap space. Start as many mem256 processes as possible. For
best results, wait until each swap reservation is coniplete, by observing the incremental
increases in Currént Swap Utilization in glance. The system will get slower and slower
as youstart moremem256 processes.

What was the mas

What prevented a

fimum nnmber of mem256 processes that can be started?

1 additional mem256 process from being started?

Kill all mem256 pyrocesses to restore performance.

o

11i vl or earlier

cd /stand/b
/usr/lbin/s
echo "swapm
mk_kernel -
cd /

shutdown -r

H oI I 3 3 3

http://education.hp.co

Recorupile the keinel. disabling pseudo swap. Use the following procedurc:

111d

ysadm/system prep -s system
m_on 0" >> system

5 ./ system

iy 0
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Tunable Value Expression
swapmem on  (now) 1 Default
(next boot} o 0

11i v2 and later:

# cd /
# kctune swapmem_on=0
NOTE : The configuration eeing loaded contains the fol

change(s)
t.hat cannot be applied immediately and which wi
the next boot:

The tunable swapmem_on cannot be changed in a d

WARNING: The automatic¢ 'esackup' configuration currently
configuration that was in use before the last r
system.

==> Do you wish to update it te contain the current
before making the requested change? no

NOTE: The backup will not be updated.

* The requested changes have been saved., and will
next boot.

# shutdown -ry 0

lowing

1 be held for
ynamic fashion.
rontains the

Ebool of this

configuration

take elfect at

6. Reboot from the new kernel.
Press any key to interrupt. the boot process
Main menu> beot pri isl
Interact with IPL> vy
ISL> hpux (;0)/stand/build/vmunix_test
7. Once the system reboots, login and execute swapinfo.
Is there a memory entry? Wlhy or why not?
Will the same nuunber of mem256 processes be able to execute as eaglier?
How miany mem2 56 processes cail be started now?
Kill all mem256 processes to restore performuuice.
8. If you have a two disk system.
If you hawve a two disk systein. add the second disk to vg00 (if this WJIS not already done
in a previous exercise) auld build a second swap logical vohune on it.[This Ivel should be
the same size as the primary swap volume. If you do not have a se¢ond disk continue
this lab at question 13.
If you did not add the second disk earlier:
H4262S C.00 7-24 htip://education.hp.com
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vgdisplay -v | grep Name (Note the physical disks used by vg00)
ioscan -fng disk (Note which disks are unused)
pvcreate -f| <raw dev file_of unused disk>

vgextend /dFv/ngO <block_dev_file of_ second_disk>

H F F

To create the new] swap device on the second disk:

# lvcreate -n| swapl /dev/vg00
# lvextend -L| 512 /dev/vg00/swapl <dev file of second _disk>

Note in owr case il\e primnary swap is S12MB. See swapinfo on your system and match
the size of the new swap device to the primary swap.

9. Now add the new logical volume to swap space. Ensure that the priority is the same as
the prinuny swap:{Check your work.

# swapon -p 1| /dev/vg00/swapl

swapon: Devicg /dev/vg00/swapl contains a file system.
Use -e to pagg after the end of the file system, or -f to
overwrite the|file system with paging.

Oops! Problem| 1, swapon is being overly cautious. If you get this
message, the meimory manager has detected what appears to be a file system already on
the device. (Probdbly, left over from some previous use.) You need to override.

# swapon -p 1|-f /dev/vg00/swapl
swapon: The k#grnel tunable parameter "maxswapchunks" needs to
be increased fo add paging on device /dev/vg00/swapl.

Oops! Problem|2, the kernel cannot deal with this amount of swap.
If you get this message, the tunable paraneter, maxswapchunks, is set too small to
acconuuodate all df the new swap space. We need to modify “maxswapchunks” and
reboot. If you havé this problent, use samto double maxswapchunks. In 11i v2,
maxswapchunks fiasbeen obsoleted :uid will not have to be modified.

Recompile the kerT\e[, increasing maxswapchunks. Use the following procedure:

cd /stand/bdild

echo "maxswgdpchunks S12" >> system
mk _kernel -4 ./system

cd /
shutdown -ry O

HH H 3

10. If you had to rebnild the keimnel to increase maxswapchunks, reboot the system.
Otherwise, skip Lo ktep 11.

Press any key |to interrupt the beot process
Main menus> bodt pri isl

Interact with |[IPL> y

ISL> hpux (;0)|/stand/build/vmunix test

http://education.hp.com 7-25 H4262S C.00
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And now add the new swap device:

# swapon -p 1 -f /dev/vg00/swapl

Verify that thie new swap space has be recognized by the kerel:
# swapinfo -mt

Done!

11. Start enough mem256processes to make the system start paging.

12. Measure the disk VO to see what is happening with swapspace. Go to/question 15
when you have finished.

13. If you have a single disk system.

Create three additional swap devices with sizes of 20 MB,

# lvcreate -L 20 -n swapl vg0o0
# lvcreate -L 20 -n swap2 vg0o0
# lvcreate -L 20 -n swap3 vg0o0

List the cunrrent amount of swap space in use.

If 10 ¥IB is currently in use on a single swap device. and we activate dn equal priority
swap device, what is the distribution if an additional 10 MB is paged Tnt'?

A) The distribution would be 10 MB :aind 10 MDB.
B) The distribution would be 15 MDB and 5 MB.

Prior to activating these swap devices, make note of the cumount of syap space currently
in use. When the new swap devices are activated with equal priority. Jall new paging
activity will be spread evenly over these swap devices.

H4262S C.00 7-26 hﬂ!p:lleducation.hp.com
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14. Activate the newly created swap devices. Activate two with a priority of 1, and the third
with a priority of 4.

# swapon -p 1| /dev/vg00/swapl
# swapon -p 2| /dev/vg00/swap2
# swapon -p 1| /dev/vg00/swap3

Start enough mem256 processes to make the system start paging.

Is the new paging pctivity being distributed evenly actoss thie paging devices?

15. When finished with the lab, reboot the system as normnal (do not boot vmunix test)
to re-enable pseudo swap and remove the additional swap devices.

For 11i vl and ea;lier, follow this procedure:

# cd /
# shutdown -ry 0

For 11i v2 :md later, follow this procedure:

i cd /
# kctune swapfiem on=1
# shutdown -ry O
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Module 8 — Disk Performance Issues

Objectives
Upon completion of this module, you will be able to do the following:

e List thrree ways dilsk space can be used.

List disk device files.

Identify disk hottlenecks.

Identify kermel sy$tem paraiueters.
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8-1. SLIDE: Disk Overview

Disk Overview

Tracks
= e
> d " Cylinder 0
B Cylinder 1 P o |
@ > i Cylinder 2 _A
— Data Bio¢ks
— ; : .
i \*N______——-/

@ D Cylinder N-1 K'\..H,___________,_/

Physical View Logical View Internal CylinT)r View

Student Notes

Disks are used to store data for the operating system :nd the applications
used several different ways, but they boil down (o just two - file system

. A disk can be

aud raw. [f a disk
holds a file system, there are several stiuctures which are built on the disk (using the data

blocks of the disk) to help suppoit the software in the kerntel, which neeq
manage the file system files and their contents.

s to access and

If the disks are to be used raw (such asa device swap space or an applicition database), no

kerel structures are built out on Lthe disk. The related code simmply reads
organizes the data blocks as it sees fit.

There are several types of file systems available with the HP-UX 10.x and
two primary types of local file systems are HFS (High performance File §

, manages and

11.x releases. The
ystem), which was

the original file system for HP-UX :nd has continually been enhauiced since, and JI°S

(Journaled File System). which was introdnced with the 1HP-UX 10.01 rel
to grow in popularity and functionality.

rase and continues

In the near future, you should see another type of file system become aviilable for HP-UX —

the Advanced File Systent (AdvFS) ported over from TruG4d UNIX. In lats

H4262S C.00 8-2
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discuss the performai
module, we'll address

Physical View

From a physical disk
sectors, tracks, platte

A key behavior of mos
platters in such a way
the same time. To ma:
amount of head move
addressed in sequenti

Cylinder Analogy

Consider a health spa
three jogging tracks ai
From this point of vie
track. In other words,
make up cylinder 2, et

By organizing space o
across all platters of
sectors would be allod

#1:
#2:
#3:
#4:
#5:
#6 :

block
block
block
block
block
block
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ce issues that pertain to each of the available file systems. In this
the issues pertaing to all disks.

erspective, the disk drives upon which a file system is placed contains

s, and read/write heads.

t all disk drives is that the read/write heads move in parallel across the
that each read/write head is over the same trrack within each platter at

cimize the /O tiwoughput of the disk, it is desirable to minimize the

nent. To help achieve this goal, all the sectors in a cylinder are
i order.

or gym with three floors. Each floor contains a jogging track, and the
e located directly above or beneath one another from floor to floor.
v, a cylinder would be all the same laues from each floor's jogging
all lane 1 tracks would make up cylinder 1; all lane 2 tracks would

o

disks in cylinders, the software can logically distribute its sectors
e disk evenly and uniformly. For example, in the slide above, the first 6
ated as follows:

Track
Track
Traek
Track
Track
Track

Platter
Platter
Platter
Platter
Platter
Platter

#1,
#1,
#1,
#1,
#1,
#1,

#1,
#1,
#1,
#1,
#1,
#1,

#1
#2
#3
#4
#5
#6

Sector
Sector
Sector
Sector
Sector
Sector

By allocating disk spacre in this manner, a ninltiple block read (say 6 blocks) could be read in

one operation.

Logical View

From a logical view, e
can be read or written
down into blocks. Th
written to the disk. W
DEV_BSIZE. 1t is equ:

The disk can be viewe
N is the total number
wore likely they will b
amonnt of time is neec

http://education.hp.conj

ch cylinder is simaply a repository for a certain amount of data, which
7ithout having to move the heads. This data area is further broken
block is the most fundamental unit of data that can be read from or
mentioned in an earlier chapter a value in the kernel. called

to 1024 bytes. This is the block size from the kernel's perspective.

as simply a series of blocks running fromblock 0 to block N-1, where
blocks on the disk. The closer two blocks are to each other, the

in the same cylinder. If they are in the same cylincer, a minimumn

d to read or write both blocks.
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8-2. SLIDE: Disk I/0 — Read Data Flow

Disk /0 — Read Data Filow
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Data is returned to process, completing the logical IO and $ystem call.

Buffer Cache = —

j@ Filesystem
{4

/ j _*H_—“"‘mh

07 7 ‘xD >

Transfer

t \'s
Memory e TL A g

Student Notes

Up to this point, we have looked at /O from the st:uidpoint of the disk. The following slide
illustrates disk I/O activities from the standpoint of memory and the progess initialing the I/O.
The assumption here is that we are dealing with a disk that has a file sysfem on it, so the
buffer cache becomes afactor in the operation. If this were araw disk, fhe buffer cache
would e bypassed by all /O operations.

Asynchronous vs. Synchronous Reads

There are two possible approaches to doing reads - synclhironous and asynchronous. By.
default any read will be synchronous, i.e., the process will wait (and sledp. if necessary) until
the data can be transferred to the data area of the process.

If the read is asynchronous, the process inforus antother driver (an asyngchronous I/O driver)
that it will need certain data in the future. The driver fetches the data frpiu the disk and
places it in the buffer cache, while the process continues with other operations. When the

data is in the cache, the driver signals the process and the read is now ekecuted.

The data is guaranteed to be in the buffer and the process never has to sleep. Asynchronous
reads are significantly more difficult to program, so they are used ouly ifi the more
sophisticated applications.

=g
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Buffered Read Data Flow

The flow diagram on the slide highlights the nuiin actions from the time a process issues a
read () system call, tb when the data is retiuned to the process.

L.

&

A process issues the read () system call. This is viewed by the kernel asa logical 1/0,
meaning the kerndl will satisfy the request any way it can, either through the buffer cache
or by performing i physical 170.

The buffer cache ik searched, looking for the data blocks being requested. If the data
block is foumd in the buffer cache, the read () system call is returnted with the
corresponding dath. If the data block is not found, The requesting process goes to sleep
and a physical I/O pequest is generated to read the data block into the buffer cache. We
will assiune the data block was not found.

NOTE: Logicall /Os may or may not generate corresponding physical I/Os. The goal of

the buffer cache is to handle as many logical /Os with as few physical I/Os as
possibli:.

The physical read s performued because the data was not in the buffer cache. Becatuse
physical IO involvirs movement of the disk head (seek tixme), waiting for the data on the
platter to rotate wder the disk head (Jatency time), and moving the data from the platter
into memory (transfer time), the cost of a physical /O is high from a performance
standpoint. Physichl 1/0s are the most time-consuming operations that the kernel
peiforms.

If the disk /O quele is long (3 or more requests), the time spent waiting to be serviced
can be longer thanjthe time to actually service the I/O request.

Once the physical VO request returns, the datais stored in the buffer cache so that future
1/0 requests for theg same file system block can be satisfied without having to perform
another physical ¥0). This step completes the physical /O initiated by the kernel.

The final step is to Feturn the data {o the original calling process thatissued the read ().
The sleeping procebs is awakened and transfers the desired data from the buffer (in
buffer cache) to the cata :u-ea of thie process. Then the process returns from the read ()
system call. This slep completes tlie logical /O initiated by the process.

Raw Read Data Flow

If the read operation is|raw, the bnffer cache is bypassed. Datais transferred directly from
the disk to the data aref of the calling process. All raw reads are synchronous and therefore
result iit the process sl¢eping wtil the data has been read in.
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8-3. SLIDE: Disk I/O — Write Data Flow (SynchronTus)

Process issues write system call.

Data is written to disk controller cache.

DR OO O ORI G

Upon completion of /O, the disk controller sends an acknowied
kernel.

7. \Write system call returns to process.

| .. Disk /O Queue
.® e @
Buffer Cache
|

Disk /O — Write Data Flow (Synchronous)

Block is assigned on disk, and image for biock is allocated in buffer cache.
Once data is written to buffer cache, a physical I/O to disk is gen

Data is then transferred from the disk controller to the correspor;ring platter.

laveal

rated.

ment to the

Student Notes

As with reads. there are two methods for perforning write () system ¢
and synchronous. Although the default write operation is asynchronou
does not sleep - waiting for the write to complete), it is quite simple for
syuchronous writes. It can be done by sinmply setting a flag on the open
wrile, This can be done when the file is opened or at some later time.

Synchronous Writes

The slide shows the data flow of a synchronous write, from the time the
is issued. to when the write call returns to the process.

1. The process issues a synchronous write () system call.

go

nlls: asynchronous
(the writing process
program to choose
lile before issuing the

write () system call

Assuming the process is writing to a new file data block. a new file gystem block is

allocated on disk and an inage of that block is allocated in the buffér cache.

3. Once the datais copied from the data area of the process to the buffer cache, an IO

request. is placed in the disk /O queue for that particular disk. The ¢
{o sleep until the write is reported to be complete.

H4262S C.00 8-6 ﬁt
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4.  When the physical write is perfermed, the data is first copied from the buf{er cache to the
fimware cache a1} the disk drive controller.

NOTE Most SICSI disk drive controllers can be configured to retinn an /O complete
acm:%'ledgment at this point. rather than waiting for the data to be

transferred to the physical platters. This condition is called “inunediate
reporting”.

5. The datais wansfdrred from the disk controller cache to the platter. This operation is
often the most tinje consuming part of the write, as itinvolves seek, latency, and data
transfer operations.

6. Once the data has|been successfully transferved te the platters, the disk drive controller
returns an I/O conjplete acknowledgment to the keimel (assuming this was not done in
step 4 with inunediate reporting).

7. The kemnel, upon feceiving the [/O complete acknowledgment, Wakes the sleeping

precess, which thén returns from the write call.

Asynchronous Wriites

An asynclironous writle does not wait fer the data to get to the disk. An asynchronous write
system call returns inunediately upon the data being written to the buffer cache. In the
diagrain on the slide, the write call would return following step 2.

The advantage of asyrichronous writes is perforimance — the process does not have to wail
for the physical Q. The disadvantage is lack of data integrity. Because the process continues
executing before the data is written to disk, it can perform additional actions that e
dependent upon the diita being written successfully. If for some reason the data does not get
written (a disk goes offline or a disk head crashes), the additional actions can leave the
system in an inconsistpnt state.

For example, assume {i database record is written asynchrononsly. Because it is written
asynchronously, the ciitabase process continues its execution. A subsequent actien is to
update a correspondirilg entry in another table of the database located on anotlier disk.
Assume the first asym!lu'onous write is posted to a busy disk with a long queue, and the
subsequent write is pasted to a disk with an empty queue. The second write finishes befere
the first wiite begins! If the system were to crash after the second write, but before the first
write, the database wduld be out-of-sync and corrupted. because the second write assumed
that the first write sucfeeded. There is no “signaling” to the writing process to let it know
that a write has complpted. For that, the process would have to do synchronous writes.

http:/feducation.hp.com 8-7 H4262S C.00
© 2004 Hewiett-Packard Development Company, L.P.




Module 8
Disk Performance Issues

8—4. SLIDE: Disk Metrics to Monitor — Systemwide

Disk Metrics to Monitor — Systemwi.de

Utilization of disk drives
Disk I/0 queue length
Amount of physical I/O to
- Device (i.e., Disk)

- Logical volume

- File system

» Buffer cache hit ratio

]

Student Notes

When monitoring disk I/O activity, the main metrics to monitor are:

does the aniount of time it takes to perform an /0. According to the

erformance queuing

Percent utilization of the disk drives: As utilization of the disk drves increases, so

theory, it takes twice as long to perform an /O when the disk is 50%
when the disk is idle. Therefore, we consider that a disk may be exp
bottleneck if the disk is 50% busy or niore.

usy, than it does
briencing a

Requests in the disk VO queue: The number of requests in the disii /O qucue is one of

the best indicators of a disk performace problem. If the average nu
above two. then requests are forced to wait in the queue longer than
needed to service their own requests. If the average nimber of requ
greater, you should also see that the average whit time for a request |
average service Lime.

ber of requests is
the amount of tiime
sts is three or

s greater than the

Amount of physical I/O: It the aimount of disk activity is high. itis [rnport:ult to

investigate on which disk, which logical voliune. and which file syst
occurring on.

m the activity is

H4262S C.00 8-8 hftp://education.hp.com
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ratio: One reason disk activity could be high is that read or write

requests are not finding corresponding disk blocks in the buffer cache. As a result,

physical /O reque

The read cache hi
in the buffer caché
performaunce. Less
(potential) excess
buffer cache in an

5ts are being generated to the disk.

ratio on the buffer cache indicates how frequently read data is found
t. The minimum read hit ratio should be 90% or higher for optimal
than 90% indicates the buffer cache may be too small, causing

disk activity. It may also indicate that the application is not using
efficient manner, e.g. doing a lot of random IO or very large I/O.

The write cache hjt ratio on the buffer cache indicates how frequently a write to a buffer

does not trigger a

physical read or write to the disk. (if only a portion of a block is being

written, and the irfiage of that block is not already in a buffer, it may be necessai'y to read
the original conte{ts of the block into bulfer cache before niodiflying it with tlie new write
data.) The minimgm write cache hit ratio should be 70% or higher for optim:il

performance. Les

5 than 70% indicates the buffer cache may be too small, causing

(potential) excess|disk activity. Again, the fault may lie with the application’s use of the

buffer cache.
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8-5. SLIDE: Disk Metrics to Monitor — Per Process

Amount of physical and logical I/O being performed on a pef process
basis

* Type and amount of system calls (//O-related) being generzjited by
processes performing large amounts of I/O

« Paging to swap device (VM read/writes) on a per process basis

 Files opened by processes performing large amounts of 1/Q

Student Notes

On 1 per process basis. it is import:zmt to identify which processes :uwe geherating large
amounts of disk I/0. Metrics that help to identify I/O activity on a per pracess basis awe:

e Amount of physical and logical I/O: This indicates “how mnch” /() the process is
performing. For processes performing large mmounts of I/O. the additional three metrics
shown below should be investigated.

* Type and amount of I/O related system calls being generated: For each process
perforuing high I/O, the number of read (). write (), and other I/Jrelated calls should
be ‘uspected.

e Amount of VM reads and VM writes: If the I/O activity being genclated is due to
paging (VM read and VM writes), then tlie problem is probably not a {lisk I/O problem, but
more like a memory problen.

e Files opened with heavy access: For each process performing larde amounts of file
system V. the names of the files to which they wre reading or writingg should be
inspected. For files receiving high VO activity. consider relocating thpse files (o other
disks that are less busy. To determine how “randoni™ the IO reqnests are, hit <CR>

H4262S C.00 8-10 http://education.hp.com
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frequently while Idoking at the list of open files for that process (in glance), then
inspect how quickl]y the offset to each file changes and whether it is monotonically
increasing or varigs up and down.
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8-6. SLIDE: Activities that Create a Large Amount ¢f Disk I/0

= . =dlE c -!" J 8 LD

« Buffer cache misses

+ Synchronous I/O
+ Accessing sequentially with a small block size
» Accessing many files on a single disk

» Accessing many disk drives from a single disk controller card

Student Notes
Conmon causes of disk-related perform:nce probleins are shown on the slide.

e Buffer cache misses cause physical VO to occur. When the appropriafe buffer is not
found in the buffer cache, a physical Qs triggered. By the way, a buffer cache can be
too large as well. A very large buffer cache takes more time to search to see if the
appropriate buffer exists! More on how to properly size a buffer cachie will be given later
in this module.

¢ Synchronous /O forces the write systei calls to w:it until the /O physically completes.
Very good for data integrity, very poor for performance.

e Sequential access. with a siall block size, causes excessive amounts pf physical I/0.
e Accessing lots of files on one disk. versus numy disks, creates an imbhlance of disk drive
utilization. This leads to perforniance problems with the busy disks ahd under utilization

with the less busy disks.

e Accessing lots of disks on the same disk controller creates contention probleins on the
SCSIbus. Youcan determine this by noticing that multiple disks on the saume controller
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bs that are consistently three or greater in length and the average time a

request waits tob l]k serviced is greater than the average time it takes to actually service

the reguest. The i

If this situation oc
controllers.

wdividual disks may not show a disk utilization 50% or gre ater!

curs, it would be best to spiltup the busiest disks onto separate

hitp:/leducation.hp.cqm 8-13 H4262S C.00

© 2004 Hewlett-Packard Development Company, L.P.




Module 8
Disk Performance Issues

8-7. SLIDE: Disk I/O Monitoring sar -d Output

Student Notes

The sar
within this report are:

JIS @ 3 2 [ 858 d U ] D

# sar -d 5 6 S i
05:23:50 device ¢ %busy vques r+w/s blks/s< avwait avder¥
05:23:55 clt5d0  O.60 0750 2 35 EEEreilge

c0t4d0  62.40 10.51 46 2783 127.97 153.92

c0t5d0  33.20 .76 16 1226 42.89 14}.96

cOt6d0  54.80 8.10 31 2166 242.52 193.15
05:24:00 c1t5d0 1.20 0.50 3 .72

c0t4d0 63.80 10.84 48 159.47

c0t5d0 19 __,ﬂs ....... 154 .55

cot6do < 36 20%.4%
05:24:05  ¢1t5d0 3 3785 "1}.04

c0t4d0  56.40 18.40 39 163.10 ‘-‘

c0t5d0  35.60 2.69 17 13%.81 \

cOt6d0 62.80 18.41 36 17h.66 |
05:24:10 clt5d0 0.20 0.50 2 L .86

c0t4d0 66.60 13.00 51 15§.02

c0t5d0  33.80 3.25 16 14§ .32 '

c0t6d0 60.00 5.72 33 20§ .88 {
05:24:15 c0t4d0 24.40 4.25 15 ] 180).68

c0t5d0  23.00 _ 3.46 14 851 43.33  11§.87

c0t6d0 < 50.60 18.77: 28 1646¢306.13 23§.3%
05:24:20 clt6d0  0.60° 0,50 0 [2 TawTif.s3 {

c1t5do 1.40 187 2 23 9.85 2§.50

lji’ Pf»**“ Ao A ou 1
gele: a { L(. By caal
nl’{,_vl {—_”L Jt

-d report shows disk activity on a per disk drive (spindle) basik. The key fields

% busy Indicates the average percent utilization of the disk over tlie interval (5
seconds in the slide).

avque Indicates the average number of requests in the disk /O qijeue.

avwait Indicates the average amount of time arequests spends wiiting in the disk VO
qucue.

avserv Indicates the average amount of time to service a disk [/Q fequest.

The sar -dreport on the slide shows that when the disk had the most r¢quests in the queue

(19.68 and 18.77), the average wait time was at its highest.

The slide also shows that there are five disk drives spread across two disk controllers. One
disk controller (cQ) appears to have two busy drives (t4 and tG). and a reliitively low usage

drive (t5). Bisk controller (¢1) has two disks that are ma'mly idle. One pe

H4262S C.00 8-14
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here would be to balahce the disk activity across the two controllers by ineving one disk (say
c0t4) over to the less busy disk controller (c1).

http:/ieducation.hp.cg¢m 8-15 H4262S C.00
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8-8. SLIDE: Disk I/O Monitoring sar -b Output

05

05:
0S:
05:
05:
05:
05:
05:
05:
05:
05:
05:

05:
05:
05:
05:

51:
51:
512 3
52:
523
52:
S2:
S 3ia
114
5132
58:
1By
5.3k
%
54:
54:

53

#=> sar

H?-0X eZQOBx‘o;‘C 8.10.20 U 9000/856
Ju v

LJ _\"‘91 (6&1 ‘

-b 10 20

N

04
14
04
14
24
34
54
04

24
34
44
54
04
14
24

Average

‘bread/a(‘lrnad}'s $rcache bwrit/s lwrit/s %wcache pread/s pwiit/s
o~—" o0 0 il 1 25 0 0
0 0 0 0 1 85 0 0
0 ° 0 1 8 87 0 0
0 0 0 0 1 100 0 0
0 0 0 0 1 100 0 0
1 68 99 0 0 33 0 0
7 11936 100 1 2 13 0 0
6 19506 100 1 1 0 0 0
28 24147 100 1 2 65 0 0
64 16659 100 0 14 99 0 0
<iig 118 Qe - 2 3 46 0 0
(i 0 0 3 3 0 0 (i
O] | i) g 0 18 19 4 0 0
AT 179 G~ 18 18 3 0 0
379 179 ___9—«-*"‘} 13 14 4 0 0
29 3639 99 3 5 A9 ) 0 0
At _ .
COulm SN .b?l‘lu Coe

02/09/98

g | . . .
Lo aat hMowe o
L .}\L\ Cadgnd

_“\Yl"u,.. i_(i'j

v

Student Notes

The sar -b reporishows disk activity related to the buffer cache. The kay fields within this

report are:

bread/s

lread/s

%rcache

bwrit/s

lwrit/s

H4262S C.00
© 2004 Hewlett-Packard Development Company, L.P.

Indicates the average muuber of physical I/O reads per sdcond over the
intervai. The term bread refers to block reads.

Indicates the average munber of logical /O reads per sec

interval.

Indicates the average percent read cache hit rate. This sl
percentage of read requests were satisfied throngh the b

this value should be consistently 90% or geater.

ond over the

:Fws what
ffer cache. ldeally,

Indicates the average number of physical I/O writes per second over the
inteival. The term bwrit refers to block writes.

Indicates the average number of logical YO writes per se¢ond over the

interval.

8-16
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%wcache Indichtes the average percent write cache hit rate. This shows what
percdntage of write requests were satisfied through the buffer cache. Ideally,
this value should be consistently 70% or greater.

The sar -b report el

the slide shows the two extreme situations. The first extreme is a

100% cache hit rate, which occurs when there are lots of logical /O requests and all requests

are satisfied through t
desirable condition.

The elher extreme is i

ie buffer cache, rather than having to go to disk. This is a very

0% cache hit ratio. This occurs when every logical I/O request required

a physical /O from digk. In this case, the ninuber of physical reads or writes is equal to the

number of logical reac

http:/ieducation.hp.cor

s or writes. This is most undesirable.
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] . . L]
8-9. SLIDE: Disk I/0O Monitoring glance — Disk Report
L )IS 2 o ® N aglance ] =eDnOo (,D

B3692A GlancePlus B.10.12 06:16:25 e2403roc 9000/856 current |Avyg High
cpu uesl [5 - S U] |100% [00% 100%
Disk Util [F 7 | 8as |22%2 s8as
Mem ueil [5_ s[u HIM 3 | 94% |95%  96%
swas Util [T 0[& = | 218 |21%  22%
DISK REPORT Users= 4

Reg Type __Reguests % Rate Bytes Cum Reg % Cum Ratle Cum 8yte
_..---:yw‘.‘----_-::‘w\t ________________________________________________ ETN B By
Local”” Logl Rds 68 2.7 13.6 Skb 1260 7.8 9.6 1.2mb
Logl wts 2455 97.3  491.0 19.2ab 14798 92.2 112.9| 114.8mb

*  Phys Rds 10 4.7 2.0 80kbd 189 5.1 1.4 1.8nb
'\g{.ys wWts 565 _98.3 113.0 18.9mb 3520 94.9 26.8| 112.4mb
veer-—__._-571 39.3 114.2 18.9mb 3448 93.0 26.3| 112.20b

Virt mem 0 0.0 0.0 Okb 66 1.8 0.5 968kb
System 4 0.7 0.8 32kb 195 5.3 1.4 1.2mb

Raw o lo.0 0.0 Okb 0 0.0 0.0 Okb

Remete Logl Rds 0 0.0 0.0 Okb 0 0.0 0.0 Okb
Logl wWts 0 0.0 0.0 0kb 0 0.0 0.0 Okb

Phys Rds 0 0.0 0.0 Okb 1 100.0 0.0 Okb

Phys Wts 0 0.0 0.0 okb 0 0.0 0.0 Okb

Student Notes

The glance disk repoit (d key) shows local and remete VO activity. The
be viewed from the following:

e Logical Perspective (logical reads and logical writes)
e Physical Perspective (physical reads and physical writes)
e VO Type Perspective (User, Virtual Mem, System, Raw)

PO distribution can

Iteins of interest in thisreport include the humber of logical VO requests{(read and writes),

the number of physical YO requests (reads and writes). and the ratio bet]

iveen the two.

In the slide, disk utilization is 94% (very high). wilh the wajority of the /4
as opposed to reads. It is also interesting to note the logical to physical
3,520 or approxinately 4:1. which is an acceplable write performance ra

H4262S C.00 8-18
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)s being writes (92%)

‘ite ratio is 14,798/

io.
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8-10. SLIDE: Djsk IO Monitoring glance — Disk Device I/O

Disk Devic

Disk I/O Monitoring glance —

e l/lO

Top disk user:

B3692A GlaonceHlus B.10.12 06:31:12 e2403roc 9000/656 Current Avg High
cpu weil [B 3 U] [200% 100% 100%
pisk ueil [F | ] | 83% 223 84%
Mem uUtil [§ [s]U uln H | s4%  95%  96%
Swap Util [T oz ¥ JEATE S
IO BY DISK Users= 4
Idx Device gtil elen RB/Sec Lagl IO Phys 10
156/52.6.0) 0/ 0© 0.0 0.0/ 1.8 ca/ na 0.0/ 0.2
2,56752°5.0 Yt 0.0 16.0/ 5.1 na/ =aa 2.0/ 0.7
/3 56/36.4.0 78/ 9 ~,18.2 1584.8/ 178.4 na/ na 48.0/ s.6
\ 4 56/36.5.0 52/ & 3.8 932.8/ 120.5 na/ na 24.0/ 3.0
~8.56/36.6.0 68/ 9 7 10.6 1172.8/ 154.9 na/ na 35.8/ 4.6
6 567/52.2.01 . 8/0 0.0 0.0/ 0.0 0.0/ 0.0 0.0/ 0.0

tedl ek /;A e swhiuouNe Pa& avee San|

PID 3280. disc 106.4 IO0s/sec § . Select a Disk

Student Notes

The glance disk devi

e report (u key) shows current and average utilization of each disk

drive on the system. The report also shows the current VO queue length for each disk. This

displiy shows basicall

In the slide. tlrree disk:

This is normally a vali
ligh, but. because the
disk activity.

v the sanie information as sar -d.

show utilization greater than 50% :mid queue lengths greater than :3.
reason fer further investigation. The 10.6 and 182 quene lengths ae
nverage utilization of both the drives is 9%. this may just be a spike in

In this case, wmonitor ﬂle situation further to see if the high queue lengths persist or if they

were just spikes in dis

http://education.hp.com
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8-11. SLIDE: Disk I/0 Monitoring glance — Logical Volume IO

b ] B 3 ] gl& = ,D
DC - 0 s 9
B3692A GlancePlus B,10.12 06:34:41 e2403roc 9000/856 Current |Avg High
Cpu i) [S __ i S R U] |200% foOO% 200%
pisk Otil [E F | 83% |22%  84%
Mem vutil {5 s : ul® B | 94% | 95% 96%
Swap Util [ ([r i) | 1% 21% 22%
I0 BY LOGICAL VOLUME Users= 4
Idx vol Group/Log Volume Open LVs LV Reads
1 /dev/vg00 10 0.0/ 0.
2 /dev/vg00/group 0.0/ (1%
3 /dev/vg00/1vol3 0.0/ 0.
4 /dev/vg00/1vol2 0.0/ 0.
5 /dev/vg00/lvoll 0.0/ 0.
9 /dev/vg00/1vol? 0.0/ 0.
10 /dev/vg00/1vol4 0.0/ 0.
12 /dev/vg0l 2 0.0/ 0.
13 /dev/vg0l/1lvoll 0.0/ 0.
OpPen Volume Groups: 2 S - Select a Volums

Student Notes

The glance logical v volume report (v key) shows disk activity on a per
basis. Only physical /O activity (not logical /O activity) is shown with

logical vohune
repont.

In the previous slide, we saw high activity across tluee disk drives (drive$ 4, 5, and 6). The
logical volume report on the slide shows all this activity is being performid against one
logical volume (/dev/vg01/1voll), which implies that the logical volume is being spread

across three disks (a good idea since the I/O to the logical voluime is so high)
H4262S C.00 8-20 ht{p://education.hp.com
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8-12. SLIDE: Disk I/O Monitoring glance — System Calls per

Process

Disk /O Mo

System Cal

nitoring glance —
Is per Process

Cumulat

ive Ianterval: 27 secs

B3692A GlancePljnis B.10.12 06:48:15 e2403roc 9000/856 Current Avg High
cpu Oril [5 ______ _s[®[u — Ul |100% 100% 100%
Disk Util [F__ | E| 83% 22% 34N
Mem Util (5 _ SJU - ule | 34%  95% 96\
Swap Util Ejj R | 2a% 21%  22%
System Calls fop PID: 4055, disc PPID: 2410 euid: 0 User:root
Elapsed Elapsed
System Call Namg iD Count Rate Time Cum Ct CumRate CumTime
St B b~ =g i e e N ——— AT
R = LT T 4 377 754.0 0.10650 12851 477.7 4,30153."
open "~ 5 3 670 UIOS9TY 161 i R Y TS
close 6 3 6.0 0.00006 100 37 0.00225
lseek 19 0 0.0 0.00000 75 2.7 0.,00204
ioctl 54 <3 6.0 0.00007 100 3.7 0.00259
viork 66 0 0.0 0.00000 25 0.9 0.34900
sigprocmask 185 0 0.0 0.00000 50 1.8 0.00088
sigaction 100 0 0.0 0.00000 150 5.5 0.01340
waitpid 200 0 0.0 0.00000 25 0.9 1.47745

Student Notes

The glance system calls report (L key), available only from the select process report (s

key), shows the names
system calls report can
globally for all processe

Significant systemcalls

s on the system (Y key).

suchuasread(),writé (), open(), and close().

In the slide, the write
times/sccond) and has :
(approximately 15%).

http://education.hp.com
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Of the system calls being generated by the selected process. The
be viewed fer individual processes (as shown on the slide), or

which typically consume a lot of time, are the file /O related calls,

) system callis being invoked heavily by the selected process (754
ccounted for 1.1 seconds of the CPU's tune over a 27-second period

H4262S C.00
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8-13. SLIDE: Tuning a Disk I/0-Bound System — Hardware
Solutions

Add additional disk drives (and off load busy drives).

Add additional controller cards (and balance disk drive load across
controllers).

Add faster disk drives.

Implement disk striping.

Implement disk mirroring.

Student Notes

The hardware solutions on the above slide will help to lessen the perfoimance impact of high
disk I/O on a system.

e Add more disk drives and load balance across disks. This spreads the amount of /O
over more drives, decreasing the average number of /O requests for each disk. Many
smaller disks are better than a few large disks.

e Addmore disk controllers and balance load across disk controllers. This sprecads
the amount of /O over more controllers, decreasing the likelihood that any one disk
controller will become overloaded with I/O requests.

e Add faster disk drives. This decreascs the amount of tine it takes to service an O
request, which decreases the amount of time requests spend waiting in the disk VO
qQneue.

e Iinplement disk striping. This increases the munber of disk heads having access to the
striped data (the more disks striped across, the more heads acces.sihg the data,

H4262S C.00 8-22 http://education.hp.com
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simultaneously). [tdlso allows for “overlapping seeks,” meaning that one disk head ¢
be seeking the next block, while a second disk head is reading the current data block.

¢ Implement disk mirroring. This can increase read performance, as either the primary
or mirrored copy of ithe data can be read. In fact, the data will be read from whichever
disk has the fewest I/Os pending against it. However, it will negatively impact write
performance. In order to mawmtain the integrity of the mirrors, duplicate writes must be
done to each copy of the mirrored volume/disk. Mirroring is primary a data integrity
feature, but under tlie right circunstances (read-intensive data) it can improve
performance, as well.

http://education.hp.com 8-23 H4262S C.00
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8-14. SLIDE: Tuning a Disk I/0-Bound System — Perform
Asynchronous Meta-data I/O

1 a L J=-50 [ 2 w

» Configure individual disk drives to behave “somewhat” asynchronously
with immediate reporting feature of SCSI disk contrpllers.

* Configure immediate reportine with the scsictl command.

Disk IO Queue
EEEEEEEE |
Buffer Cache
A
>
: ==
(e =
Memory . |

Student Notes

Asynchronous VO significantly improves write perfornunce over synchronous IO because
the write requests (and thus the requesting processes) do not have to wait for the data to be
written to the disk platters.

Immediate Reporting for Selected Disks

Inunediate reporting can be tinned on at boot time by setting the tunabile parareter
default_disk ir to “ON". An alternative to turning on default disk_iristo enable
certain disk controllers selectively to report immediately to the kernel when the data reaches
the disk controller cache. For normal writes, the disk waits until data i$ transferred from the
controller cache to the disk platters, before retuming to the kernel. By setting immediate
reporting to ON for individual disk controllers, processes do not have to wait for the seek
or latency times when writing to those disks.

The sesictl conunand can be used to twrn inunediate reporting ON (1) for a particuliar SCSI
disk. The default for immediate reporting is OFF (0).

H4262S C.00 8-24 http://education.hp.com
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Examples

To view the device settings for the controller at SCSI adapter address "0" annd SCSI target
address 6:

# /usr/sbin/scsictl -m ir /dev/rdsk/c0tsdo
immediate repotft = 0

To change the value of immediate reporting to ON:
# /usr/sbin/scsictl -m ir=1 /dev/rdsk/c0te6do
To view the changes in the device settings:

# /usr/sbin/scsictl -a /dev/rdsk/c0té6do » # a
immediate repoft = 1; queue_depth = 8 -Lumifeh !cziwi)i

http:lleducation.hp.conJl 8-25 H4262S C.00
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8-15. SLIDE: Tuning a Disk I/0-Bound System — Load Balance
across Disk Controllers

{PVGT
—12%] |
CO s e R
System _01 | o e R
", a
"%  PVG2

Volume Group vg01

Student Notes

Another potential solution to a disk /O performance problem is to spread the write requests
across the disk controllers as evenly as possible. This helps ensure no gne controller
becomes overloaded with L/O request.s.

Mirroring Logical Volumes

A popular feature of LVM is the ability to mirror logical vohunes to separate disk drives. This
involves writing one copy of the data to the primary disk and one copy lo the mirrored disk.
When the primary disk :md nirror disk arc on the smme disk controller, a perfermance
bottleneck often results because the disk coniroller has to service the writes for both the
prinary and nmirrorced data.

Physical Volame Groups

Physical volume groups (PVGs) allow disk drives Lo be grouped. based bn the disk controller
to which they're attached. Used in conjunction with LVM mirroring, it ensures the mirrored
data not only goes to a different disk, but also goes to a different PVG group (that is, a
different disk controller).

H4262S C.00 8-26 http://education.hp.com
© 2004 Hewlett-Packard Development Company, L.P.




Module 8
Disk Performance Issues

How to Set Up PVGs

The PVG groups are defined in the /etc/1lvmpvg file. This file can be manually edited or
updated with the -g option to the vgcreate and vgextend comm:utds.

A sample /etc/lvmpvg file, based on the four disks on the slide are:

VG /dev/vg0l

PVG BV eroupl
/dev/dsk/c0ti6do
/dev/dsk/c0ti5d0

PVG BV groupl
/dev/dsk/c2t5d0
/dev/dsk/c2t4d0

Configuring LVM to Mirror to Different PVGs

The conunand to confia’ure LVM mirtoring for different PVGs is lvchange. The strict option
to this conunand, - s, contains the following three arguments:

Y This indicates|all snirrored copies must reside on different disks.
n This indicates/mitrrored copies can reside on the same disk as the primary copy.
g This indicates|all mirrored copies must reside with different PVGs,

For exaniple. to configire /dev/vg01/1voll to mirror to different PVG:

lvchange -s g {dev/vg0l/lvoll

http://leducation.hp.com 8-27 H4262S C.00
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8-16. SLIDE: Tuning a Disk I/O-Bound System — Load Balance

across Disk Drives

e e =g
BB C:j 1lals
1123 9|11
41 5] 6
] T 90%
100 90% 52% e
L% | Ut : Lot | U
System Uil ==t System s
e L —— e [———
T 21416
8110 11 Stk
5% [—| 20% —
Ut il SR 52% util
o util
Volume Group vg01 Volume Group vgO1
Without Striping With Striping

Student Notes

Balancing the disk activity so that the utilization across drives is approx
helps to ensure that no one disk becomes overloaded with I/O requests
greater utilization, with three or more requests in the disk queue).

The slide illustrates a situation in which one disk is heavily utilized (100
is only 5% utilized. One potential solution is to stripe the heavily utilized
the first disk to both disks.

LVM Striping

The ability to stripe a logical volume across multiple disks (at a file syst
introduced into LVM at the HP-UX 10.01 release. A logical volume must
striping at the tizue of creation. Once a logic:d voluine is created, it cam
recrcating the logical volume.

imately the same
(that is, 50% or

%) while another disk
logicad volurne on

em block level) was
be configured for
ot be striped without

H4262S C.00 8-28 http://education.hp.com
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The conunand to create
for this connnand is:

lvcreate -i [num
Example:

lvcreate -i 2 -I
lvextend -L S0 /

http://education.hp.com
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a striped logical volume is 1vcreate. The syntax, related to striping,

ner of disks] -I [stripe size] -L [size in MRl vg _name

8 /dev/vgol
dev/ve01/1vol2 /dev/dsk/c0t5d0 /dev/dsk/cOt4d0

8-29 H4262S C.00
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8-17. SLIDE: Tuning a Disk VO-Bound System —
Cache

[une Buffer

ing a Dis

e Buffer C

Tun

Defaults
Kernel and Fixed Buffer Cache
osTables | || [ I [ [ ] 5% dbc_mir
Additional Buffer Cache
0 - 45% dbc_mai
UserProcess | ... o L B
and Shared | : ..
Memory Area
Memory

i pct=5%

¢ _pct=50%

Student Notes

With the introduction of HP-UX 10.0, the buffer cache becomes dynamit:, growing and

shrinking between a minimum size and a maximum size.

NOTE: Space for the buffer cache is allocated in two different a
minimum size is created in the O/S arca of memoty, and

minimum size is allocated from the User Process arca.

reas of memory: the
anything above the

How the Buffer Cache Grows

As the kemnel reads in files from the file system, it will try to store the diita in the buffer

cache. If memory is available and the buffer cache has not reached its u

haximum size, the

kernel will grow the buffer cache to make room for the new data. As loig as there is memory

available, the keimcl will keep growing the buffer cache until it rcaches
(50% of memory, by default).

If memory is not available, or the buffer cache is atits maximumsize wi
the kernel will select buffer cache entries that are least likely to be nec
reallocate those entries Lo store the new data.

H4262S C.00 8-30
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The main point is that iff there is available memory, the buffer cache will grow into this
meinory until there is ng memory left (or until the buffer cache reachesits maximum size).

How the Buffer Cache Shrinks

As memory falls below LOTSFREE, the vhand-paging daemon wakes up and begins paging
out 1-KB pages of memary. The eligible pages include process segments (text, data. and

stack), shared memory
shrunk by having vhanc
another structure in me
pages, buffer cache pag
may have been modifie
the free page list.

segments, and the buffer cache, In other words, the buffer cache is
1 page outits pages. The buffer cache is trreated by vhand as just
mory with pages that it can dereference and free. Like process text
Ps are not written out to the swap space. But, since their content.s
|, they could be flushed out to the file system being placed back on

NOTE: It should
how aggi
compal
no differ
cachep

referenc

be noted that the kermel glof)al value, dbec_steal _facter, determuines
ressive the vhand daemon is at stealing buffer cache pages in

ntly than process pages; the default value of 48 says to steal buffer
ges three times as aggressively! However, if the buffer cache is
ng those pages, vhand will [ind few buffers to free up.

1}011 to process pages. A value of 16 says to treat buffer cache pages

Buffer Cache Perfol

Because the buffer cacl

'mance Implications

e grows quickly into free memory and shrinks slowly by nccessitating

vhand to page it out, oile consideration is to limit the maximum size to which the bulfer

cache can grew.

The default maximum size is 50% of total memory. This probably was a fairly reasonable

munber when the para
existing nowadays, it’s

1eter was introduced, but with the very large memory systems
brobably much too high. By setting the dbc_max_pct tunable kernel

parameter to a smaller iumber (say 20 or 25), the buffer cache can still grow (o a signilicant

size, but will not be so ]
ready to execute.

Prior to HP-UX1 li, ther
wus too large. It took a
already there. haprove
significantly.

uge that it takes a long time to shrink when more processes become

e was a defmite performance penalty for having a buffer cache that

long time to search the cache to determune if the needed buffer was
nents in the search algorithm in 1 li have reduced that penalty

Fixed vs. Dynamic

Should you use a fixed-:
requirements are const:
Simply set the dbe_mi.

If your buffer cache req
is soine overhead assoc
cache is not a very fast
best to use a dynamic b
out and become relativd

http://education.hp.com

uffer Cache

size buffer cache or a dynasic buffler cache? If your buffer cache
nt over time, of course you should use a fixed-size buffer cache.
_pct and dbe_max pct parameters to the same value.

hirements ch:wmge over tiine, do they change rapidly or slowly. There
lated with growing and shrinking buffer cache. Plus, shrinking buffer
bperation. If your buffer cache changes slowly over time, it would be
iffer cache. The overhead of growing and shrinking would be spread

ly insignificant.
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If, however, your buffer cache requirements change rapidly over time, 3
better served with a fixed-size buffer cache, properly sized to give you :
of the time. Only on relatively rare occasions, would buffer cache be a
for short periods. In the long run, your performasnce would be better th
the rapidly changing needs using a dynamic butfer cache.

Sizing Buffer Cache

Here is a set of reconunendations for properly sizing your buffer cache

1.

0o

H4262S C.00

Are you getting at least a 90%read cacle hit rate and a 70% write ca
your buffer cache may already be l:u'ger than necessary. If you are
memory pressure, and no apparent disk bottlenecks, leave the buff¢

If you are experiencing memory pressure or apparent disk bottlene

you probably would be
1dequate buffers most
bottleneck and only
an trying to deal with

che hit rate? If so,
experiencing no
b1 cache asit is.

ks, try sluinking the

size of your buffer cache. Adjust dbc_max pct down, in incremeits, no more than 10%

at a time, until your performance figures fall to 98%/70%.

If you awe not getting 90%/70% performance from your buffer cache,
your application may be using it in an inefficient manner. Try incre
figures improve, keep increasing the size until either you reach 90%
performance ceases to improve. Leave the size there.

If increasing the size of the buffer cache does not produce an inune
performance, your application may need to be tuned to use the bufi
efficiently. However, your buffer cache may still be larger thax it n
have tuned your application, recheck your buffer cache performang

8-32 H
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diate improveinent in
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beds to be. After you
‘e, as above.
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8-18. LAB: Diskm[Performance Issues

Directions

The following lab illusty

1

http://education.hp.com

ates a number of performance issues related to disks.

A file system is required for this lab. @ne was created in an earlier exercise. Mount it

now.
# mount /dev/v¢
We also need to ass
enabled. Enter the f

file name as approp

¥ scsictl -m if

Ifthe current immediate_report =

# scsictl -m i:
Copy the lab files to

# cp /home/ha2d

# cp /home/h42§2/disk/labl/make files

100/vxfs /vxfs

e that the controller does not have " SCSI iramediate reporting"
llowing command and check your current state: (fill in the device
riate)

- /dev/rdsk/cXtXdX (toreportcurent “ir" status)

1 then enter the following:

=0 /dev/rdsk/cXtXdX (ir=1 to set, ir=4 to clear)

the file system.

2/disk/labl/disk long /vxfs

/vxfs

Next, execute the make files programto create five 4-MB ASCII files.

# cd /vxfs

# ./make files
Purge the buffer cad
# cd /

# umount /vxfs

he of this data, by unmounting and remounting the file system.

# mount /dev/v400/vxfs /vxfs

# cd /vxfs

8-33 H4262S C.00
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4. Open a second terminal window and start glance. While in glande, display the Disk
Report (d key). Zero out the data with the z key.

From the first window, time how long it takes toread the files with{the cat command.
Record the results below:

# timex cat file* > /dev/null glance Disk Report
real:

user: Logl Rds:

sys: Phys Rds:

5. Atthispoint, all 20 MB of datais resident in the buffer cache. Re-execute the same
command and record the results below:

# timex cat file* > /dev/null glance Disk Report

real:

user: Logl Rds:

sys: Phys Rds:

NOTE: The conclusion is that I/O is much faster coming from the buffer cache,

than having to go to disk to get the data.

6. The sar -dreport.
Exit glance, and in the second window start: # sar -d 5 200

From the first window, execute the disk long program, which wtites 400 MB to the
HF'S file system (and then removes the files).

# timex ./disk_long

Ilow busy did the disk get?

What was the average number of request in the I/O queue?
What was the average wait time in the I/O queue?

How muchrezal tame did the task take?

7. The glance I/Oby Disk report
Exitfrom the sar -d report, :urd st:ut glance again. While in glance, display the /O
by Disk report (u key). Fromthe first window, re-execute disk_ 1é6ng, timing the
execution. Record results below:
# ./disk long glance I/O by Disk Report
Util: @len:
H4262S C.00 8-34 qﬂpzlleducation.hp.com
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8. The glance I/O by file Systemreport
Reset the data with the z key, and display the I/O by File Systemreport (i key).
From the first windgw, re-execute disk long, timing the execution. Record results
below:
# ./disk long glance I/O by Disk Report
Logl I/O: Phys I/0:
9. Performance tuning— immediate reporting. Ensure the inunediate repotting options are
set for the disk that the file system is located on. If inunediate reporting is not set, set it.
# scsictl -m iy /dev/rdsk/cXtXdX (toreportcurrent "ir" status)
# scsictl -m ixJ:l /dev/rdsk/cXtXdX (ir=1 to set, ir=9 to clear)
Purge the contents of buffer cache.
# cd /
# umount /vxfs
# mount /dev/vg 00/vxfs /vxfs
# cd /vxfs
10. The sar -dreport.
Exit glance, andin/the second window start: # sar -d 5 200
From the first windaw, execute the disk long program (which writes 400 MB to the file
system and then removes the files).
# timex ./disk |long
e How busy did the disk get?
e What was the average number of requests in the /O queue?
e What was the average wait time in the /O queue?
e How muchreal ‘rrime did the task take?
How do the results df step 11 compare to the results in step 67
http:/leducation.hp.com 8-35 H4262S C.00
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